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Fig. 1: Overview: This paper introduces a language-conditioned model that predicts actions for bimanual cloth folding.
Leveraging an observation of the cloth state and a text instruction, the model generates probability distributions for the pick
and place positions of the left and right arms. To address the lack of datasets for this task, we present an annotation pipeline
that augments an existing dataset of human demonstrations in a simulated environment with aligned language instructions.

Abstract— Cloth folding is a complex task due to the in-
evitable self-occlusions of clothes, their complicated dynamics,
and the disparate materials, geometries, and textures that
garments can have. In this work, we learn folding actions
conditioned on text commands. Translating high-level, abstract
instructions into precise robotic actions requires sophisticated
language understanding and manipulation capabilities. To do
that, we leverage a pre-trained vision-language model and
repurpose it to predict manipulation actions. Our model,
BiFold, can take context into account and achieves state-
of-the-art performance on an existing language-conditioned
folding benchmark. To address the lack of annotated bimanual
folding data, we introduce a novel dataset with automatically
parsed actions and language-aligned instructions, enabling
better learning of text-conditioned manipulation. BiFold attains
the best performance on our dataset and demonstrates strong
generalization to new instructions, garments, and environments.

I. INTRODUCTION
Manipulation of garments remains a challenging problem

due to the high flexibility of textiles and their nearly infinite
number of degrees of freedom. We focus on cloth folding, a
fundamental task in daily activities that presents significant
challenges due to the variability of cloth materials, the need
for precise manipulation, and the intricate sequences of ac-
tions involved. Robotic cloth folding has broad applications
in industrial automation, domestic assistance, and healthcare.
Automating this task can enhance productivity and free
humans from repetitive and labor-intensive activities.

When learning folding actions from demonstrations, an
additional difficulty stems from the variability of preferred
folding steps, which can all achieve the desired output with
a different series of actions. For example, even a simple rect-
angular cloth can be folded in various ways, e.g., in halves
or thirds or joining the adjacent corners of the shorter or the
longer edge [1]. Grasping points for a rectangular towel are
usually located at the corner, but for more complex garments

such as T-shirts, these strictly depend on the manipulation
strategy [2]. On top of that, folding garments with more com-
plex geometries and topologies leads to a repertoire of even
more folding strategies that depend on personal preferences.

Cloth folding involves handling a highly deformable object
with complex dynamics, which makes predicting and con-
trolling its state challenging. Doing so requires accounting
for the variability in cloth properties and the complexity of
human-like folding techniques. For dealing with the inher-
ent ambiguities of cloth folding actions, previous methods
rely on conditioning signals such as goal images [3] or
language instructions [4], [5]. However, these works focus
on unimanual manipulations, limiting the efficiency and
accuracy of the manipulation and being unable to be applied
to human demonstrations, typically using both hands for
folding clothes. One of the reasons the latest works focus on
unimanual goal-conditioned folding are hardware constraints
and the lack of adequate datasets with detailed language
annotations, which also limits the ability to train and evaluate
language-based models. This work directly tackles the latter.

This paper proposes BiFold, a novel method for bimanual
cloth folding using language-specified tasks. We depict the
overview of the model in Fig. 1. Our approach uses a
transformer-based model to fuse information from different
modalities and leverages a frozen language component to
enable the robot to handle the variability of human language
and understand text instructions. The model outputs pick and
place positions, which then can be provided to robot-specific
motion primitives and used to operate two robotic arms in
tandem. To train this model, we contribute by augmenting
an existing dataset of human cloth folding demonstrations
with language instructions. Instead of relying on hand-crafted
annotations as in previous works, we develop an automatic
process to parse folding demonstrations and annotate them
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with precise language descriptions.
The main contributions of this paper are:
� A new model that leverages a foundational vision-

language backend to learn cloth folding manipulations
taking previous actions into account (Section III-A).

� A novel dataset of language-aligned bimanual cloth
folding actions obtained with an automatic pipeline that
could be applied to other datasets (Section III-B).

� We demonstrate the superiority of our model on an
existing unimanual benchmark, the newly introduced bi-
manual dataset, and on a real-world setup (Section IV).

II. RELATED WORK

A. Unconditioned cloth folding

A typical approach to predict folding actions is to resort
to action primitives and infer their parameters, e.g., the
starting and end locations of a pick-and-place primitive.
SpeedFolding [6] uses a U-Net [7] to predict value maps
for different gripper orientations from an RGB image and
either uses the T-shirt 2-second fold method1 or a method
combining flings and folds needing prior knowledge about
the dimensions of the manipulated object.

Cloth Funnels [8] applies a policy for canonical alignment
to leave the garment in a known configuration and predicts
value maps from a predefined set of scales and rotations to
augment the input RGB image. While it can work with differ-
ent clothes, it needs an independent model for each category.

UniFolding [9] obtains a segmented point cloud, down-
samples it to a fixed size of points, and uses it to predict
a primitive action and its pick and place positions. The
gripper’s position is determined as a point in the sampled
point cloud, hence not allowing the pick and place position
to be on a non-sampled point. Additionally, the predicted
positions cannot fall outside the object mask, meaning that
the model cannot replicate some valid place positions.

B. Goal-conditioned cloth folding

CLIPort [4] leverages CLIP [10] to provide a broad
semantic understanding of images conditioned on text, and
Transporter [11], which uses input image augmentations
similar to Cloth Funnels [8], to achieve spatial precision
in predicting pick and place positions. Foldsformer [3] uses
sub-goal observations for conditioning the predictions and
fuses temporal and spatial information using attention [12].
FoldsFormer learns from a dataset of rectangular clothes and
folds that are either random actions biased towards picking
the corners or expert demonstrations. Conditioning with goal
images can result in over-specified actions with irrelevant
factors, such as the final position of the garment and its visual
appearance. These approaches are incompatible with unseen
clothes and cannot generalize to new tasks [5].

Deng et al. [5] learn pick-and-place actions using a
transformer encoder that takes depth images and the em-
beddings from a frozen CLIP text encoder [10]. Similarly
to UniFolding [9], this model predicts pick positions from

1https://www.wikihow.com/Fold-a-T-Shirt-in-Two-Seconds

a down-sampled point cloud but samples the place positions
on the pixel space. Deng et al. trains on perfect depth and
segmentation maps, hence discarding color information that
can provide useful cues for state estimation and experi-
menting a large reality gap when the inputs come from
real noisy sensors. Moreover, this method works with only
200 points, which effectively fails to cover relevant parts of
the manipulated garment, and uses fixed spatial thresholds
to create a visual connectivity graph [13] that makes the
approach highly dependent on scale.

There are other options to specify folding actions other
than images and text. For example, SpeedFolding [6] can
take enumerated user-specified folding lines drawn on top of
an image of the initial configuration of the garment and used
along a segmentation mask to define pick and place positions.

C. VR-Folding dataset

VR-Garment [14] is a pipeline for simulated data collec-
tion using a Virtual Reality (VR) headset and gloves that can
track finger positions. Similarly to other works leveraging
VR settings for data capture [15], VR-Garment uses Unity
and the Obi particle physics simulator for a plausible cloth
simulation model. The public VR-Folding dataset [14], a
garment manipulation dataset with flattening and folding
actions performed by humans, and the private data collection
of Unifolding [9] use VR-Garment.

The folding task starts with a flattened T-pose garment, and
a volunteer performs pick-and-place actions with both hands
until the garment is folded. The authors of VR-Folding ask
the volunteers to follow a predefined set of instructions: For
long-sleeved shirts, the first two actions fold the sleeves, and
the last action folds the trunk. For all the other clothes, the
garment is folded in half along the left and right direction
and then in half along the up and down direction.

III. METHODOLOGY

A. Learning language-conditioned pick and place positions

Given an RGB image observation ot and a language
instruction ‘t, we want to design a policy ��(atj‘t;ot)
parametrized by � to obtain manipulation actions at at step
t. In this work, we constrain at to a quasi-static pick-an-
place manipulation (see the project page for details of the
manipulation primitive). While some prior works incorporate
additional actions such as flings and drags [6], our approach
focuses solely on pick-and-place operations, as these are suf-
ficient for garment folding and are the only actions present in
the unimanual and bimanual datasets used to train the policy.
Moreover, quasi-static actions simplify cloth manipulations
since rapid movements are more unpredictable, making it
hard to obtain optimal folding results. Instead, the robot
can better control the cloth’s shape and prevent unwanted
wrinkles by applying slow and controlled movements.

We leverage the SigLIP model [16] to obtain high-level
representations of ot and ‘t. SigLIP is a pre-trained con-
trastive vision-language model similar to CLIP [10] which
consists of image and text transformer-based encoders that
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Fig. 2: BiFold model architecture: We use a frozen SigLIP [16] model and adapt it using LoRA [17] to obtain tokens from
an RGB image and an input text. The same encoders are used to incorporate past observations that provide context to the
model. The domain of each token is indicated using a modality encoding and the sequence order using positional encodings.
The concatenated sequence is processed using a transformer encoder [12], which fuses the different modalities. The output
of the transformer is used to determine the pick and place positions for the left and right arms using convolutional decoders.

provide aligned features. Compared to other vision back-
bones [18], [19], [20], [21] it offers better visual representa-
tions [22], presents better 3D awareness [23], offers superior
visually-situated text understanding capabilities [24], [25],
and suffers a lower sim-to-real gap in robotics setups [26].

We fuse the image and language features by concatenating
them and applying attention layers [12]. This is an increas-
ingly popular approach applied to multimodal models [27],
[28] and robotics [29], [30]. By using SigLIP, the features
are aligned before the fusion step similarly to ALBEF [31].

We then feed the processed observation tokens as input to
convolutional-based decoders. While the decoder can also be
based on transformers [21], we found that these yield patch
artifacts in low data regimes. The decoders yield probability
distributions over the observation space used to sample pick
and place locations. Given that the pick position has to fall
on the garment, we use a segmentation mask to constrain
the support of the predicted distributions. Given the output
probabilities, we greedily sample the most probable position
to obtain the pick-and-place actionat .

To adapt the SigLIP encoders to this task while retaining
its knowledge, we apply Low-Rank Adaptation (LoRA) [17]
to the query and value matrices of the attention layers, keep-
ing all other parameters frozen. We �t the parameters� by
minimizing the binary cross-entropy between the predicted
probability distribution and a Gaussian distribution centered
at the ground truth position and with variance� = 5 � I as in
previous works [3], [5]. In case there are multiple pick and
place positions, which happens for the VR-Folding dataset as
can be seen in Fig. 3c, we de�ne a Gaussian mixture model
with equal weights centered in all the correct positions and
normalize the result so that the maximum is 1.

Folding a cloth requires at least two steps. While the text
instructions indicate the pick and place positions in natural
language, reducing the inherent ambiguity due to the usual

garment symmetry, some late manipulation steps may be ill-
de�ned given the current observation. For example, observe
how it is impossible to tell top and bottom apart in Fig. 3b,
motivating the use of a policy� � (at j` t ; ot ; ot � 1; : : : ; ot � H )
that uses a context ofH previous observations. To incor-
porate context, we encode the previous observations using
the same encoders and add a learned positional encoding
element-wise for the model to differentiate the time steps.
We set a �xed context sizeH = 3 , as over 95% of the
bimanual dataset samples consist of three or fewer actions.
This choice balances capturing suf�cient historical context
while maintaining ef�ciency and being enough for longer
manipulations. We use attention masking to �lter out empty
tokens if the context does not �ll the maximum allowed
observation horizon. The pick and place decoders still take
the tokens corresponding toot as input, and the output
tokens ofot � 1 : : : ; o1 and ` t are discarded. We depict the
architecture of our model in Fig. 2, which we dub BiFold.

B. Creating aligned language instructions

The VR-Folding dataset contains almost 4k bimanual
folding demonstrations from humans. We segment around 7k
actions and obtain aligned text instructions. Our annotation
method generates diverse set of language instructions like
Fig. 3, totaling more than 1k unique prompts.

Preprocessing:All garments in VR-Folding have a green
pattern for the exterior of the mesh and an orange color
for the interior, hindering generalization to other textures.
For this reason, we re-render RGB-D images using the
simulation meshes and textures of the CLOTH3D dataset
[32]. The VR-Folding dataset contains some instances in
which the simulator became unstable and yielded unrealistic
clothes, resulting in sharp and spiked meshes. We �lter these
out by thresholding the ratio between the maximum z-score
of the edge length distributions of the simulation mesh and



(a) Fold the skirt in half
horizontally, right to left.

(b) Fold the top, making
sure the bottom right side
touches the top right side
only using the right arm.

(c) Fold the left sleeve in-
ward to the halfway point.

Fig. 3: Dataset samples:Examples of language-aligned
bimanual cloth folding instructions obtained using our pro-
posed annotation pipeline. Pick and place positions forright
and left actions are represented as the origin and endpoints
of an arrow. Each action uses eight vertices, which might be
distinct and fall into different pixels.

the Normalized Object Canonical Space (NOCS) mesh [33].
Parsing actions:We remove spurious actions,i.e., actions

performed in the span of 5 frames or less or whose distance
is less than 0.1 m. Given that the same action may have
slightly different start and end times, we align the left and
right actions that overlap in time, considering that some
actions only use one hand. This event is not considered in
the prede�ned actions provided to the volunteers but occurs
in the dataset. Several volunteers obviate these instructions
and hence assigning language instructions is non trivial.

Semantic grasp locations:We identify garment parts in
the canonical space and applying prede�ned thresholds, sim-
ilar to PoseScript [34]. We infer the semantic place location
by �nding the nearest neighbors of the simulation mesh on
the NOCS [33] at the start of the action and the �nal position
of the picker in the observation space. We fuse the informa-
tion from both pickers following a heuristics that provides
the type of action and the variables of the language template.

Grasp in natural language: We de�ne different in-
struction templates for folding sleeves (e.g., "Fold the
right sleeve towards the inside." ), perform-
ing generic folds from a semantic location to another
(e.g., "Fold the Skirt in half, from left to
right." ), and re�ning the position of a garment
(e.g., "Ensure the bottom part of the Top is
well-positioned." ). Unlike Deng et al. [5], we
parametrize the prompts with different garments and loca-
tions obtained automatically. If the action only uses one arm,
we append"only using the f left/right g arm" .

IV. EXPERIMENTS

A. Experimental setup

We train our models with a batch size of 24 using Adam
[35] with a learning rate10� 4 for 100 epochs. We use LoRA
[17] with rank 8,� = 32 and dropout 0.01. The transformer
encoder has 8 blocks and 16 heads. We use the SigLIP [16]
model with patch size 16. We perform SE(3) augmentations
to the input observations during training and standard image
normalization. For our dataset, we use 90% of samples for

training and the rest for testing. The model is trained on a
single NVIDIA GeForce RTX 3090 GPU.

Simulation evaluation: We load the cloth meshes to
the SoftGym simulator [36] and execute a pick and place
primitive with one or two grippers. The unimanual dataset [5]
is obtained with SoftGym and can be simulated straightfor-
wardly. To simulate the bimanual dataset, we transform the
workspace of the VR data collection setup to the one used for
the unimanual dataset and make sure that meshes in the initial
con�guration do not diverge due to unsatis�ed constraints.

Real world evaluation: We obtain zenithal view RGB-D
images of different clothes with an Azure Kinect camera.
We use SAM [37] for obtaining segmentation masks of the
cloth from RGB images. See more details in the project page.
Similarly to previous work [5], [3], [38], [39], we assume
that the cloth starts from a �attened state as this is the initial
state for all the samples of the training dataset. Note that the
dataset contains some re�nement actions on states similar
to an initial crumpled con�guration. However, the language
instruction in this case speci�es which part to correct and is
never the �rst folding action. If the initial cloth is crumpled,
we can use a �attening model [40], [41] to achieve the
desired con�guration before starting the folding task.

B. Unimanual cloth folding

Given the lack of language-guided bimanual cloth folding
benchmarks, we �rst compare the performance of BiFold on
single-arm manipulation. Following Denget al., we report
the average success rate, de�ned based on the vertex-to-
vertex distance between the obtained and ground truth cloth
meshes. Concretely, the state of the manipulated garment
after applying a pick-and-place action is compared to that
obtained when generating the dataset with an oracle manip-
ulation. Then, we consider an action successful if the mean
Euclidean distance between the vertices of these meshes is
less than the diameter of a particle in SoftGym [36],i.e.,
0.0125 m. Table I presents the results of this experiment,
where we take the baseline results from Denget al. [5].

In Table I, unseen instructions are paraphrases,i.e., lan-
guage instructions obtained from templates that are not
in the training dataset, and unseen tasks add complexity
on top of that by introducing new semantic locations of
the manipulated object. For example, if the training set
contains top-left, top-right, and bottom-left folds, a bottom-
right fold is considered an unseen task. Foldsformer [3] is
only evaluated on the �rst setting as it uses subgoal images as
conditioning, not text. As we can see, BiFold without context
achieves the best overall performance, surpassing Denget al.
[5] by up to 64 percentage points. When adding context to
the input, we can observe a general performance increase but
at the expense of a higher complexity due to the quadratic
scaling of transformers with the input size.

C. Bimanual cloth folding

We adapt the model from Denget al. [5] to have pick
and place predictions for two grippers instead of one. In
Table II, we report image-based metrics on the test partition



TABLE I: Unimanual simulation results: This table reports the average
success rates (%) on testing tasks of the dataset by Denget al. [5]. All
models have two variants trained with either 100 or 1000 demonstrations
per task. The best performance is inbold and second-best is underlined.

# demonstrations! 100 1000 100 1000 100 1000 100 1000 100 1000
Method# / Task ! Corner Triangle Half T-shirt Trousers

Seen instructions
Foldsformer [3] 80.0 90.0 52.0 68.0 16.0 26.0 18.0 24.0 8.0 20.0
CLIPORT [4] 78.0 86.0 76.0 78.0 50.0 56.0 54.0 74.0 38.0 46.0
Denget al. [5] 100.0 100.0 72.0 92.0 52.0 74.0 86.0 84.0 74.0 86.0

BiFold w/o context 100.0 100.0 80.0 93.3 64.7 70.0 82.5 94.0 79.3 91.3
BiFold 100.0 100.0 84.0 91.0 55.3 69.3 88.5 93.5 87.3 90.7

Unseen instructions
CLIPORT [4] 80.0 90.0 76.0 74.0 38.0 50.0 56.0 70.0 32.0 38.0
Denget al. [5] 96.0 100.0 80.0 92.0 40.0 68.0 80.0 80.0 74.0 92.0

BiFold w/o context 96.0 73.5 85.0 91.0 36.0 66.7 91.0 93.5 78.0 89.3
BiFold 77.0 62.5 82.0 91.0 51.3 69.3 93.0 91.5 81.3 88.7

Unseen tasks
CLIPORT [4] 70.0 76.0 70.0 74.0 0.0 0.0 22.0 46.0 0.0 8.0
Denget al. [5] 36.0 78.0 76.0 88.0 0.0 0.0 42.0 80.0 0.0 32.0

BiFold w/o context 94.0 100.0 78.0 90.0 27.3 34.7 20.5 26.5 6.0 26.7
BiFold 100.0 100.0 88.0 93.0 28.0 30.7 33.0 18.0 4.0 76.7

TABLE II: Bimanual results on test images.
AP5 (" ) AP10 (" ) AP20 (" )

Denget al. [5] 3.8 8.6 18.6
BiFold w/o context 40.3 55.7 72.7
BiFold 75.1 92.8 97.3

AP50 (" ) KP-MSE (#) Quantile (%) (" )

Denget al. [5] 40.3 5.5 86.0
BiFold w/o context 88.9 1.1 97.1
BiFold 98.9 2.5 98.8

TABLE III: Bimanual results on SoftGym.
Method# / Task ! Skirt Top Trousers T-shirt

Error (mm) ( #)
Denget al. [5] 63.4 68.5 94.0 65.3
BiFold w/o context 41.3 38.7 44.2 33.6
BiFold 32.9 35.3 30.4 26.3

mIoU (" )
Denget al. [5] 49.1 32.7 42.7 51.8
BiFold w/o context 64.1 54.8 70.0 74.2
BiFold 71.9 57.3 77.6 80.3

SuccessIoU� 80 (%) (" )
Denget al. [5] 9.3 0.0 2.9 6.9
BiFold w/o context 34.9 10.0 45.9 50.6
BiFold 31.7 10.5 48.5 60.5

of our dataset. Concretely, we use the common keypoint
detection metrics of Average Precision (AP) at different
pixel thresholds and the Keypoint Mean Squared Error (KP-
MSE). We also report the quantile of the ground truth in the
model output,i.e., how likely is the real manipulation in the
predicted pick and place position distributions. Our model
consistently achieves the best performance in all metrics
and obtains qualitatively good results, as shown in Fig. 4a.
Looking at the quantile measure, we can see that the average
for Denget al. is 86.0%, being split into 94.3% for the pixel-
based place point detection and 77.7% point cloud-based
point selection, showing a better transferability of value maps
and supporting our design choice. BiFold without context
can achieve a slightly better KP-MSE value than the version
with context, which attains a mean error of only 2.5 pixels
on a 384� 384 image. However, adding context yields better
probability calibration and more localized predictions, almost
doubling the average precision at 10 pixels.

We present the manipulation results on simulation in
Table III and a qualitative folding rollout that concatenates
several actions in Fig. 4b. We train the models with data
from a different renderer, so the sim-to-sim gap affects the
performance. Moreover, our dataset contains many more
meshes than the unimanual one, and some of them have more
than twice the number of vertices of any in the dataset by
Deng et al. [5]. For this reason, we report the error, mean
Intersection Over Union (IoU), and the success de�ned by
those instances for which the IoU exceeds 80%. Similarly
to the image metrics, we can see that BiFold consistently
outperforms the baseline. One of the reasons for the drop
in performance regarding Table I is the use of human
folding demonstrations, which introduces considerably more
variability in the demonstrations than using scripted policies
on simulation and in some cases are suboptimal (Fig. 4a (i)).
Another reason is that Denget al. [5] obtain pick positions
by manually de�ning some vertices in the simulation mesh,
greatly restricting the possible starting positions of the ma-

nipulation action. However, human demonstrators can grab
any part of the garments. To showcase how BiFold transfers
to real-world observations, we perform an of�ine qualitative
evaluation on test images, which is presented in Fig. 4c.
Despite the difference in image appearances, lighting, and
unseen garments, BiFold can predict coherent actions.

D. Ablations

We include some model ablations in Table IV. We replace
self-attention with cross-attention to tame the quadratic in-
crease in time and memory with the growing token count,
e.g., when using larger image resolutions, longer text, or
more context. Attempting to provide multi-scale information
and avoid losing relevant information of the original image,
we also test a U-Net architecture [7] where the text informa-
tion was introduced employing FiLM layers [42]. Finally, we
replace the SigLIP text encoder with thet5-base model
[43] used by the generalist robotics model Octo [29]. Overall,
BiFold attains the best average performance and offers a
more stable success rate than its variants.

TABLE IV: Ablations: Success rates (%) on testing tasks
of the dataset by Denget al. [5] using 1000 demonstrations
per task.

Method# / Task ! Corner Triangle Half T-shirt Trousers
Seen instructions

BiFold 100.0 91.0 69.3 93.5 90.7
Cross-attention 100.0 88.0 66.7 98.0 88.0
Text-conditioned U-Net 100.0 75.0 54.7 92.5 83.3
T5 text encoder 100.0 90.0 67.3 93.5 88.0

Unseen instructions
BiFold 62.5 91.0 69.3 91.5 88.7
Cross-attention 98.0 89.0 64.0 91.5 87.3
Text-conditioned U-Net 92.0 70.0 46.7 70.5 85.3
T5 text encoder 78.0 86.0 73.3 92.5 88.0

Unseen tasks
BiFold 100.0 93.0 30.7 18.0 76.7
Cross-attention 53.5 93.0 26.7 13.0 3.3
Text-conditioned U-Net 86.5 75.0 27.3 32.5 0.7
T5 text encoder 99.5 90.0 26.0 25.5 20.7



(i) Fold the skirt, making a crease
from the top to the bottom.

(ii) Bend the top in half, from
bottom right to bottom left.

(iii) Fold the trousers from the
top side towards the bottom side.

(iv) Fold the left sleeve to the
centerline of the shirt only using
the left arm.

(v) Fold the right sleeve towards
the body only using the right arm.

(a) Simulation dataset: BiFold can replicate unseen actions on new clothes almost perfectly (ii, iii), perform more optimal actions than
human volunteers (i), and understand when a single hand should be used (iv, v).

(b) End-to-end bimanual folding: Example of an end-to-end folding rollout using BiFold with context trained on the bimanual dataset.

(i) Fold the tshirt, top side over
bottom side.

(ii) Fold the trousers, left side
over right side.

(iii) Fold the tshirt in half, with
the top side overlapping the bot-
tom.

(iv) Fold the waistband of the
dress in half, from left to right.

(v) Create a fold in the towel,
going from top to bottom.

(c) Real dataset:BiFold can transfer well to seen (i, ii, iii) and unseen (iv, v) garment categories.

Fig. 4: Qualitative examples: Action predictions obtained with our model. Pick and place actions for right and left are
represented as the origin and endpoints of arrows:red andgreen for ground truth, andblue and light blue for our model.

V. CONCLUSIONS

In this paper, we propose BiFold, a model that uses a pre-
trained vision-language model for bimanual cloth folding.
By incorporating natural language processing, we bridge
the gap between high-level human instructions and robotic
execution, facilitating more nuanced and adaptive manip-
ulation strategies. We achieve enhanced robustness to text
modi�cations and visual changes by adopting a model pre-
trained on large-scale data. While methods like RT-1 [44]
already incorporated context, they use consecutive observa-
tions that are generally highly redundant and provide little
information for high enough frame rates. Instead, BiFold
conditions the manipulation onkeyframes, motivating the
use of models that keep a memory of only the relevant
previous observations. This work also presents a scalable
pipeline for language annotation and provides a new dataset
that constitutes a challenging benchmark.

BiFold learns folding subactions and we perform complete
folds as in Fig. 4b by following a prede�ned list of ordered

instructions, but future work could use a Large Language
Model (LLM)-based planner to break down the task into
steps [45]. Even if BiFold predicts correct actions, the folding
action can fail due to poor simulator physics [46] or incorrect
grasps. A natural next step could be to not rely on primitives
and directly predict robot actions,e.g., use a diffusion policy
[47] and condition it with the predicted pick and place
actions [48]. While the NOCS approach is ef�cacious for
CLOTH3D cloth assets [32], it may fail for clothes where
topologies are too diverse in a given category (e.g., designer
clothes with signi�cant deviations from standard shapes). In
this case, we could rely on distilled language features [49].
Further experiments, as well as discussions on limitations
and future work, can be found on the project page.
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APPENDIX I
DATASET GENERATION

An instance of the VR-Folding dataset [14] has the following structure:
00001 Skirt 000000 000000

grip vertex id
left grip vertex id (1,) int32
right grip vertex id (1,) int32

marching cube mesh
is vertex on surface (3889,) bool
marching cube faces (7770, 3) int32
marching cube verts (3889, 3) float32

mesh
cloth faces tri (5168, 3) int32
cloth nocs verts (2695, 3) float32
cloth verts (2695, 3) float32

point cloud
cls (30000,) uint8
nocs (30000, 3) float16
point (30000, 3) float16
rgb (30000, 3) uint8
sizes (4,) int64

which does not include annotations for the language-conditioned manipulation task we tackle.
This dataset does not contain action-level segmentation of the actions or natural language annotations. For each instance,

if one of the hands of the demonstrator is grasping a point, the dataset provides the indices of the closest vertices of
the simulation mesh. Therefore, there is no information on how the hand approaches the garment. Additionally, the only
perceptual input is a point cloud of �xed size. No RGB or depth images are available.

The following sections describe how we process the dataset to obtain the required model inputs and ground truth labels.
The process we propose does not require human intervention, contrary to the one used by Denget al. for collecting the
unimanual dataset [5], and therefore can be easily scaled.

A. Rendering

The VR-Folding dataset does not contain RGB-D inputs, and the provided simulation meshes are untextured. Moreover,
the garments used in the simulator have a constant color for the interior and a repetitive texture with a differentiated color
that yields colored point clouds, as shown in Fig. 5.

(a) t = 45 (b) t = 105 (c) t = 155 (d) t = 210

Fig. 5: VR-Folding sequence:Sample sequence from the VR-Folding dataset in which hands are included using the sensed
positions from the VR gloves. In this image we can see the tiling green pattern and constant orange interior.

This design choice can lead to inputs that can be more easily registered. For example, one can identify the interior and
exterior, self-intersections, and the scale of the cloth. However, this texturing could limit the generalization capabilities of
our RGB-based models for the same reason, causing the learning process to focus only on such patterns and differentiating
the few colors seen during training.

While VR-Folding obtains the simulation meshes by manipulating assets extracted from CLOTH3D [32], they are
re-meshed to obtain triangular faces from the original quadratic faces. For this reason, applying face textures cannot be
done straightforwardly and requires a �rst step of texture baking. After assigning each vertex and triangular face to the



original CLOTH3D assets, we can transfer the cloth texture to the simulation meshes. When assigning a material to the
mesh, we use a material de�nition from ClothesNet [50], which effectively achieves a realistic cloth effect:

Ns 28.763235
Ka 1.000000 1.000000 1.000000
Ks 0.075000 0.075000 0.075000
Ke 0.000000 0.000000 0.000000
Ni 1.450000
d 1.000000
illum 2

We render RGB-D images using BlenderProc2 [51] with cameras pointing at the object whose position we randomly sample
from the volume delimited by two spherical caps of different radii with centers on the manipulated object. Concretely, we
de�ne the volume using elevations[45� ; 90� ] and radii [1:8; 2:2]. We use the same camera position for all the steps of
the same sequence. Finally, we render RGB-D images with a resolution of 384x384 pixels. We include an example of the
original input and our newly introduced samples in Fig. 6. The decision to use random cameras rather than �xed cameras,
as in Denget al. [5], is one of the reasons why our dataset is challenging. When using random camera positions, the input
clothes have different sizes, and their shape is more affected by perspective as the camera deviates from the zenithal position.
We ensure that all the pick and place positions fall inside the image and resample a new camera to generate the complete
sequence again otherwise.

Fig. 6: Re-rendering step: The only visual input in the original dataset is given as a colored point cloud with uniform
colors and patterns (left). We take the simulation mesh, and randomly choose camera position (center). Finally, we apply a
texture to the mesh and render RGB-D images (right).

B. Language annotations

To enable consistent labeling across frames, we continuously track the NOCS coordinates of the garment mesh throughout
the manipulation sequence. This ensures that the vertex assignments remain stable despite large deformations, which is crucial
for accurate semantic labeling. An illustration of this tracking process is shown in Fig. 7, where a pair of pants is manipulated
and the associated NOCS values are maintained across frames. Once the NOCS mapping is established, we apply axis-aligned
thresholding to discretize the coordinate space and assign semantic labels to different garment regions, as shown in Fig. 8.
This approach allows us to distinguish key parts such as sleeves, legs, and waistbands across diverse garment types using
a uni�ed representation. Notably, we do not threshold the front–rear direction, as it is not relevant for the folding actions
considered in this work.

When annotating bimanual actions using NOCS coordinates, it is usual that the left and right pickers use different semantic
locations,e.g., the left picker grabs the top right part, and the right picker grabs the bottom right part. In this case, we can
infer that the common objective is to hold the right part of the garment, but one cannot trivially resolve many other situations.
To do that, we designed a heuristics detailed in Algorithm 1, which outputs a common semantic location considering the
positions of the left and right pickers given the context of the action.

Once the semantic location of the pick and place positions are known, we assign a language instruction to the folding
sub-action. We make use of template prompts and include the complete list in Tables V to VII. We can distinguish three
different kinds of actions: sleeve manipulations, re�nements, and generic folds. For all of them, the prompts follow a template
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