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ABSTRACT

Gradual argumentation is a sub-field of Computational Argumenta-
tion from symbolic Al which is attracting attention for its ability to
support transparent and contestable Al systems. It is considered a
useful tool in domains such as decision-making, recommendation,
debate analysis, amongst others. The outcomes in such domains
are usually dependent on the arguments’ base scores, which must
be selected carefully. Often, this selection process requires user ex-
pertise and may not always be straightforward. On the other hand,
organising the arguments by preference could simplify the task.
In this work, we introduce Base Score Extraction Functions, which
provide a mapping from users’ preferences over arguments to base
scores. These functions can be applied to the arguments of a Bipolar
Argumentation Framework (BAF), supplemented with preferences,
to obtain a Quantitative Bipolar Argumentation Framework (QBAF),
allowing the use of well-established computational tools in gradual
argumentation. We outline the desirable properties of Base Score
Extraction Functions, discuss some design choices, and provide an
algorithm for base score extraction. Our method incorporates an
approximation of non-linearities in human preferences to allow
for better approximation of the real ones. Finally, we evaluate our
approach both theoretically and experimentally in a robotics set-
ting, and offer recommendations for selecting appropriate gradual
semantics in practice.
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1 INTRODUCTION

Abstract Argumentation Frameworks (AFs) [20] have long been
known to be a promising method for adaptable decision-making
systems [2]. These frameworks are composed of arguments and
relations between them, representing conflicts. Semantics, whether
extension-based [20] or gradual [19], may then be used to determine
the acceptance of the arguments, e.g., as potential decisions to be
taken. However, in real-world scenarios involving human reasoning,
having only arguments and their relations is rarely sufficient to
align the decision towards human intentions. For example, some
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Figure 1: We introduce a methodology for converting a BAF
supplemented with a preference ordering of the arguments
(top), into a QBAF (bottom). A Base Score Extraction Function
v is applied to the preference ordering to obtain the argu-
ments’ base scores 7 (middle), which allow for the QBAF to
be used as normal for decision-making. The output of the
decision-making system is adapted to the user’s preferences.

studies claim that the acceptability of arguments is related to the
preferences of the audience to which they are addressed [23].

Aligning decision-making systems with human preferences [22],
and also values [39], has never been more important, given their
increasing prevalence in humans’ daily lives. Within the field of
Computational Argumentation, this has been accomplished by ex-
tending AFs into Preference-based AFs (PAFs) [5], in which the
arguments’ acceptability is based not only on relations and the
chosen semantics, but also on a preference ordering.



A current limitation in extension-based PAFs is that preferences
are used to reduce or modify the framework [7, 23]. Those reduc-
tions correspond to different intuitions, and each one is subject
to criticism. Moreover, many decision-making settings require a
single output, whereas qualitative frameworks may return multi-
ple undominated options or none at all [6]. In contrast, Gradual
Argumentation ensures a determinate outcome while remaining
transparent about score contributions [15]. In [12], reductions are
avoided by extending PAFs to Quantitative Bipolar AFs (QBAFs)
[10]. In QBAFs, the arguments can attack and support each other,
and each argument is assigned a base score, i.e. an intrinsic strength.
Gradual semantics of QBAFs [10] then assign a final strength to
each argument, providing a different form of information than tra-
ditional AFs. QBAFs are currently used in several domains, such as
decision support [12], product recommendation [32], review aggre-
gation [17, 31], and decision-making [21], given their potential for
giving transparent and contestable systems [25, 43]. Nonetheless,
in some scenarios, it is often unclear how to set the arguments’
base scores.

In this work, we propose a theoretically and experimentally
motivated methodology for generating these base scores based on
a given set of user preferences. Our approach is based on adding
preferences to Bipolar Argumentation Frameworks (BAFs) [14], i.e.,
AFs with an additional relation of support (but without a base
score). We operate on the hypothesis that the given preference
ordering allows for a Base Score Extraction Function (BSEF) to
predict the arguments’ base scores. Our approach is illustrated in
Fig. 1. Note that, to ensure that it is able to represent realistic user
preferences, on top of the usual ‘I prefer one argument over another’,
we introduce the possibility of having a preference relation in which
one argument is much more preferred than another. We then give
some general axioms that any BSEF should satisty. Next, we provide
different design choices for adapting the base score extraction,
which are formally characterised as potentially desirable, optional
properties. Finally, we introduce some concrete BSEFs and evaluate
them through both a theoretical analysis and experimentation on a
proposed use case, namely assistive feeding in robotics.

Our contributions are as follows: (i) the introduction of BSEFs,
which extract the base scores of a set of arguments given a prefer-
ence ordering, extended to non-linear preferences; (ii) the definition
of a set of axioms and properties for BSEFs; (iii) the introduction
of two concrete BSEFs; and (iv) a theoretical and experimental
evaluation of the two BSEFs.

To foster transparency and reproducibility, we have released the
full implementation at https://github.com/acivit/From-Preferences-
To-Base-Score-Extraction-Functions.

2 PRELIMINARIES

In this section, we recall the definitions of BAFs, QBAFs and their
gradual semantics.

A BAF [14] is a triple B = hX,R ,R"1, consisting of a finite set
of arguments X, a binary relation of attack R X X,and a
binary relation of support R- X X.

A QBAF[10] isaquadruple Q = hX,R ,R~-,zi,where N X,R ,R~i
isaBAFand r: X ¥ »0, 1. is a base score function. For any a 2 X,
r,a" is the base score of a.

In this work, we use the standard range for both the base scores
and argument strengths, i.e., »0, 1., though others exist [4]. The
strength of an argument a 2 X is given by 0,a”, where o : X 1
»0, 1.. is a gradual semantics [10].

As mentioned, we use QBAFs for decision-making. In this con-
text, the possible options of the decision process are included in
the QBAF. These are called decision arguments. The QBAF is repre-
sented as a set of trees, with the root of each tree corresponding to a
decision argument [33]. (We leave cyclic QBAFs to future work, as
in [30, 31, 33].) Let Q be a QBAF hX,R , R, ri. For any arguments
a,b 2 X, let a path from a to b be defined as a sequence ,yo, y1”, ...,
+Y= 1,y="of length n j 0, where yp = a and y= = b, and, for any
1 i n.,» 1,n" 2R [R .Then, given a set of decision
arguments D X, Q is a QBAF for D iffi) a 2 X n fDg such that
9d 2 D where ,d,a” 2 R- [ R ii) 8a 2 X n fDg there is a path
from a to at least one d 2 D; and iii) a2 X with a path from a to a.
We set the base score of the decision arguments to 0.5.

In the remainder of the paper, unless otherwise specified, we
will assume a BAFhX,R ,R~-i.

As a running example, we will use robot-assisted feeding. Here,
a robot feeds a user who cannot eat independently and must decide
the pace of feeding, either slow or fast. The robot uses a BAF draw-
ing arguments from both the user and the robot’s observations,
e.g., user status and history. The arguments are: ,,a” Eating slowly
causes boredom; ,b” eating slowly does not stress the patient out;
»c” the patient is vulnerable and stress must be avoided; ,d” eating
slowly reduces time with a visiting niece; ,e” the patient wants to
tell their niece something important, and doing so will help the
patient to feel more relaxed; and , f” eating quickly carries a (low)
risk of dysphagia. The decision arguments are slow (D) and fast
(D2). The BAF is represented in Fig. 1. The aim is to select the
best option, namely any decision argument with the highest final
strength in the QBAF obtained after predicting the arguments’ base
scores to adhere to the preferences (again, as in Fig. 1).

3 EXTRACTING BASE SCORES FROM
PREFERENCE ORDERINGS

In this section, we show that adding preferences to BAFs allows us
to define a BSEF, which may exhibit some defined desirable axioms
and properties. Then, the BSEF is used to extract the arguments’
base scores, effectively converting the BAF into a QBAF.

3.1 Adding Preferences to BAFs

Adding preferences over arguments is a common approach to per-
sonalising argumentation frameworks for users [5, 26, 27]. We
formally define preferences over arguments as follows:

Definition 1. A preference over X is a reflexive and transitive
relation on X. Givena,b 2 X,a b anda b will be denoted as
a b,whilea banda b will bedenotedasa ” b.

Setting the base scores according to the preference ordering of a
BAF’s arguments in a decision-making environment can give an
intuition of the most suitable decisions in line with a user’s prefer-
ences. The following examples show the importance of properly
setting the arguments’ base scores:
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Example 1. Consider the framework from Fig. 1. If the base scores
are arbitrarily set to 0.5, giving equal importance to all arguments,
using the Quadratic Energy (QE) Mod&lq, the nal strengths of
the decision arguments afe! 1° = 05for slow, andf ' 2° = 0’505
for fast. Then the robot would choose to move fast.

Example 2. (Example 1 Cont.) Imagine a scenario where a user
gives more importance to the arguments related to its safety (e.g.,
2 and 5), less importance to those related to its relaxation (e.g.,
1 and 4), and the least importance to the arguments related to
its enjoyment (e.g.Q and3). The resulting preference ordering is:
2'"'5 1' 4 0' 3.Intuitively, the base scores @fand5 should

be greater than those dfand4, and which should in turn be greater
than the base scores 6fand3. For example, they could be set to
g2 = gih° = 0775 gt1° = g*4° = 0’5, andg*0° = gt3° = 0”25 Here,
using the QE Model again, the nal strengths afé 1° = 0'54and

f 1 5°=0"45 Then the robot would choose to move slowly, which
is the opposite of what was selected earlier.

3.2 Adapting to Non-Linear Human Preferences

Human preference relations are generally not line&g. People's
choices and priorities often uctuate instead of increasing or de-
creasing in a simple, linear manner as conditions change. This
non-linearity makes it complex to set the base scores properly.
A possible approach to including these non-linearities could be
achieved by allowing the user to order their preferences gradually
within a range. However, setting a gradual score is usually slower
and has more sample noise than cardinal orderings [38, 42].

In this work, we approximate the non-linearities by introducing a
new preference relation, where a user may haveach greate( )
preference for one argument over another. This relation considers
the non-linearity and is easy to recognise from human feedback.
De nition 1 is extended as follows:

De nition 2.  Given0+12 X, if 0 is much more preferred than
the preference relation will be denoted as 1. This relation is
transitive, andd  1limpliesO 1. Therefore, a preference relation
between argumenf®12 X in a preference orderingcan be:

0' 1, which denotes indi erence;

0 1, which denotes strict preference;

0 1, which denotes a much stronger preference.

Example 3. Given the argument§+1+22 X, with a preference
ordering:0 1 2 we may expect thag0° is much greatethan
gt1° andg!2°, e.g., 0.9, 0.3, and 0.1, respectively.

This new relation breaks the linearity in the preference ordering,
providing a more realistic approximation to human preferences,
since it has a greater expressiveness.

3.3 Base Score Extraction Functions

Although PAFs and BAFs o er means to capture the evaluation of

arguments, they remain categorical and context-sensitive. In con-
trast, integrating a method to extract base scores from preference
orderings would provide a more granular and objective evaluation

mechanism. Furthermore, the literature on QBAFs o ers methods

to provide transparent and counterfactual explanatiori[44]

and allows for ne-tuning the framework to better adapt to users,

which is crucial in some decision-making systems, such as robotics.

Therefore, we introduce BSEFs that compute the arguments'
base scores given a preference ordering.

De nition 3. A BSER is a function that maps a set of preference
orderings to a set of base score functidngfor arguments irX) ;
namelya: P !'T

Obtaining the base scores of a set of arguments allows the trans-
formation of BAFs into QBAFs.

3.4 Desirable Properties of Base Score
Extraction Functions

In the following, we present the di erent axioms and properties of
the BSEFs. First, we de ne tHereference Cohererogom, which
states that if one argument is preferred over another, the former's
base score will be greater.

Axiom 1. (Preference Coherenc@jven a preference orderinga
BSER! © = gsatis esPreference Coherenge for any arguments
012 X:

if0 1lor0 1theng!Q°; g!1° and

if 0' 1theng'Q° = g*1°.

We now de ne Preference Relation Coheremdgch provides
a di erentiation between the preference relations presented. In-
tuitively, if an argument is much preferred ( ) over another, the
di erence of their base scores will be greater than if the preference
relation is only preferred ().

Axiom 2. (Preference Relation Coherencgiven a set of arguments
argument®e+1+2¢2 X and the preference orderidg 1 2' 3,

a BSER! ° = gsatis esPreference Relation Coherenceg0°
gllo I gllo 9120 I 9120 9130_

In our approach, the focus on extracting the base scores is set
on the preference structure rather than the comparison between
elements. The following axiom is necessary to de ne whether two
or more preference orderings are isomorphic. If the preferences of
two sets of arguments exhibit the same relationships, they can be
said to have isomorphic preferences.

De nition 4.  LetX%be a set of arguments andand %be two
preference orderings overand X 9, respectively. Those orderings are
isomorphic, denoted  ©i there is a bijective functios : X | X ©
suchthaB8+ @ X+ 8 9, 5@ 0519,

We require that a BSEF preserves the structural distinction of

users' preferences. If two users have di erent (non-isomorphic)
preference orderings, the assigned base scores must re ect it.

Axiom 3. (Preference Structure Coherendgjven two preference
orderings and ©(over the samx) that are not isomorphic ¢ 9),
then a BSE& satis esPreference Structure Coherenceal! °© <
at ®,

Note that if two sets of arguments have di erent base scores,
they will not necessarily have di erent preference ordering.

3.5 Design Choices for Base Score Extraction
Functions

The presented axioms o er the necessary conditions that the BSEFs
must satisfy, but determining the base scores is still a exible and



context-dependent challenge. This section outlines di erent design
choices that must be considered when designing a BSEF.

3.5.1 Seingthe RangA choice that must be made is considering
where the base scores of the most and least preferred arguments

Property 3. (Base Score Relation Regularify)BSER satis es
Base Score Relation Regularitfor any preference relation and
any two pairst0s I and12+ 3 of adjacent arguments in, then for
g=al!° itholds thatg!0® g@'1°=g'2° g'3°.

should be placed. Establishing them as 1 and 0, respectively, de-Example 5. (Example 1 Cont.) Given the preference ordering:

termines a strict and high importance of the preferences, but also
allows for possible saturations from incoming supports or attacks,
which would provoke information loss, an existing concern in PAFs.
For a further investigation, we de ne the base score limits.

De nition 5.
the BSEF is de ned a5° @ = > for all G2 <0G 1Xx°.1

De nition 6.
the BSEF is de ned a°1 @ = ? for all G2 <8= 1X°.2

The range is constrained to that of the gradual semantics, i.e.
1% Namely, it must be satis ed thad ? > 1. A BSEF will
be considered normalised if its limits are setto= 1and? = 0:

Property 1. (Base Score Normalisatioh) BSER satis esBase
Score Normalisation > =1and? =0.

In some scenarios, the limit base scores might be centred at 0.5
to di erentiate between important and less important arguments.

Property 2. (Base Score CentralisatioA) BSER satis esBase
Score Centralisation > =1 ? .

The range in uences the base scores' compression. For example,
if the range is too low, the base scores would be very similar. Hence,
the preferences of the arguments would not be properly re ected.
The following example illustrates this concern.

Example 4. Given the argument®e 1+ 2«3+ 45X, consider the
preference orderin2® 5 1' 4 0' 3.Ifthe limits were set to

> = (0"and? = ("85 the base scores could be placed only between
§'850'9%4(e.g.,0'2° = gi5° = 0% gl1° = gi4° = 0'875d'0° =
gt3° = (0"85). Although these base scores satisfy all the axioms, they
may not su ciently di erentiate the preferences enough for some
applications, since the di erence between them is too low.

3.5.2 Preference Regularltymany real-world cases, users can
express their preferences regularly, meaning that the perceived dif-
ference inimportance between two adjacent preferred arguments is
roughly uniform across the ordering. For instance, if a user slightly
prefers argumen® overl, andl over2, the gap betweef and1

is comparable to that betweehand2. Assuming such regularity
simpli es the computation of base scores. Before introducing the
property, we de ne the notion of adjacent arguments.

De nition 7. Let0*12 X and be a preference ordering. The
argument®e lare adjacent in i one of the following conditions
holds:

0 1l1and$2suchthal 2 1;

0 1 and$2 such that0 2 1lor0 2 1or
0 2 1;
0' 1.

<0G 1X°=fG2X|j§~2XB'C"~G>A~ Gg

2<g= 1X°=fG2X|§~2XB'C"G~>AG ~g.

2''5 1' 4 0' 3,letthelimitsbe> =09and? =01 If the
BSER satis es Base Score Relation Regularity, then any base score
function obtained froma would give base scorgg® = gt5° =
0"%¢'1° = g14° = 0> gL0° = g*3° = 0"1. Otherwise, the base scores
g*1° andg*2° could be arbitrarily placed between 0.1 and 0.9.

The base score of the most preferred arguments from

If this regularity condition is not enforced, preference intensity
could be encoded via irregular spacing between arguments rather

The base score of the least preferred arguments fromthan using a separatenuch greaterelation. Yet, this exibility

makes the base score extraction process more di cult, as there is
no clear rule for assigning consistent numerical di erences.

Another property is that adding new arguments equally pre-
ferred to existing ones does not change the base scores of the other
arguments.

Property 4. (Base Score Preference Stabilitgt be a preference
ordering,( a set of arguments such that X SX0=XT (,

and 9be a preference ordering o¥&such that8B2 (, 90 2 X
suchtha®' Band,80¢12 X,0 %1i 0 1.Then BSERs(as

per De nition 3) anca® (mapping a set of preference orderings over
XO%to a set of base scores for argumeni$9nsatisfyBase Score
Preference Stability for g=a° andg®=a% ® forallG2 X,

it holds thatg'@ = g2:@.

3.5.3 Preferences ratitdsers often express varying intensities in
their preferences. For instance, one argument may be only slightly
preferred over another, while another is much more important.
To model such heterogeneous gaps, we introduce the concept of
preference ratios, which quantify how much strongenauch greater
preference should be compared to a regular preferenge This
ratio provides a systematic way to translate qualitative intensity
(e.g., much more important ) into quantitative di erences between
base scores.

Example 6. (Example 5 Cont. ) Now the preference ordering be-

comes2' 5 1" 4 0" 3.From asking the human, the

ratio of the much greatepreference is set to 3. The BSEF lim-

its are set to 0.9 and 0.1. Then, the base scores could be set to
10 = gl50 = B0 = gl4° = 0"3gi0° = g'3° = 0L Here,

the di erence between preferred arguments is 0.2, while for much

preferred arguments is 0.6, hence the ratio is respected.

Observe that the ratio between the di erent preferred relations
and the limits must be placed carefully, as there is a risk of un-
dermining the preferred or much more preferred relations. The
following example shows two scenarios where this might occur:

Example 7. Consider0s1+2¢2 X, with the preference ordering:

0 1 2 3. If the ratio is set to 1.33, with the limits at 0.75
and 0.25, the base scores woulddié® = 075 ¢'1° = 06 g'2° =

04 ¢*3° = 0"25 The di erence between preferred arguments is
0.15, while it is 0.2 for much more preferred arguments. At rst
sight, it does not seem representative enough. Alternatively, setting
a ratio of 96 and the limits at 0.99 and 0.01, the base scores would
beg'0® = 099dg1° = 098 ¢'2° = 0'02¢3° = 001 Here, the



di erence between the adjacent preferred arguments is 0.01, which
intuitively may not be representative in many real-world contexts.

These examples highlight that the preference ratio serves as a
tuning parameter controlling how sensitively the system reacts to
much greatepreferences. A well-chosen ratio helps capture mean-
ingful di erences in user priorities while maintaining numerical
stability in base score extraction. The combination of these three
di erent design choices thus gives a formal representation of how
BSEFs may be personalised to di erent settings.

4 CONCRETE BASE SCORE EXTRACTION
FUNCTIONS

In this section, two BSEFs are introduced. Those functions are based
on the preference ordering of the arguments and allow for the pre-
sented design choices. An algorithm is developed to compute the

base scores. Some examples of its use are shown using the running 12:
example. By de nition, as the BSEFs are based on preference order-

ings, then, scenarios with only one argument are not considered.
Since preference orderings are monotonic, considering a de-

scending preference ordering (from the most preferred to the least

preferred), the BSEF should also be monotonically decreasing.

De nition 8. A BSER is monotonically decreasing (increasing) i
for any base score functigr at ° , given two argument® 1where
0 1,theng!0® @g!1°(g!0° g'1°, respectively).

Proposition 1. A monotonically increasing BSEF violates Axiom 1
for a descending preference ordeting.

Creating a monotonically decreasing function directly from the
preference ordering is possible. The following method consists of
assigning a distanc8!@ to each argumenG2 X according to the
preference ordering and then normalising it between the desired
range. The distanc&!@ is relative to the most preferred arguments,
and the least preferred arguments are at the maximum absolute
distance to the most preferred arguments.

Base Score Extraction Function 1. (Adaptable range) Our rst
BSEF allows for the range to be set and is de ned as follows. For
any ordering andG 2 X, let> be the base score for the most
preferred arguments (see De nition 5) aritl be the base score of
the least preferred arguments (see De nition 6). Then:

1
alor@=> 17 >° —SfP (1)
With the restriction0 ? > land | 1, the base

score functions obtained with this BSEF are well-de ned, giving
base scores insid€»1¥2The edge cases occur3#® = 1 (for the
most preferred arguments) and at@ =  (for the least preferred
arguments), yieldindg ! °* @ = > andE! °1 @ = ? respectively.

The next BSEF consists of setting the compression of the base
scores and the distances towards the edge cases.

Base Score Extraction Function 2. (Adaptable squeezing and
distancing) Our next BSEF allows a parameter to determine how

compressed the base scores are to be set, and another to determine

how distant the edges are, and is de ned as:

3The proof of this proposition is found in [16].

Algorithm 1 Flexible Normalised Base Score Extraction

Input: A set of argumentsX, its preference ordering , the in-
crease for greater preference relatidhfor much greater pref-
erence relation , the BSERg (one ofa; or ap).

Output: Set of base scorék for the arguments inX

1T fg « create an empty set of base scores
= number of greater preferencesin
< number of much greater preferences () in
: 1, =X,<
3 1 « setthe rst distance value

: for each argumen® 2 X ordered by do
if 0is not most preferredhen
1 the previous argumentin
if 1 Othen
3100 3100, X
elseif 1 Othen
3100 3100,
else
3100 310°
gl0°  agl°1 0° « Apply Eq. 1 for8=1or Eq. 2 for8= 2
T TI[f gt0%
17: return T

2
3
4
5:
6
7
8
9

13:
14:

15:

3@, U
— 1 v 2

whereV 2 »0» 1° controls the compression of the base scores, and
U2 1° determines the distance to the edges. Intuitively, larger
values ofVyield more compressed base scores, and larger values
of U place the most preferred argument closer to 1. Note that it is
necessary that) V, otherwise the base scores would be greater
than 1. WithV= 1, the spread of the base scores is compressed
in a range of 0.5. This BSEF is better suited to cases where the
number of arguments is unknown or likely to change, whereas the
rst direct control of the range and the edges allows for the range
to be set directly, which provides more control over the edge cases.
Algorithm 1 shows how to extract the base scores from a set
of argumentsX and its preference ordering . We assume that
there is at least one pair of arguments related byor (i.e.
=,< j O for=and< atlines 2 and 3 respectively), otherwise, since
no preferences over the arguments exist, the base scores cannot be
dictated from them. First, the algorithm assigns a distagce 1to
the most preferred arguments. For each subsequent argument in the
ordering, the assigned distance depends on the preference relation
with its predecessor: if the arguments are equally preferrel, the
distance remains unchanged. If the relationship between arguments
is of strict preference (), the distance is increased b and if the
relation is of much preferred ( ), the distance is increased by,

alol @ =

De nition 9.  The distance between preferred argumerXs2s
10»1°, and for much more preferred arguments B 101° .

After assigning this distance, the base scores are obtained using
one of the proposed BSEFs. An example applying these distances
in Alg. 1 is shown:



Example 8. The robot feeds a user with the following preference

ordering:2' 5 1" 4 0°' 3.Itconrms that the ratio for

the much greatepreference is 3. Then, the function parameters are
settoX=1+ = 3. By choice, the limits are sette = 0'8? = 02,

a Al A2 A3 Pl P2 P3 P4
) o >S=1 —1 5 andX

a y.qo 1Xi03 2=0 717 Constants
[ 0 . I —\ andX

@ oy PXi0 3 UsV=0 UsW2 . cants

and Property 3 is satis ed. The distances 88&° = 315° = 1,
3110 = 314° = 4, and310° = 313° = 54 Since the limits are
arbitrarily set, the BSEF to be usedds and the base scores result
in: g12° = g15° = "8 gt1° = g4° = 0"35 g!0° = g13° = 02

The base scores obtained can be used for decision-making, as
shown in the following example.

Example 9. (Example 8 Cont.) The nal strengths for the decision

Table 1: Summary of the conditions for satisfying the pre-

sented axioms (A) and desirable properties (P).

For Axiom 2, itis necessary that the distance between much more
preferred arguments is bigger than the distance between preferred

arguments are computed based on the previous example base scoresarguments, and must be greater than zero.

using the QE Model semantics, which resultsirt: 1° = 0%54and

f1 29 =00 Then, the robot decides to move slowly. Note that
the user prefers argumen®and 5, which increase the strength

of the slow option and decrease the strength of the fast option,
respectively. The arguments and 4 increase and decrease the
strength of the slow option, respectively. Finally, the argumefts
and3 aim to make the robot go fast. The algorithm's selection of
moving the robot slowly accurately adapts to the user's preferences.

These BSEFs o er di erent bene ts. First, both are exible, al-
lowing the base scores to be set in a desired range and propor-
tionally adjusting the di erence of base scores between arguments.
Additionally, the parameters are easily modi able, allowing correc-
tions and learning from human feedback. Other functions could
be used, e.g., an exponentially increasing or decreasing function,
but there is a high chance that they do not adjust properly to a
user's preferences. For example, giv@ile«2+3+2 X ordered as:

0 1 2 3 4, anexponentially decreasing function could set
the base scores gt0° = 1,g'1° = 0"9, g'2° = 0”75 g*3° = 0’5, and

g4° = 0"1. Assuming that the distribution of the base scores fol-
lows that function is most probably incorrect. Allowing the user to
conrmthe orderingas0 1 2 3 4, the base scores could
be set togl0° = 1, g!1° = 0"866 g12° = 0677 g*3° = 0’5, g14° = 0"
These base scores are similar to the previous ones, but the con rma-
tion of the large gap between argumer@sand4 provides a more
accurate representation of the real preferences.

5 EVALUATION

This section presents a theoretical validation of the concrete BSEFs
based on how they satisfy the theoretical properties we de ned. We
also undertake an experimental evaluation, showing the pros and
cons of each BSEF. Finally, we give an intuition of which gradual
semantics to select depending on the decision-making context.

5.1 Theoretical Analysis

First, we show under which conditions our proposed BSEFs satisfy
the axioms and properties presented. This is summarised in Table 1.
The proofs can be found in [16].

For Axiom 1, constants andXmust be greater than zero.

Proposition 2. Setting the constants ;| OandX | O satis es
Axiom 1 for both BSEFs.

43130 refers to the distance of argumeft

Proposition 3. Setting | Xj Osatis es Axiom 2 for both BSEFs.

Since the BSEFs are based on the distance between arguments
given an ordering, if that ordering is changed, the base scores'
ordering will also change.

Proposition 4. Both BSEFs satisfy Axiom 3.

Next, we focus on the BSEFs' desirable properties. First, on the
range properties. First, iaj.

Proposition 5. Setting> = 1and? = 0in a; satis esBase Score
Normalisation(Property 1).

Proposition 6. Setting> =1 ? (with ?
Base Score CentralisatidgRroperty 2).

0%5) in a; satis es

Now, for the other BSEB, those properties can be satis ed by
adjusting the parametersg and V.

Proposition 7. Settingl = V = 0in ap satis esBase Score Nor-
malisation(Property 1).

Proposition 8. Setting = \7/ in ag leads to equal limits =1 ? ,
satisfyingBase Score CentralisatiqRroperty 2).

To satisfy Property 3 (Base Score Relation Regularity), the algo-
rithm variables to compute the distance (X must be constant.

Proposition 9. Setting andXas xed constants satis €Base
Score Relation RegularitfProperty 3) foa; anday.

Property 4 determines that the base scores of a set of arguments
with a given preference relation remain constant when adding a
new argument that is equally preferred to an existing one.

Proposition 10. Both BSEFs satisBase Score Preference Stability
(Property 4).

Finally, if the selected gradual semantics is monotonic and bal-
anced [LQ, if an argument is preferred to another and both have
the same in uences, the preferred argument will be stronger.

Proposition 11. Given a BSE& wherea satis es Axiom 1, and
a semantic§, wherd satis es monotonicity and balance, for any
argument®, 1 where0 1 and0 and1 have equivalent supporters
and attackers, theintQe ; f 11°,



. Design Choices QE Strengths EB Strengths DF Strengths
Preference ordering =

> ? X [ o>k [ fsoec|| Tei>F | Tsoec|| TB:>F | Ts508C

0"1'"2"3"4'5 - - - 0.5 0.51 0.50 0.52 0.44 0.63

09 (01 |3 0.58 0.33 0.56 0.39 0.78 0.23

2' 5 1'4 0"3 |09 |01 |5 0.57 0.32 0.55 0.39 0.79 0.2

0.75]1 0.25] 5 0.52 0.4 0.53 0.43 0.63 0.38

. . . 08 |02 |3 0.5 0.63 0.52 0.60 0.28 0.87

1°4 0°3 2° 5 06 [ 04 |3 05 0.53 0.5 0.54 0.40 0.71

. . . 08 (02 | 4 0.36 0.6 0.4 0.59 0.15 0.76

0"3 2°5 14 4—5 12 025 107 037 [ 065 [[0 0.9

Table 2: Examples of preference orderings for the running example with di erent design choices for the BSEF

a1 (Eq. 1). The

value in bold between fp..randf 5pds the system output. The ( -) symbol indicates when a design choice is not needed, which
is the case when all arguments are equally preferred, and their base scores are set to 0.5.

5.2 Experimentation

The aim of this experiment is to evaluate the practical behaviour
of the proposed BSEFs under di erent user preference pro les and
design choices, and to examine how various gradual semantics
in uence the resulting decisions. Speci cally, we test whether the

reliably opts for fast feeding, demonstrating the coherence of the
extracted base scores with user values.

Design choices such as the range limits a ect the magnitude of
the option strengths rather than the decision direction. Narrower
ranges (e.g1>+?° = 10750729) compress the di erence between

generated QBAFs lead to consistent, interpretable, and preference-argument strengths, producing less decisive but more stable out-

aligned outcomes across semantics.

We consider the running example from Fig. 1 in which the robot
must choose between slow () and fast ( ) feeding paces (see
Example 1). Each QBAF instance is constructed using six arguments
and a pair of decision arguments.

To explore the robustness of our approach, we generated 30,000

random samples of preference orderings and design choices, record-

ing the option selected by three gradual semantics. These semantics
are: QE Model, Euler-Based (EB]\ and DF-QUAD (DF)35, which
are among the most used in the literature. The decision arguments'

comes, while broader ranges (e.§ls(®) amplify contrasts and
make the system more sensitive to preference changes. Similarly,
the preference ratid «X° controls how much stronger anuch
greaterpreference in uences the base scores. Increasing this ratio
enhances di erentiation between preference tiers but may also
overemphasise extreme preferences, especially under DF-QUAD,
which is more responsive to high base score values.

5.3 Discussion on the Gradual Semantics

base scores are setto 0.5. We computed pairwise agreement and CoThe previous analysis revealed that, although all semantics pre-

hen's Kappa coe cient (*) to assess consistency between semantics.
Under the centralisation property, the pairwise agreement values
were& =098 & =0"85 and = 0"84 The cor-

responding Cohen's Kappa scores wére =096 &

065 and = (0"62 Without centralisation, the pairwise agree-
ment values were =096 & =081 and =
081, with Cohen's Kappa scores &f =092& =052

and = 052 These results show a strong alignment between
QE and EB, while DF-QUAD diverges more, particularly when base
score ranges are extreme (e@f4® 1,g'4° 0). This di erence

serve preference decision coherence, their sensitivity to base score
variations di ers substantially. This behaviour stems from the ag-
gregation and in uence functions each model employs.

Figure 2 shows the in uence of a single attacker or supporter
(the in uencer), and an argument's base score (the in uenced) for
its nal strength. The DF-QUAD semantics use product aggregation
with a linear in uence function, which causes the in uencer's base
score to dominate the nal outcome. When an attacking (or support-
ing) argument has a base score close to 1, it almost completely drives
the in uenced argument's strength toward O (or 1), regardless of

shows the structural properties of the methods discussed in Sec. 5.3.the in uenced base score. This strong reactivity can be desirable in
To further analyse the in uence of user preferences and de- gafety-critical scenarios, where highly preferred arguments should
sign parameters, Table 2 reports examples of preference orderings gecisively determine the outcome, but it may reduce robustness in
combined with di erent design choices, evaluated under the three  settings with uncertain or noisy preferences. In contrast, the QE se-
gradual semantics. The Base Score Relation Regularity property is mantics combines sum aggregation with a 2-Max in uence function.

assumed to reduce experimental complexity and noise.

The results con rm that the preference ordering itself is the dom-
inant determinant of the nal decision, while design choices act
as ne-tuning factors that adjust numerical sensitivity but some-
times invert the selected option. For instance, when arguments
related to safetyZ and 5) are prioritised over those concerning
enjoyment Q and3), all semantics consistently select the slow feed-
ing pace, aligning with the user's intended caution. Conversely,
when enjoyment-related arguments are most preferred, the system

Here, both the in uencer and the in uenced arguments contribute
comparably to the nal strength, leading to smoother transitions
and more gradual adaptation to preference changes (e.g., given anin-
uencer with a base score of 1, the in uenced's nal strength will be

f = 0%g, 05ifitreceives a support, anfl = 05gif it receives an at-
tack). QE, therefore, o ers a good compromise between responsive-
ness and stability, which makes it particularly suitable for explain-
able decision-support systems that require consistent reasoning
traces. Finally, the EB semantics is the most conservative, using sum
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