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ABSTRACT

The rapid proliferation of electric vehicles (EVs) presents significant challenges to power-grid
stability, especially when thousands of cars charge simultaneously without coordination. This paper
investigates two complementary families of scalable control schemes—(i) Mean-Field Control (Mean-
Field Games and Mean-Field-Type Games), and (ii) model-free Reinforcement Learning (classical
Reinforcement Learning and Deep Reinforcement Learning)—that capture stochastic arrivals, nodal
capacity limits, ambient-temperature effects and battery degradation. Analytical mean-field-based
formulations yield decentralized charging policies that depend only on population statistics and enjoy
e-Nash optimality as fleet size grows, while reinforcement-learning-based agents learn directly from
interaction histories and cope naturally with partial observability and non-stationary price signals. A
common set of nine key performance indicators is applied to two benchmark scenarios: a one-night,
three-node grid and a seven-day, heterogeneous 1 000-EV testbed built on real distribution-network
data. Results show that Mean-Field-Type Games minimizes unmet energy (>1 %) and queueing delays,
Deep Reinforcement Learning maximizes average final State-of-Charge (~81 %) under volatile tariffs,
and classical Reinforcement Learning provides the most interpretable albeit least efficient baseline.
These quantified trade-offs clarify when model-based equilibrium methods suffice and when adaptive,
data-driven controllers become indispensable, providing actionable guidance for large-scale, battery-

health-aware EV-charging deployments.

1. Introduction

The transition toward sustainable transportation is accel-
erating globally, with electric vehicles (EVs) playing a piv-
otal role in achieving international climate and decarboniza-
tion objectives. Policy frameworks such as the European
Green Deal, the United Nations’ Sustainable Development
Goals, and the IEA’s Net Zero Roadmap have explicitly
identified large-scale EV adoption as a cornerstone of future
energy and mobility systems (International Energy Agency,
2021, European Commission, 2020, United Nations, 2015).
These initiatives align with the IPCC’s mitigation pathways,
which call for rapid reductions in greenhouse gas emissions
by 2030 and near-complete decarbonization of the transport
sector by mid-century to limit global warming to 1.5°C
(Intergovernmental Panel on Climate Change, 2023). In
Europe, the Fit for 55 package mandates a 55% reduction
in emissions by 2030, with new legislation requiring all new
cars sold from 2035 onward to be zero-emission (European
Commission, 2021). These global and regional mandates
have contributed to a compound annual growth rate of over
30% in global EV sales between 2016 and 2022 (Inter-
national Energy Agency, 2023b). Projections indicate that
EVs could comprise more than 60% of new car sales in
major markets by 2030 understated policies (International
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Energy Agency, 2023a). However, this momentum intro-
duces complex challenges for energy systems, particularly
in integrating EV charging into existing electricity grids
without compromising reliability, cost-efficiency, or long-
term environmental sustainability.

As EV adoption accelerates, grid operators face increas-
ingly complex challenges in orchestrating the charging be-
havior of potentially thousands of distributed, autonomous
agents. Coordinating EV charging is not just a technical
challenge anymore—it has become a regulatory necessity,
pushed by challenging decarbonization targets, strict emis-
sions mandates, and the fast-growing presence of intermit-
tent renewable energy sources. Effective EV-charging coor-
dination must simultaneously account for multiple interact-
ing constraints, including battery degradation, congestion at
distribution nodes, volatile electricity prices, and heteroge-
neous user preferences (Deilami et al., 2011, Xu et al., 2019).

While early research predominantly employed central-
ized control and classical optimization techniques, these ap-
proaches exhibit fundamental limitations: they scale poorly
with population size, are computationally intensive, and
lack the responsiveness required for real-time operation in
stochastic environments (Caines, 2006, Lasry and Lions,
2007). In response, the field has shifted toward more scalable
and adaptive paradigms, such as Mean-Field Games (MFG)
(Carmona and Delarue, 2018, Tajeddini and Kebriaei, 2018,
Zhou and Xu, 2022), Mean-Field-Type Games (MFTG)
(Bensoussan et al., 2013, Barreiro-Gomez and Tembine,
2020), and data-driven methods including Classical and
Deep Reinforcement Learning (RL/DRL) (Mnih et al., 2015,
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Lillicrap et al., 2015, Sutton and Barto, 2018, Sadeghi-
anpourhamami et al., 2019, Abdullah et al., 2021). These
frameworks are especially well-suited to high-dimensional,
agent-based systems because they support decentralized
coordination strategies that remain computationally man-
ageable and naturally scalable. Moreover, they allow for the
endogenous incorporation of real-world constraints, such
as node-level congestion dynamics, personalized charging
incentives, and battery-aging effects—thereby offering a
more realistic and operationally viable foundation for large-
scale EV-charging management.

State of the Art and Key Challenges

Several works in the literature have laid foundational
strategies for EV charging coordination. Early efforts an-
alyzed single-node, single-day scenarios using simplified
objective functions that ignored local congestion effects
and multi-day usage patterns (Al-Ogaili et al., 2019, Ni-
malsiri et al., 2020). In parallel, some strategies employed
Model Predictive Control (MPC) to incorporate real-time
decision-making under capacity or price constraints, fur-
ther refining charging schedules while considering diverse
operational factors (Di Giorgio et al., 2014, Ci&ié et al.,
2025). Other works adopted distributed convex optimiza-
tion techniques to manage large-scale charging under feeder
capacity constraints in a scalable yet non-game-theoretic
fashion (Martinez-Piazuelo et al., 2022).

More recent approaches introduced partial differential
equation systems to capture continuous population distribu-
tions, opening the door to MFG for large populations of indi-
vidually optimizing agents (Parise et al., 2014, Grammatico,
2016, Carmona and Delarue, 2018, Lin et al., 2023, Feng
et al., 2023, Zhang et al., 2023, Hedel and Nguyen, 2024,
Modarresi et al., 2024, Hedel and Nguyen, 2025). In parallel,
both classical RL and DRL have gained traction due to their
ability to learn effective policies from data without requiring
fully specified system dynamics (Wan et al., 2019, Li et al.,
2020, Abdullah et al., 2021, Wang et al., 2021, Zhang et al.,
2021, Li et al., 2022b, Zhao et al., 2024, Xie et al., 2025).

To situate the foregoing algorithmic advances within the
broader deployment landscape, it is important to highlight
several complementary research strands that enable prac-
tical, interoperable, and secure EV-charging coordination
at scale: (i) V2G foundations and interoperability stan-
dards—notably ISO 15118 (Parts 2 and 20) for EV-EVSE
communication and bidirectional transfer, together with the
widely adopted Open Charge Point Protocol'-2-3-4-3 (OCPP)
(Kempton and Tomi¢, 2005a,b, Tomi¢ and Kempton, 2007);
(i1) market and transactional paradigms that cast coordi-
nation as aggregator pricing or bi-level decision-making

Uhttp://www.iso.org/standard/55366.html

Zhttps://www.iso.org/standard/77845. html

3https://downloads.regulations.gov/FHWA-2022-0008-
0404/attachment_3.pdf

“https://downloads.regulations.gov/FHWA-2022-0008-
0404/attachment_4.pdf

Shttps://downloads.regulations.gov/FHWA-2022-0008-
0403/attachment_5.pdf

beyond classical dispatch (GridWise Architecture Council,
2015, Meng et al., 2024); (iii) uncertainty-aware planning
and operations via two-stage stochastic and robust formu-
lations to hedge arrivals, dwell times, demand, and price
volatility (Faridimehr et al., 2019, Sun et al., 2020); (iv) in-
frastructure sizing and siting grounded in queuing-theoretic
service models that directly shape QoS and waiting times
(Pourvaziri et al., 2024, Li et al., 2018); and (v) privacy-
and security-preserving coordination (e.g., cryptographic or
blockchain-based) for compliant data sharing and settlement
in multi-operator ecosystems (Lu et al., 2022a, Li et al.,
2022a). Nevertheless, several critical challenges remain un-
resolved:

e Scalability and Realism: Integrating node-based ca-
pacity limits, fast-charging wear, user-specific cost vs.
time preferences, and multi-day usage remains com-
putationally demanding (Zhang et al., 2023, Muhindo,
2024, Xie et al., 2025).

e Heterogeneous Behavior: Drivers have diverse bat-
tery types, departure thresholds, and willingness to
pay, calling for flexible frameworks that accommodate
partial-charging strategies and individual constraints
(Muhindo, 2024, Bae et al., 2024).

o Coupling with Grid Dynamics: Demand response sig-
nals and dynamic electricity prices add layers of com-
plexity, often requiring advanced optimization or real-
time feedback control (Zhang et al., 2023).

o Long-Term Sustainability: Battery degradation must
be considered to ensure that fast-charging practices do
not compromise overall battery health, especially in
large fleets (Shibl et al., 2023).

o [nteroperability and Standards: Ensuring conformance
with communication and protocol stacks (e.g., ISO
15118, OCPP) and supporting bidirectional services
is essential for scalable deployment and cross-vendor
compatibility (ISO, 2014, 2022, Open Charge Al-
liance, 2020a,b).

e Market Design and Pricing: Coordinating aggrega-
tors, retailers, and users via transactive mechanisms or
bilevel pricing requires models that capture strategic
behavior and settlement constraints (GridWise Archi-
tecture Council, 2015, Meng et al., 2024).

e Uncertainty and Risk: Arrival patterns, dwell times,
and tariffs are uncertain; stochastic and robust treat-
ments are needed to guarantee service levels and
economic viability (Faridimehr et al., 2019, Sun et al.,
2020).

e Privacy and Security: Data minimization and cryp-
tographic coordination are necessary for regulatory
compliance and ecosystem trust in multi-operator set-
tings (Lu et al., 2022a, Li et al., 2022a).
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Purpose and Main Contribution

The accelerating penetration of EVs forces grid opera-
tors, mobility providers, and policymakers to decide which
coordination paradigm they should adopt to keep the lights
on, protect battery assets, and maintain a positive user
experience. At present, two families of methods dominate
the literature—equilibrium-based Mean-Field formulations
(MFG/MFTG) and data-driven Reinforcement-Learning vari-
ants (RL/DRL)—yet there is no consensus on which one of-
fers the best cost—sustainability compromise under real-world
constraints. A principled comparison is therefore essential
to inform large-scale roll-outs, tariff design, and future
research funding. Against this backdrop, the paper makes
four concrete contributions:

1. It presents a fair, head-to-head benchmark in which
MEFG, MFTG, RL, and DRL controllers face identical
scenarios that include feeder capacity limits, stochas-
tic vehicle arrivals, heterogeneous driver preferences,
and battery-health degradation models.

2. It extends previous survey-style overviews (Al-Ogaili
et al., 2019, Nimalsiri et al., 2020, Abdullah et al.,
2021, Zhao et al., 2024) by delivering quantitative re-
sults rather than narrative comparisons, and broadens
specialized MFG studies (Parise et al., 2014) to cover
the full spectrum of modern approaches.

3. It embeds real distribution-network data (price sig-
nals, feeder ratings, ambient temperature traces) to
bridge the gap between stylized toy problems and
operational deployments.

4. It distills the simulation findings into actionable de-
sign guidelines that help stakeholders choose the most
appropriate method for (a) grid-level planning, (b)
aggregator-level fleet operation, and (c) individual
vehicle decision support, all under evolving policy
constraints (Qin et al., 2021).

This multi-angle evaluation thus moves the discussion
from “which technique is mathematically elegant” to “which
technique is fit-for-purpose in tomorrow’s carbon-constrained,
user-centric power system.”

Outline of the Paper

The rest of the paper is organized as follows. Section 2
defines the EV charging coordination problem, detailing
individual vehicle dynamics, power constraints, and cost-
related considerations that must be addressed in practical
deployments. Section 3 describes the mean-field and rein-
forcement learning methodologies, emphasizing the theoret-
ical motivations behind each approach and discussing their
respective capabilities and limitations. Section 4 introduces
the case study used to examine performance, progressing
from a simplified three-node configuration to a more realistic
multi-day scenario with heterogeneous fleets and dynamic
constraints. Section 5 discusses the simulation outcomes and
evaluates each method’s effectiveness using multiple Key
Performance Indicators (KPIs). Section 6 concludes with the
main findings, limitations, and directions for future work.

2. Problem Statement

Consider a population of EVs denoted by V, with | V| =
N.Each EV i € V enters the system at time t?” e [0, 7],
where 7 € R, denotes the final time in the charging
horizon. The charging period for vehicle i is given by the
interval [£"", t?ep] C [0, ], where t?ep is the departure time
of vehicle i (Gan et al., 2013, Ma et al., 2010).

At each time t € R, vehicle i is characterized by a
continuous and normalized state of charge (SoC) variable
x;(t) € [0, 1] that represents the battery fill level. A charging
action ¢;(t) € R is selected for vehicle i € V, repre-
senting the power drawn from the grid. This control action
is constrained by the battery’s physical limits, which may
depend on the current SoC and exogenous variables such as
ambient temperature 7T'(t) (Tomaszewska et al., 2019, Edge
et al., 2021), yielding
A XD, T@), V1 € [/, 1] (1)

0 < o(1) <

The evolution of the SoC over time (Plett, 2015a,b) can
be described by

dx;
JZt(l‘) = f(xi(t), a; (1), T(t)),

xi(t?rr) — xinit’ (2)
with the requirement that the desired minimal SoC x;“i" be
reached by departure (Gan et al., 2013, Ma et al., 2010)
x,-(t?ep) > x;nin. 3)
In parallel, each EV is assigned to a physical charging
node k € K, with || = K. Each node k has an instan-
taneous power capacity P™(r) € R,y (Sundstrom and
Binding, 2012, Sortomme et al., 2011, Hoog et al., 2016).
Let NV, (f) C V denote the subset of EVs connected to node
k at time 7. The total power drawn at each node must not
exceed the available capacity, i.e.,

Y« < PPN, Yk € K, Vi€ [07] (4)
IEN (1)

To account for battery health, a degradation state £;(f) €
[0, 1] is introduced for each EV, representing the remaining
useful battery life (Edge et al., 2021, Ecker et al., 2014,
Keil et al., 2016). The degradation evolves according to the
following model:

dh(t
% = — a0, x,(1), T®)), Q)

where I'(-) depends on the charging action, SoC, and tem-
perature. The incorporation of battery degradation in the
proposed strategies was intentionally treated in a general
way, avoiding detailed electrochemical structures, material-
specific aspects, or precise Li-ion aging under realistic C-
rates. This choice aimed to keep the models tractable and fo-
cused on system-level management rather than device-level
complexity. Achieving more accurate, application-specific
results would require integrating detailed electrochemical
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and structural models, which the literature shows can signif-
icantly increase computational and data demands in large-
scale settings. For this reason, many works recommend
a staged approach: starting with generalized degradation
terms and refining model fidelity as resources and data allow,
ensuring a balanced and scalable EV charging management
design (Shadi et al., 2025).

Each EV i optimizes a personal control objective within
its allowed charging interval. Specifically, vehicle i aims to
reach its minimal required SoC x}“i“ by the departure time
t?ep while minimizing its own cumulative charging cost and
mitigating battery degradation effects. The charging cost is
defined as

dep

t.
y(0) a;(7) dt, (6)

rr
[
1

cost __
T =

where y(t) € R, denotes a known time-varying pricing
signal (electricity tariff function) (Wu et al., 2012, Faruqui
and Sergici, 2010, Albadi and El-Saadany, 2008).

A degradation-aware term is introduced using the battery
health state h;(t) to incorporate the impact of fast charging
at high SoC levels or elevated temperatures. The degradation
penalty accumulated over the charging session is defined by

dep

t
5 = / " AN, X0, T) dr, @)
ar

where 4 € R is a weighting coefficient expressing the
user’s sensitivity to long-term battery health degradation
(Perez et al., 2017, Edge et al., 2021).

Combining objectives in (6) and (7), the individual EV
charging problem is formulated as the following finite-
horizon optimal control problem:

P
min / ' [y(l) o) + AT((), x,(1), T(t))] dt
G() S

subject to  (1)—(5). (8)

Problem (8) encapsulates the trade-off between imme-
diate operational cost and long-term battery preservation
within the feasible power and state trajectories determined
by the vehicle’s physical and temporal limitations (Perez
et al., 2017, Gan et al.,, 2013, Ma et al., 2010). In the
following section, several methodologies are proposed to
address this optimal control problem systematically.

3. Proposed Approach

The general goal of this paper is to examine how differ-
ent methodologies—MFG, MFTG, RL, and DRL—perform
when applied to the same large-scale EV charging coordina-
tion problem. Unlike narrower investigations that focus on a
single paradigm, this section conducts a comparative analy-
sis designed to uncover the relative advantages, limitations,

and scalability of each method. The section is structured
into four parts: Subsection 3.1 discusses the motivation
and formulation of mean-field methods (see Algorithms 1
and 2); Subsection 3.2 outlines the rationale for adopting
learning-based strategies (see Algorithm 3); Subsection 3.3
addresses equilibrium and policy convergence objectives;
and Subsection 3.4 provides a comparative analysis of the
two perspectives.

3.1. Mean-Field Methods
3.1.1. Motivation
Large-scale EV problems might typically involve a high
amount (hundreds, even thousands) of vehicles, each with
their own charging schedules, battery states, and physical
constraints (Qian et al., 2011, Hu et al., 2014, Caines, 2006,
Lasry and Lions, 2007). Attempting to optimize all agents
simultaneously using classical centralized control is compu-
tationally prohibitive due to what is commonly referred to
as the curse of dimensionality—a phenomenon in which the
complexity of the optimization grows exponentially with the
number of interacting agents or system dimensions (Bell-
man, 1957). This fact makes the direct computation of
optimal solutions infeasible in high-dimensional problems.
To address this potential issue, MFG recast the N-agent
system as a continuum in which each EV is modeled as
infinitesimally small relative to the population (Carmona
and Delarue, 2018). In this framework, a representative
agent solves a Hamilton-Jacobi-Bellman (HJB) equation to
minimize its cost, while a Fokker-Planck (FP) equation
tracks the population-level distribution of agent states. Since
the individual impact of each agent on the aggregate is
negligible, an equilibrium arises wherein all agents adopt a
feedback control strategy based on this evolving distribution.
MFG methods are appealing because they transform
an otherwise intractable multi-agent problem into one that
analyzes density evolution instead. This is demonstrated in
recent MFG-based applications for EV charging and energy
flow control, where population-level effects and grid cou-
pling constraints play a crucial role (Hedel and Nguyen,
2025, Zhang et al., 2023, 2022). This approach leads to
significant reductions in computational demands and allows
for analytical tractability. Equilibrium properties, such as &-
Nash equilibria (Nash, 1950, Carmona and Delarue, 2018),
can be characterized under mild regularity assumptions.
Nevertheless, MFG assumes that all agents interact uni-
formly, which may not be valid in settings where local node
constraints or resource availability vary across the network.
In such cases, MFTG generalize the MFG framework
by allowing each agent’s dynamics or cost to depend ex-
plicitly on aggregate parameters, such as the local capacity
at node k, local temperatures, or observed congestion. This
extended approach enables the modeling of heterogeneity
and spatial constraints without abandoning the mean-field
abstraction. For example, the feasible action set or cost at
node k can reflect the number of agents connected to that
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node, allowing a more realistic representation of power lim-
its and queuing dynamics (Bensoussan et al., 2013). Addi-
tional work has expanded this formulation to include carbon-
awareness and decentralized privacy-preserving communi-
cation among agents (Lu et al., 2022b, Zhang et al., 2022).

3.1.2. Formulation

The macroscopic state of the system is captured by the
distribution m(t, x) or m(t, x, h), which denotes the density
of vehicles at time ¢ with state-of-charge x and degradation
level h. The cost functional for each infinitesimal agent is
then expressed as

Ci(apm®) = vy a; + ®(x;(0), h(), m(0)),

where @ captures additional terms that depend on the distri-
bution m(¢), such as congestion and grid impact.

Solving the mean-field formulation involves a system
of coupled PDEs. First, an HJB equation describes the
backward-in-time evolution of the value function V (¢, x, h)
for a representative agent. A generic form of the HIB equa-
tion in continuous time is

—oV(tx,h) = sup{—y(t)a — AT x,T()
aeA

+ 0.Vt x, h)- fla,x,T())
+ 0V (t,x, h) - (-T(a,x, T(1)), (9)

where A denotes the set of admissible charging actions,
constrained by physical and thermal limits as specified in
(1); f(a, x, T(t)) represents the SoC dynamics defined in (2);
and V(r,x,h) = V_ (x, h) is the terminal condition at the
end of the planning horizon 7. The optimal feedback control
a*(t, x, h) is obtained from the maximizer of the expression
inside the sup{-} operator.

Second, an FP equation propagates the distribution
m(t, x, h) forward in time, using the optimal control derived
from the HJB equation

dm(t,x,h) + V- (m(t,x, h)a* (1, x, h)) = 0, (10)

with initial condition m(0, x, h) = mg(x, h). The final com-
ponent is a fixed-point condition ensuring consistency be-
tween the population distribution used in the HIB equation
and the one generated by the FP dynamics. Algorithm 1
summarizes the main steps to solve Problem (8) using the
MEFG approach, while Figure 1 allows to follow the flow
of information and procedure related to the EV charging
coordination problem in a visual manner.

In the extended MFTG formulation, additional aggregate
dependencies are permitted. The cost or system dynamics
may depend on parameters such as the local nodal capacity
P*%(1), queue lengths, or spatial vehicle densities. These
dependencies are embedded in the formulation through the
distribution m(t, x, h) or its moments, allowing resource-
aware constraints to be captured within the same PDE-
based framework (Bensoussan et al., 2013). Algorithm 2
summarizes the main steps to solve problem (8) using the

Algorithm 1: MFG Solver for EV Charging Coor-

dination Problem

Input : Initial distribution mg(x, h), pricing signal
(1), convergence tolerance € € R,

Output: Optimal policy a*(¢, x, h) and equilibrium
distribution m(t, x, h)

Initialize n « 0, mO(t, x, h) < mg(x, h);

repeat

3 Solve HJB equation (e.g., (9)) backward in

time using m®™(t, x, h);

4 Compute value function V"(t, x, h) and

derive optimal control a(t, x, h);

5 Solve Fokker—Planck equation (e.g., (10))

forward in time:;

6 Update m"+D(t, x, h) using a™(t, x, h);

7 | Check convergence: ||m"*1) — m™|| < ¢;

8 Setn «n+1;

9 until convergence;

N -

10 return a*(t, x, h) < a"(z, x, h) and
m(t,x, h) < m(”)(t, x, h)

Initialize (n=0)
m®(t, z, h)

4{ Solve HJB equation }

V(n) (t, $’ h)’
a™(t,z, h)

[ Solve Fokker—Planck equation}

m® ) (t, z, h)

né—n+1

Return optimal policy and
equilibrium distribution

Figure 1: MFG Flowchart for EV Charging Coordination
Problem

MFTG approach, while, as in Figure 1, Figure 2 shows the
different stages and involved expressions to solve the EV
charging coordination problem when using the proposed
MFTG strategy.

Why Mean-Field Methods. Mean field game (MFG)
methods offer a scalable framework for modeling EV ap-
plications, particularly as the number of agents increases.
Rather than tracking individual behaviors, the computational
complexity depends primarily on the population distribu-
tion, enabling tractable analysis of large-scale systems. At
the core of this approach lies the concept of an equilib-
rium strategy, wherein each agent optimizes its behavior
assuming a fixed distribution of the population, which in
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Algorithm 2: MFTG Solver for EV Charging Co-
ordination Problem
Input : Initial joint distribution my(x, h, k) (state
and location), nodal capacities Pn’iax(t),
pricing signal y(t), convergence tolerance
e €Ryy
OQutput: Node-aware policy a*(t, x, h, k) and
equilibrium distribution m(¢, x, h, k)
1 Initialize n < 0, m©O(t, x, h, k) < my(x, h, k);
2 repeat

3 Compute local statistics (e.g., residual
capacities P;es(t));
4 Solve HJB equation for each node k backward
in time;
5 Compute V"(¢, x, h, k) and derive
a"(t, x, h, k);
6 Solve Fokker-Planck equation for each node k
forward in time;
7 Update m"+D(t, x, h, k) using
a"(t, x, h, k);
8 Check convergence: ||m"+D) — m™|| < ¢;
9 Setn <« n+1;

—

o until convergence;
1 return a*(t, x, h, k) < a™(, x, h, k) and
m(t, x, h, k) « m™(, x, h, k)

Initialize (n=0)
m®(t,z, h, k)
—>[ Solve HJB equation ]

V(n) (t7 m’ h? k),
a™(t,z, h, k)

-

A,
ns—nt1 [Solve Fokker—Planck equation]

m("H)(t, z, h, k)

Converged?

Yes
A,

Return optimal policy and
equilibrium distribution

Figure 2: MFTG Flowchart for EV Charging Coordination
Problem

turn must be consistent with the aggregate outcome of these
strategies. This equilibrium is typically characterized by
a system of coupled partial differential equations—such
as the HIB and FP equations—that provide a powerful
analytical lens for understanding system-wide dynamics.
For example, one can analyze how the distribution of
battery SoC evolves in response to dynamic price signals,

or whether the system converges to a stationary distribution
under steady external conditions. Nonetheless, while MFGs
are well-suited for capturing aggregate behavior, they may
face challenges in modeling certain real-world complexi-
ties, including dynamic switching between network nodes,
stochastic or bursty arrival patterns, and scenarios involving
partial observability.

3.2. Reinforcement Learning Methods
3.2.1. Motivation

Although mean-field-based methods provide analytical
tools for large-scale equilibria, they require fully speci-
fied models of agent behavior, cost structures, and system
dynamics. In practice, these elements are often partially
known, nonstationary, or difficult to model explicitly (Helve-
ston et al., 2015). RL offers an alternative, data-driven
approach wherein agents learn optimal policies by interact-
ing with the environment rather than relying on predefined
equations (Bertsekas and Tsitsiklis, 1996, Sutton and Barto,
2018).

In the context of EV charging, the environment may in-
clude real-time electricity prices y(f), varying queue lengths
and node occupancies, partial observability regarding other
vehicles or grid states, and stochastic arrival and departure
patterns across multi-day horizons. By observing state tran-
sitions and receiving feedback in the form of rewards, an RL
agent incrementally refines a policy z(a | s) that maximizes
long-term returns.

This capacity for adaptation is particularly useful in
nonstationary environments where demand patterns, tariffs,
or battery characteristics evolve. However, classical RL ap-
proaches scale poorly in high-dimensional or continuous
control problems. DRL addresses this limitation by using
neural networks to approximate value functions or policies,
enabling learning over large, continuous state-action spaces
(Mnih et al., 2015, Lillicrap et al., 2015).

DRL methods can represent complex, nonlinear depen-
dencies between state variables (e.g., the effect of SoC
and temperature on degradation) and can generalize across
scenarios, provided sufficient training data is available. They
are well-suited for problems with partial observability and
stochastic transitions but may lack the theoretical guaran-
tees offered by PDE-based approaches and are sensitive to
hyperparameter tuning and reward specification.

Regulatory Motivation for Including Classical RL.
DRL agents clearly outperform tabular or linear RL in
high-dimensional control tasks, yet there is a compelling
regulatory and ethical reason to keep a classical-RL baseline
in any study that targets real-world charging infrastructure.
Under the EU Artificial Intelligence Act (Regulation (EU)
2024/1689), any Al system that manages critical infrastruc-
ture such as electricity networks is automatically classified
as “high-risk” (Annex III, Sec.8) (EUA, 2024). High-risk
systems must satisfy strict obligations, the most salient for
this discussion being human oversight: Article 14 requires
that the system can be “effectively overseen by natural
persons” so risks to health, safety, or fundamental rights
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can be prevented or minimized (EUA, 2024). Comparable
principles appear in the EU’s Ethics Guidelines for Trustwor-
thy AI—which list transparency, explainability and account-
ability among the seven key requirements (Commission,
2019)—and in the U.S. NIST Al Risk-Management Frame-
work, which stresses auditability and traceability for Al
deployed in critical sectors (National Institute of Standards
and Technology, 2023).

Classical RL policies (e.g., tabular Q-learning or linear
function approximation) meet these oversight and auditabil-
ity demands far more readily than deep networks: they ex-
pose explicit value estimates, have limited parameter counts,
and allow formal verification or rule-extraction techniques
that are still prohibitively expensive for DRL. Similar con-
cerns are echoed in functional-safety discussions around ISO
26262, where recent work highlights the difficulty of cer-
tifying non-interpretable ML components (Iyenghar et al.,
2024). Consequently, regulators and grid operators often
require a fall-back or explainable control layer before autho-
rizing full autonomy. Including a classical-RL controller in
the benchmark therefore serves two purposes:

1. It provides a policy that is inherently easier to inter-
pret, debug and certify, showing what level of per-
formance can be achieved within today’s compliance
envelope.

2. It quantifies the real cost—in terms of efficiency and
battery wear—of adhering to the transparency and
human-in-the-loop criteria stipulated by emerging Al
governance frameworks.

By reporting both DRL and classical-RL results side-
by-side, the study bridges the gap between cutting-edge
algorithmic performance and the practical constraints that
grid operators, regulators and manufacturers must satisfy
before large-scale deployment.

Towards interpretable DRL. Future work can improve
DRL interpretability along complementary axes: (i) archi-
tecture and training time constraints that yield sparse or
structured policies (e.g., monotonic or additive models, spar-
sity/entropy regularization on logits or attention) to promote
human-inspectable decision rules; (ii) post-hoc policy distil-
lation into transparent surrogates (decision trees, rule lists,
generalized additive models) with quantitative fidelity au-
diting and conformance checks, optionally used as supervi-
sory “guardian” controllers; and (iii) causal/counterfactual
analysis of state—action mappings (attribution and reward-
decomposition reports, counterfactual roll-outs) coupled
with formal verification of simplified controllers on crit-
ical operating envelopes. Establishing standardized inter-
pretability reports (per-feature attributions, counterfactuals,
distilled rules) and persistent audit logs would align DRL
with high-risk AI governance while retaining most of its
performance benefits.

Effects over grid operators and policy makers

Integrating grid operator perspectives and effective
decision support for policy makers is essential to maximize
the societal value of Al-powered electric grid management.
Grid operators increasingly depend on Al systems to pro-
cess large volumes of real-time data and anticipate grid
conditions, but their trust and operational adoption is sup-
ported on explainability and the rigorous alignment of Al
outputs with reliability and resilience mandates imposed by
sector regulation. Efforts in the AI research and industry
communities emphasize the need for Al-enabled control
rooms and decision-support interfaces that provide opera-
tors with actionable insights while ensuring human-centric
oversight, especially as required by the EU AI Act and
critical infrastructure guidelines (Leofante et al., 2025). For
policy makers, robust decision-support mechanisms drawing
from regulatory-sound KPIs and transparent Al explainabil-
ity are quite important for crafting timely, evidence-based
interventions, accelerating grid modernization, and setting
clear market rules for new technologies (Shadi et al., 2025).
A forward-looking regulatory approach therefore not only
facilitates compliance, but also drives collaborative inno-
vation, effective stakeholder engagement, and operational
excellence throughout the transition to smarter, Al-enhanced
systems (Niet et al., 2021, Heymann, 2023).

3.2.2. Formulation

The same EV charging coordination problem stated in
(8) can be formulated as a centralized Markov decision
process (MDP), where the full system state at time ¢ is

s0 = ({xOhty (RO, (O},
(PP}, T, 1),
and the joint action at time 7 is defined as
at) = {0},

which is subject to the following physical and nodal con-
straints where the coordinator selects the joint action a(t) =
{a; (1), ay(1), ..., an (1)} at each decision instant:

Y at) < PP, VkeK.
IEN(F)

The reward function for state s(f) and action a(?) is
typically chosen to penalize cost and battery wear

b4

R(s(t), a(t)) = —

1

+ Ao 0, %0, TO) + 1%, (k0. )], (AD

[rOao

Il
—

where n € R, is a weighting factor for queueing or
congestion penalties. The RL agent seeks a policy z* that
maximizes the expected discounted return, i.e.,

Tend

Tt = arg max E, [Zﬂ(f_’)R(s(r), a(r))].

=t
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Algorithm 3: RL/DRL Solver for EV Charging
Coordination Problem
Input : Initial policy =z, (tabular or neural),
environment simulator, reward weights
(4,#), discount factor f
Output: Trained policy 7,
1 Initialize replay buffer D « @;
2 Initialize policy parameters 0;
3 for each episode e = 1 to E do

4 Reset environment; observe initial state sq;

5 fort=0tot,,do

6 Select action a, ~ my(a, | s,);

7 Apply g, to environment and observe s,
and reward r,;

8 Store transition (s, a;, r;, 5;,.1) in buffer D;

9 if using classical RL then

10 L Update Q-table based on (s;, a,, 1y, 5,,1);

11 else if using DRL then

12 Sample mini-batch from D;

13 Update network parameters 6 via

gradient descent;
14 0 —0—aV,L0O)
15 St < Spx1s

16 return final policy 7,

Classical RL methods (e.g., Q-learning, SARSA) or
DRL methods (e.g., DQN, actor-critic) may be used to
learn a control policy z*(a | s) that minimizes cumulative
charging cost, respects power constraints, and accounts for
long-term battery degradation across the fleet (Sutton and
Barto, 2018, Mnih et al., 2015). Algorithm 3 summarizes
the main steps to solve Problem (8) using thr RL and DRL
approaches. In the same way as before, Figure 3 visually
shows the stages and relationships among the modules and
procedures towards solving the EV charging coordination
problem when using the proposed RL and DRL approaches.

Why Reinforcement Learning Methods. These methods
are flexible in terms of modeling assumptions and allow
for integration of partial observability, heterogeneous agent
preferences, and real-time adaptation to system changes.
They are especially suitable for scenarios where the envi-
ronment cannot be fully specified or is subject to frequent
perturbations. Despite their empirical strength, they lack
analytical interpretability and require careful design to avoid
convergence to suboptimal policies.

3.3. Equilibrium and Policy Convergence
Objectives
The overarching objective in EV charging coordination
is to determine a policy that guarantees feasible operation
under both individual-level and system-wide constraints,

Initialize replay buffer
and policy parameters

Reset environment and
observe initial state

ﬁreach episode do

Select action, apply to environment,
and observe state and reward

t < t+1]]

Store transition in buffer

RL DRL
v v
[Update Q-table] [Sample mini-batch and update 9]

\ |
K /
Figure 3: RL/DRL Flowchart for EV Charging Coordination
Problem

while minimizing the cumulative charging cost or maximiz-
ing long-term efficiency. From the individual EV perspec-
tive, the relevant constraints include the SoC dynamics (2),
the per-vehicle action bounds (1), and the requirement to
reach a minimal SoC at departure (see the condition fol-
lowing (2) and (3)). The corresponding objective is captured
by the optimal control problem (8), which jointly considers
electricity tariffs (6) and battery health (7). At the system-
wide level, the constraints include nodal capacity limits (4)
and the global feasibility condition (12), which ensures that
no charging node exceeds its instantaneous power availabil-
ity while each vehicle meets its SoC target.

This policy takes a different form depending on the
modeling paradigm. In the limit N — oo, the MFG ap-
proach yields an equilibrium policy a;\‘/IFG(t, x, h), where
each agent acts optimally with respect to the aggregate
distribution m(t, x, h). The MFTG extension introduces local
coupling—such as node-based constraints—resulting in a
policy a;/IFTG(t, X, h, k) that also depends on the assigned
node k € K. In contrast, both classical RL and DRL produce
a feedback policy ay, (s) derived through interaction with
the environment, where s encodes the full system state,
including all individual vehicle states and time-dependent
parameters. These solution types are formalized as follows:

al’\k/lFG(t, x, h), if N - o0,

a;[FTG(t, x, h, k), if location-dependent
a’(t) = < constraints apply,

agy (5), if data-driven policy

feedback applies,

\

and must satisfy the global operational constraints

Y@ < PP, X (67) 2 K,
IEN (1)
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VieV, Vk ek, vVt €[0,7]. (12)

Each framework thus reflects a distinct resolution strat-
egy. The MFG approach relies on coupled PDEs (the HIB
and FP equations) to produce a decentralized policy un-
der an assumed agent distribution, producing a mean-field-
equilibrium policy, while MFTG extends that concept by
incorporating localized constraints and aggregate variables
such as nodal capacity or spatial density. Meanwhile, RL
and DRL solve the same coordination problem by iteratively
refining a policy in discrete time steps, guided by a reward
function (11) that encodes cost minimization and constraints
satisfaction. Recent studies show how personalized pricing
policies and adaptive reward structures based on user be-
havior and congestion can significantly enhance learning
performance (Bae et al., 2024, Modarresi et al., 2024).

Despite methodological differences, all approaches must
balance the local objectives of individual agents—minimizing
cost, avoiding degradation, and reaching SoC targets—
with global feasibility. The node-level constraints in (12)
enforce physical infrastructure limitations, while the ter-
minal SoC condition (see (2) and subsequent requirement
x,»(t?ep) > x?‘i“) ensures that each vehicle is sufficiently
charged upon departure. Each method enforces these re-
quirements either through analytical fixed-point consistency
(in the MFG/MFTG case) or through well-designed reward
structures and constraint handling (in both classical RL and
DRL settings).

3.4. Comparative Assessment

As previously mentioned, this paper explores the suit-
ability of both mean-field-based and learning-based ap-
proaches for large-scale EV charging coordination problems.
The comparative analysis examines how each methodology
addresses critical modeling challenges, including scalability,
performance, and real-world applicability.

In terms of scalability, MFG and MFTG frameworks
are naturally suited to large populations, as their complexity
scales with the density function rather than with the number
of agents. RL and DRL approaches scale through data,
simulations, and the use of function approximators, but do
not benefit from the same level of dimensionality reduction.
While mean-field solutions offer equilibrium properties and
analytical transparency, they may fail to capture discrete
effects such as queue dynamics or spatial heterogeneity
without additional modeling layers. Conversely, RL and
DRL methods can incorporate such features directly into the
learning process, albeit without guarantees of convergence
to global optima.

From a performance-complexity perspective, MFG meth-
ods are computationally efficient for stylized models with
well-defined dynamics and interactions. However, as real-
world constraints such as battery degradation, queuing penal-
ties, and node switching are introduced, the model complex-
ity increases, often pushing the framework toward MFTG
formulations. On the learning side, RL and DRL excel at
handling these complexities, particularly when supported by
rich data and simulation environments. Their ability to adapt

to unforeseen conditions makes them attractive in practice,
although their solution quality heavily depends on reward
engineering and exploration strategies.

Finally, the comparative study focuses on how these ap-
proaches respond to dynamic constraints such as fluctuating
electricity prices, individualized charging goals, and battery
health preservation. The analysis is guided by a unified set
of KPIs to enable fair and meaningful comparisons across all
methods, which are introduced and formally defined next.

4. Case Study Description

This section first formalises how the controllers quality
of the solutions yielded by each of the methods reported
in Section 3 will be assessed and then describes the two
test-bed scenarios on which they are exercised. Subsec-
tion 4.1 details the evaluation metrics that will be applied
uniformly to every experiment. Subsection 4.2 introduces
a simplified three-node setup that serves as a conceptual
baseline. Subsection 4.3 then specifies a multi-day, hetero-
geneous, constraint-rich environment that mirrors practical
EV-charging operations. This progressive structure lets each
coordination paradigm—MFG, MFTG, classical RL and
DRL—be assessed incrementally and under increasingly
realistic assumptions.

4.1. Assessment Metrics

To support a rigorous and multifaceted comparison of
the proposed coordination strategies, the following KPIs
are defined. Each of them captures a distinct operational,
economic, or sustainability-related aspect of system perfor-
mance.

1. Average Final SoC. The average SoC across the fleet
at the end of the simulation quantifies how well the
system satisfies user charging needs. Such a KPI is
defined as

N
1 final
SoC =~ D xtimal,

i=1

2. SoC Dispersion. The standard deviation of final SoC
levels reflects the fairness of charging across users.
Lower dispersion indicates a more equitable outcome.

Such a KPI is defined as
1 S -—\2
— final
6(SoC) = ~ z (xfinal — SoC)”~.

i=1

3. Time Violations. This KPI measures the fraction of
vehicles that fail to reach their minimum required SoC
by departure time. Such a KPI is defined as

M=

TV = L 1 [xfi”al < x;“i“] ,
N3

where 1[-] is the indicator function.
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4. Average Queue Time. The mean waiting delay before
charging begins reflects infrastructure congestion and
user experience. Such a KPI is defined as

J— 1 N
Tq = N z; Tq,i’
i

where T, ; denotes the total waiting time for vehicle i.

In practice, one may define

Tq’i = t;tart - t?rr’
with timt as the earliest time for which «;(f) > O (i.e.,
actual charging begins), and #"" the vehicle’s arrival
time.

5. Energy Not Supplied (ENS). The ENS ratio quanti-
fies the unmet charging demand across the fleet. Such
a KPI is defined as

N st i
ENS = Zi:] (AE;““«‘]UQg _ AElglellvered)
- N AErequest
i AE

b}

where AE;“"*" is the energy that vehicle i requested
and AE;ielivered is what it actually received.

6. Average Cost per kWh. This indicator measures the
economic efficiency of the charging policy. Such a
KPI is defined as

PP IH()

Z[I\il AElfielivered ’

AvgCost =

where c;(¢) denotes the instantaneous cost of charging
vehicle i at time . In practice, the inner sum ), ¢;(t)
is evaluated over the charging interval of each vehicle,
from the first time ;(¢) is nonzero to the last time
it remains nonzero, as determined by post-processing
the coordination results.

7. Total Charging Cost. The total financial EV charging
expenditure of the system is calculated as

N
TotalCost = 2 2 c;(1).
=1t

8. Average Battery Health Drop. The average degrada-
tion in battery health across the fleet serves as a proxy
for long-term sustainability. Such a KPI is defined as

1
Ahavg = ﬁ

™=

(h}nitial _ hlfina]).

i=1

9. Battery Health Drop Dispersion. The dispersion in
health drop reveals whether battery wear is uniformly
distributed or unevenly concentrated. Such a KPI is
defined as

I . 2
o(AR) = 4|~ [(h;.“mal—hfma‘)—Ah. ] .

avg

M=

i=1

40-90% SoC

20-70% SoC

Figure 4: Graphical representation of the three-node scenario

Together, these KPIs provide a comprehensive basis for
comparing MFG, MFTG, RL, and DRL strategies under
identical simulation conditions, ensuring a balanced evalu-
ation of user satisfaction, operational feasibility, and long-
term system health.

4.2. Simplified Single-Day Scenario

The three-node scenario depicted in Figure 4 consists
of a simplified 12-hour charging window, from 6:00 p.m.
to 6:00 a.m., distributed across three representative charging
nodes. Each node represents a distinct urban environment:
Node A serves a densely populated residential zone, typi-
cally receiving vehicles with low initial SoC, often between
5% and 40%. Node C corresponds to a commercial retail
area, where arriving vehicles generally have moderate to
high SoC levels ranging from 40% to 90%. Node B repre-
sents a business district with more diverse energy needs,
often spanning SoC levels from 20% to 70% upon arrival.
The capacity constraints are set respectively at 350, 400, and
250 vehicles for Nodes A, B, and C.

In this initial setting, all vehicles are assumed to be
identical. Unlike the heterogeneous fleet presented in Ta-
ble 1, these vehicles do not exhibit variations in battery
capacity, maximum charge rate, or efficiency. Instead, they
share a single nominal battery capacity of 40kWh with
a uniform maximum charge rate of 22kW and no ther-
mal or battery-health constraints. Electricity pricing remains
constant throughout the 12-hour horizon, with no temporal
fluctuations or demand-response dynamics. Battery models
disregard degradation, thermal behavior, or driver-specific
preferences. This minimalist configuration allows analytical
and numerical tractability but omits realistic features such as
node congestion, dynamic pricing, or health-aware decision-
making.

4.3. Extended Multi-Day Scenario

To reflect real-world charging systems, the second sce-
nario incorporates a range of operational, behavioral, and
physical constraints distributed across multiple days and het-
erogeneous agents. The simulation spans several consecutive
days, typically covering weekday and weekend patterns.
Vehicles may arrive with insufficient energy and defer full
charging to cheaper or less congested periods, introducing
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Table 1

Representative set of ten EV models, each corresponding to different battery characteristics, charging capabilities, and usage
classes.

Model Battery Type Max Capacity (kWh) Max Charge Rate (kW) Efficiency (%) Degr. Factor
Model A Li-ion (Genl) 20 11 93 1.05
Model B Li-ion (Genl) 25 11 92 1.10
Model C NiMH Hybrid 35 22 89 1.20
Model D Li-ion (Gen2) 40 22 95 1.00
Model E Li-ion (Gen2) 45 22 95 1.00
Model F Li-ion (Gen2) 50 50 96 1.15
Model G Li-ion (Gen2) 55 50 94 1.10
Model H Li-ion (Gen3) 60 50 97 0.95
Model | Li-ion (Gen3) 70 80 98 1.05
Model J Li-ion (Gen3) 80 100 98 1.00

intertemporal trade-offs. Daily energy carryover allows ve-
hicles to plan charging over extended horizons rather than
reacting myopically to short-term incentives.

Node-level power limitations are explicitly introduced.
Each node k € K is assigned a time-varying maximum
charging capacity Pé‘lax(t), which constrains the aggregate
charging rates of all vehicles connected to the node at
any given time. As a result, localized congestion naturally
emerges, prompting vehicles to reduce their charging rates
or enter a waiting state until sufficient power becomes avail-
able. This models realistic geographic limitations observed
in urban infrastructures, such as limited transformer capacity
or restricted fast-charging bays.

Fleet heterogeneity is captured by incorporating ten rep-
resentative electric vehicle models, as summarized in Ta-
ble 1. The simulated fleet consists of 1,000 vehicles, with
each EV model contributing an equal share of 100 vehi-
cles. This balanced distribution ensures that the full spec-
trum of battery chemistries, charge rates, efficiencies, and
degradation sensitivities is adequately represented in the
population, thereby enabling a comprehensive evaluation of
each coordination strategy’s ability to handle agent diversity.
Each EV archetype is characterized by distinct battery chem-
istry, nominal capacity, maximum charge rate, efficiency,
degradation sensitivity, and operational class (e.g., Hybrid
Electric Vehicles (HEV) vs. Battery-powered Electric Ve-
hicles (BEV)). These models include older NiMH hybrids,
first-generation lithium-ion vehicles, and high-performance
third-generation BEVs, reflecting the diversity of real-world
EV fleets deployed across residential, commercial, and insti-
tutional contexts. Their arrival and departure patterns follow
data-informed temporal distributions, capturing commuter
cycles, mid-day commercial activity, and overnight residen-
tial charging habits. This diversity induces highly asym-
metric energy needs, degradation dynamics, and behavioral
tendencies across the vehicle population.

Partial-charge thresholds are modeled by defining vehicle-
specific minimum and preferred SoC targets. Vehicles may
depart once the minimum SoC is satisfied, or remain con-
nected to achieve higher charging levels if time allows.
This formulation reflects realistic user behavior, balancing

waiting time, electricity cost, and range anxiety with long-
term battery preservation.

Battery degradation is modeled through a continuous
state variable A, (¢) representing battery health. This variable
decays based on cumulative stress from elevated charging
rates and adverse thermal conditions. Each agent thus faces
a temporal trade-off between immediate energy needs and
long-term battery resilience, which impacts total capacity
and vehicle lifespan.

Electricity pricing is no longer uniform. The tariff y(#)
follows a time-of-use structure with on-peak and off-peak
fluctuations. Demand-response mechanisms may also dy-
namically alter Pxﬁax(t) or impose additional surcharges dur-
ing grid stress events. These pricing dynamics encourage
adaptive behavior, where agents may defer charging to off-
peak intervals to minimize cost or avoid congestion.

Ambient temperature profiles 7'(¢) are integrated into the
simulation to model thermal constraints. Low temperatures
may reduce charging efficiency, while high temperatures can
trigger rate throttling to avoid thermal degradation. These
thermal effects induce temporal and geographic asymme-
tries, depending on environmental conditions at each node.

Together, this extended scenario provides a holistic and
high-fidelity testbed, incorporating dynamic pricing, agent
heterogeneity, spatial constraints, and long-term battery
health dynamics. It serves as a robust benchmark for com-
paring the performance and scalability of MFG, MFTG,
RL, and DRL coordination strategies under conditions that
approximate operational complexity in modern EV-charging
networks.

5. Results and Analysis

This section presents a comprehensive analysis of the
numerical results obtained by applying MFG, MFTG, RL,
and DRL to the EV-charging coordination scenarios in-
troduced previously. The evaluation focuses on comparing
these strategies across KPIs, identifying the strengths and
limitations of each method under realistic multi-node and
multi-day constraints, and understanding how features such
as node capacities, partial charging, pricing variability, and
battery degradation affect system outcomes.
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The structure of this section is organized as follows:
Subsection 5.1 describes the hardware and software envi-
ronments used for all simulations, detailing the computa-
tional setup and toolchains that ensure fair and consistent
comparisons across methods. Subsection 5.2.1 presents the
results of the single-day scenario, offering initial insights
into the performance trade-offs between MFG, MFTG, RL,
and DRL under controlled conditions with uniform vehi-
cle characteristics. Subsection 5.2.2 extends the analysis
to a more realistic, heterogeneous, multi-day environment,
incorporating dynamic pricing, diverse fleet compositions,
and thermal effects. Subsection 5.3 presents a comparative
discussion that synthesizes the key findings across scenar-
ios, highlighting method-specific advantages, limitations,
and practical implications for large-scale EV-charging co-
ordination under evolving operational complexities. A final
discussion that links the proposed methods, obtained KPIs,
and main qualitative conclusions with practical deployment
aspects and actors is provided in Subsection 5.4.

5.1. Simulation Setup
5.1.1. Hardware and Software Environments

All simulations are executed on a MacBook Pro equipped
with an Apple M4 Pro system-on-chip, comprising an 8-
core CPU architecture (with four high-performance and four
efficiency cores), a 14-core integrated GPU, and 48 GB
of unified memory. The hardware’s high-bandwidth, low-
latency memory configuration enables concurrent execution
of numerical solvers and RL training routines, supporting
both CPU-bound and GPU-accelerated workloads. This
architecture proves particularly effective in managing the
computational demands of PDE solvers, high-dimensional
tensor operations, and batched optimization over extended
simulation horizons.

The software environment is based on Python 3.12, lever-
aging its mature scientific computing ecosystem. Numerical
operations are primarily handled via NumPy (Oliphant, 2006)
and SciPy (Jones et al., 2001), which facilitate matrix al-
gebra, integration, and random sampling routines required
for population-based simulations. Visualization is supported
through Plotly (Inc., 2015), which enables the construction
of interactive plots for SoC distributions, energy cost trajec-
tories, queue lengths, and battery health evolution.

DRL components are implemented using PyTorch (Paszke
et al., 2017), which provides high-performance tensor com-
putation and model training on the GPU. The simulation
architecture conforms to the Gym (Brockman et al., 2016)
interface (from OpenAl), ensuring modularity and consis-
tency across episodic interactions, reward computation, and
policy evaluation. Additional numerical solvers and control
libraries—such as fenics (Alnaes et al., 2015) for PDE
discretization and cvxpy (Diamond and Boyd, 2016) for
convex program specification—are used in the prototyping
and resolution of the MFG and MFTG formulations.

This computational configuration ensures seamless inte-
gration of model-based control methods with learning-based

approaches, providing a unified and scalable environment for
empirical benchmarking of the proposed methodologies.

5.1.2. Indicative Computational Cost

To inform practitioners evaluating feasibility on con-
strained platforms, Table 2 reports asymptotic scaling and
indicative wall-clock and memory usage for the four con-
trollers under the same hardware and software stack de-
tailed in Section 5.1. Measurements were obtained on the
Apple M4 Pro platform with the Python 3.12 toolchain
listed previously, using double precision and default solver
settings; GPU acceleration is used only by DRL. The figures
are medians over five runs and should be read as order-
of-magnitude guidance for comparable discretizations and
training budgets.

Several conclusions can be drawn from the information
reported in Table 2. First, differently from MFG, MFTG
scales linearly with respect to the number of nodes, which
follows directly from the fact that MFTG allows to integrate
local node constraints (while MFG does not). This translates
into increased wall-clock and peak RAM in both scenarios,
although results are of the same order of magnitude. How-
ever, their complexity is not affected by the number of agents
considered, which makes them both well suited for large-
scale problems. Second, DRL incurs higher wall-clock and
peak RAM compared to standard RL. This fact is a con-
sequence of training neural networks to approximate value
functions and policies, and capture complex dependencies.

5.2. Results Discussion by Proposed Scenario
5.2.1. Single-Day Scenario

The three-node setting distributes N = 1000 vehicles
across Nodes A, B, and C, each with maximum power ca-
pacities P;‘ax = {350,400, 250} kW. Although Section 4.2
introduced a 12-hour horizon (6:00 p.m. to 6:00 a.m.), the
following price profile is presented for a general 24-hour
schedule:

t €[6,22),

0.10€/kWh, t€[22,6).

0.20 €/kWh,
(= {

In practice, for the single-night scenario, only the rel-
evant segment from 6:00 p.m. to 6:00 a.m. is applied, but
the piecewise definition is provided in this form for broader
applicability.

Overall Performance. As shown in Table 3, MFTG de-
livers the highest average SoC (0.82) and the lowest ENS
(2.4%), signaling a strong ability to integrate location-
specific constraints and prioritize vehicles most at risk
of undercharging. By comparison, MFG exhibits a more
conservative strategy, achieving an average SoC of 0.74 but
settling for a higher ENS of 3.8%. The RL approach ranks
lowest in terms of average SoC (0.72), while also posting
the largest SoC dispersion (0.060) and highest time violation
rate (6.0%). DRL outperforms RL on these metrics, raising
the average SoC to 0.79 and reducing the time violation rate
to 3.5%, though it still lags behind MFTG in final coverage.
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Table 2
Computational cost comparison on the reference platform. Scaling is shown w.r.t. primary problem sizes and solver iterations.
Wall-clock and memory are indicative medians; ranges reflect variability across seeds and instance mixes.

Method Scaling 12h wall-clock 12h peak RAM  7-day wall-clock 7-day peak RAM GPU
MFG ALty - G - Cogire) 3-5 min 0.8-1.2 GB 28-42 min 1.2-1.6 GB None
MFTG NI ongeg * Yiey Gic Coone) 7-12 min 1.4-2.0 GB 55-95 min 1.8-2.6 GB None
RL AE-T-d,)or (E-T-F) 10-18 min 0.4-0.8 GB 70-120 min 0.6-0.9 GB None
DRL O(U - P) per update batch 25-40 min 3-5GB 2.8-5.2 h 6-9 GB 30-50%

Notes. (i) Discretization (MFG/MFTG): uniform grids in SoC and health with total cells G = n,xn, (typical settings yielding
the above costs are in the mid-10* cell range), semi-implicit marching, fixed-point tolerance 107*, < 50 HJB/FP sweeps. For
MFTG, K = 3 nodes as in the case study. (ii) RL: single-night ~ 10* env steps; 7-day ~ 10° steps; linear value function with
sparse features dimension F when applicable. (iii) DRL: PPO-style actor—critic with 0.5-1.5M parameters (P), batch sizes
128-256; ~ 2x10° gradient steps (12h) and ~ 10° (7-day). (iv) Scaling constants: C,,,. summarizes per-iteration sparse linear

algebra; actual constants depend on preconditioning and mesh topology. (v) All figures are indicative and intended to guide
sizing on hardware of similar class; different meshes, reward structures, or hyperparameters will shift the ranges accordingly.

Table 3
KPI results for the three-node, single-day scenario.

Method Avg SoC  SoC Disp. Time Viol.

Avg Cost/kWh

Total Cost  Health Drop  ENS (%)

MFG 0.74
MFTG 0.82

RL 0.72
DRL 0.79

0.043
0.051
0.060
0.055

4.2%
1.8%
6.0%
3.5%

0.166
0.160
0.175
0.168

€4,950
€4,620
€5,200
€4,900

0.025
0.028
0.038
0.032

3.8%
2.4%
5.0%
4.2%

—— Energy — Queue —— Degradation

50004

40001

3000

Cost [€]

2000+

1000

o4

MFG MFTG RL DRL

Figure 5: Breakdown of total cost per method into energy
cost (blue), queuing penalty (orange), and battery degradation

(green)

Figure 5 further decomposes total expenditures into en-
ergy, queuing, and battery degradation costs. It shows that
learning-based methods (RL and DRL) incur higher degra-
dation costs and queuing penalties, with RL accumulating
the highest total cost (€5,200). In contrast, MFTG not only
minimizes time violations but also keeps both degradation
and queuing costs low, resulting in the most cost-effective
solution overall (€4,620).

Temporal Evolution of KPIs. Although the horizon spans
only a single evening-to-morning cycle, each method’s

approach to distributing charging power evolves over the
course of the night (see Figure 6):

MFG. Early in the charging window, MFG allocates
power based on population-level averages. This uniform
strategy minimizes abrupt cost spikes but can lead to higher
time violations if a group of vehicles arrives late with
severely depleted SoC. Consequently, its time violation rate
(4.2%) and ENS (3.8%) reflect scenarios where vehicles with
very low SoC miss their window to charge sufficiently.

MFTG. Thanks to its node-level awareness, MFTG
proactively allocates additional charging capacity to the
most constrained node during peak arrivals. For instance, if
Node A receives a large influx of low-SoC vehicles around
7:00-8:00 p.m., MFTG escalates charging there first, miti-
gating the risk of significant time violations. This explains
its low overall ENS (2.4%) and time violations (1.8%).
However, this targeted charging can intensify battery stress
(health drop of 0.028), as some vehicles may receive high-
power charging in quick succession.

RL and DRL. Both RL and DRL explore different alloca-
tion strategies incrementally and update their policies based
on near-term rewards. RL, having simpler exploration and
less sophisticated function approximation, often underesti-
mates the urgency to serve significantly depleted vehicles
early on, leading to a 6.0% time violation rate by the final
hours. DRL adapts more fluidly, reducing time violations
to 3.5%. However, both learning-based methods can exhibit
spikes in charging intensity for vehicles that have delayed
SoC recovery, causing higher battery wear.
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Figure 6: Total load trajectories for Nodes A, B, and C

across the 12-hour tariff window (6:00 p.m. to 6:00 a.m.). Grey-

shaded regions indicate off-peak hours with reduced electricity
cost

Heterogeneity vs. Uniformity. This scenario assumes
identical battery characteristics across all vehicles, dimin-
ishing the impact of model-based approaches that tailor
charging to heterogeneous fleets. As a result, MFG’s equi-
librium strategy can sometimes perform well for vehicles
arriving with moderate SoC. Where the arrival SoC is
extremely diverse or a large number of late arrivals have low
SoC, MFTG’s node-level optimization or DRL’s adaptive
approach proves more reliable. The difference in SoC dis-
persion (0.051 for MFTG vs. 0.043 for MFG) is partly due
to MFTG’s willingness to channel resources aggressively to
low-SoC vehicles, thereby improving coverage overall but
increasing local concentration of charging loads.

Interpretation of Time Violations and ENS. Time vi-
olations (TV) capture the percentage of vehicles that fail
to meet their minimum SoC, and ENS tracks the energy
gap across the fleet. While MFG’s TV (4.2%) is less than
RL’s (6.0%), its ENS remains higher than MFTG’s, implying
that MFG occasionally leaves vehicles slightly short of their
SoC target. MFTG, by contrast, achieves the lowest time
violations (1.8%) and lowest ENS (2.4%), indicating a well-
tuned focus on vehicles at risk of missing SoC targets.
RL’s relatively high TV and ENS show that it struggles to

reallocate charging power effectively under constrained time
windows.

Trade-Offs in Battery Health. Mean-field methods (MFG
and MFTG) incur lower battery health drops (0.025 and
0.028, respectively) than the more aggressive RL (0.038) and
DRL (0.032). The uniform or constrained equilibrium per-
spective characteristic of mean-field solutions helps avoid
concentrating high-power charging on a single vehicle for
prolonged intervals. Meanwhile, RL and DRL may backload
the charging for late-arriving vehicles, raising short-term
charging intensity and thus heightening battery stress. DRL
strikes a moderate balance, reducing time violations while
keeping health drop (0.032) well below RL’s (0.038) while
MFTG excels at minimizing both, being MFG the most
conservative approach at the cost of a moderate number of
TVs.

5.2.2. Multi-Day Scenario

The extended scenario introduces additional complexity
over a 7-day simulation horizon. Key elements include dy-
namic pricing, temperature-dependent charging rates, multi-
class EV behaviors, partial-charging thresholds, and battery
degradation. Each node is assigned a time-varying capacity
Prflax(t), and vehicles observe varying arrival and depar-
ture patterns reflective of weekday and weekend schedules.
These features more faithfully capture the operational re-
alities of large-scale EV fleets, including fluctuating grid
constraints and evolving driver preferences.

Overall Performance. Table 4 presents aggregated results
for each coordination method across the 7-day horizon.
MFTG significantly surpasses MFG in several KPIs, raising
average SoC from 0.69 to 0.77 and reducing ENS from 1.7%
to 1.0%. RL lags behind both mean-field methods, with the
lowest average SoC (0.65) and highest total cost (€9,050).
DRL excels at maximizing SoC (0.81) and minimizing ENS
(0.7%), but it does so by adopting relatively aggressive
charging, driving its battery health drop to 0.06 and inflating
total expenditures to €9,000.

Temporal Trends and Weekly Patterns. Over a continu-
ous 7-day cycle, vehicular arrival and charging needs evolve
with daily schedules and weekend shifts, as visualized in
Figure 7.

MFG. The mean-field formulation applies a population-
level equilibrium strategy each day. Weekday mornings typi-
cally see moderate charging demand as business fleets top up
before commute hours, and MFG distributes power evenly,
maintaining mid-range SoC without rapidly depleting node
capacity. However, late-evening spikes—particularly Friday
nights—create episodes where large segments of the popu-
lation simultaneously request charging (for weekend travel),
and MFG’s uniform power distribution struggles to priori-
tize critically low SoC vehicles. This limitation surfaces in a
moderate time violation count (4) and partial under-supply
during peak events.
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Table 4
Aggregated KPI results for the 7-day multi-node extended scenario.
Method Avg SoC SoC Disp. % >80% Avg Queue (min) Avg Cost/kWh Total Cost Health Drop Time Viol. ENS (%)
MFG 0.69 0.015 72.1% 143 €0.18 €8,600 0.02 4 1.7%
MFTG 0.77 0.019 80.5% 10.2 €0.17 €8,400 0.04 3 1.0%
RL 0.65 0.025 67.2% 16.8 €0.21 €9,050 0.07 6 2.1%
DRL 0.81 0.023 86.2% 9.7 €0.20 €9,000 0.06 2 0.7%
— MFG MFTG —— RL —— DRL significantly lower than MFG’s (14.3 minutes), reflecting
more granular load balancing across nodes.
RL. Classical RL struggles with the expanded temporal
horizon, as it tries to learn from daily patterns but insuffi-
— 3007 ciently generalizes across weekday-to-weekend transitions.
_E For instance, it may over-commit resources on Friday nights,
2 2007 anticipating a weekday-like departure pattern, only to find
S 100 that many vehicles remain idle over the weekend. This
mismatch yields higher queue times (16.8 minutes) and SoC
0 shortfalls, especially for those vehicles that do need to depart
early for weekend travel or recreation. RL’s high health
drop (0.07) indicates that when it finally does respond, it
4007 often does so with disproportionately high charging rates to
< 3001 compensate for earlier misallocations.
= DRL. Leveraging deeper function approximators, DRL
g 2001 better discerns the repeating weekday cycles and modifies
3 1001 its policy to exploit off-peak periods, particularly during
overnight or early-morning hours when node capacity is
0- underutilized. Monday through Thursday, DRL typically
levels out the SoC for a majority of vehicles by midnight,
reducing the risk of last-minute fast-charging on workday
— 2001 mornings. By late in the week, it adapts to an influx of
E vehicles returning from day trips (e.g., malls or recreational
- areas), promptly allocating extra power in residential nodes.
€ 100 | Despite achieving excellent SoC fulfillment (86.2% of vehi-
~ ‘ cles above 80%), DRL’s approach demands frequent bursts
Y of high power that elevate battery wear (0.06) and inflate

0 25 50 75 100 125 150 175
Simulation hour (0 = Sat 22:00)

Figure 7: Weekly load evolution across Nodes A, B, and C
under four control strategies: MFG, MFTG, RL, and DRL.
Each row represents a different node (A: residential, B:
commercial, C: mixed-use) over a 168-hour simulation starting
on a Saturday night. Grey-shaded regions indicate nightly off-
peak tariff windows (10:00 p.m. to 6:00a.m.)

MFTG. By modeling node-level congestion, MFTG
adapts more effectively to weekday morning surges at central
business nodes. For instance, on Mondays and Tuesdays,
when corporate fleets often arrive with minimal SoC and re-
quire swift turnarounds, MFTG recognizes localized spikes
and channels sufficient capacity to these nodes. Over the
weekend, when residential areas experience higher midday
loads (shoppers heading to malls or entertainment venues),
MFTG efficiently redirects capacity to reduce queues and
preserve SoC. Its average queue time (10.2 minutes) is

total costs (€9,000).

Battery Health and Charging Decisions. The extended
horizon underscores divergent charging philosophies among
the methods. MFG’s conservative approach yields the lowest
health drop (0.02) but limits maximum SoC, as it tends
to uniformly throttle charging across the fleet. MFTG,
while more assertive, attempts to moderate localized fast-
charging by shifting load between nodes, arriving at a middle
ground with 0.04 degradation. RL and DRL, unbound by
explicit PDE-based equilibria, sometimes ramp charging
aggressively when they detect potential shortfalls, leading
to spikes in wear rates (0.07 for RL, 0.06 for DRL). This
strategy proves profitable for SoC coverage—especially for
DRL—but at the expense of greater long-term battery stress.

System Adaptivity and Long-Term Learning. The 7-
day scenario allows for more pronounced differences in
adaptation capabilities:

MFG and MFTG. Both methods rely on equilibrium
solutions, which they essentially apply repeatedly each day.
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MFTG’s node-level refinement leads to more effective con-
gestion mitigation and load balancing. MFG, meanwhile, ex-
hibits some day-to-day variability but primarily optimizes an
average case that can falter when daily patterns deviate from
the norm (e.g., early departures, weather-induced changes).

RL. While RL does learn from repeated exposures to
weekday and weekend cycles, its simpler exploration and
policy updates are often insufficient. The high time vio-
lations (6) and average cost (€0.21 per kWh) suggest that
RL fails to allocate resources optimally for peak periods or
adapt quickly to abrupt weekend shifts (e.g., mid-afternoon
entertainment trips).

DRL. By midweek (Day 3—4), DRL capitalizes on lower
overnight prices and slack capacity, systematically topping
up vehicles that might otherwise face peak-hour bottlenecks.
During weekends, it modifies schedules to accommodate
late-night arrivals at entertainment nodes and morning de-
partures for recreational travel. The result is minimal ENS
(0.7%) and few time violations (2). However, it habitually
resorts to rapid charging for last-minute requests, inflating
both battery degradation and total financial outlay.

Stakeholders should thus consider whether maximizing
SoC or minimizing battery wear constitutes the primary ob-
jective, and whether the system can afford higher total costs
for improved coverage. MFTG offers a balanced, grid-aware
solution, while DRL excels in dynamic adaptation at the
potential expense of sustainability and cost-effectiveness.

5.3. Methodological Comparative Insights

MFTG significantly surpasses MFG in both the single-
day and multi-day analyses, largely because it captures lo-
calized node constraints and heterogeneous arrival patterns
more effectively than the population-averaged strategy of
MEFG. In contrast, DRL emerges as the best performer in
highly dynamic and non-stationary settings, where mean-
field equilibrium assumptions are less applicable. By itera-
tively refining its policy, DRL adapts to real-time congestion,
evolving price signals, and diverse vehicle behaviors. This
capacity yields higher average SoC levels, lower ENS, and
more efficient queue management, albeit at the expense of
increased battery wear and elevated operational costs in
many instances.

Local Constraints and Heterogeneity: MFTG leverages
node-specific capacities to allocate charging resources effi-
ciently, outperforming MFG wherever congestion or large
SoC variance occurs.

Adaptive Learning: DRL excels in stochastic, data-rich
settings by dynamically adjusting charging schedules in re-
sponse to real-time feedback, making it particularly effective
under volatile electricity tariffs, changing node demands,
and multi-day cycles.

Trade-Offs in Battery Wear: While DRL and MFTG can
achieve high coverage and low time violations, they may
incur more battery stress compared to MFG’s conservative
equilibrium strategy, especially when aggressive charging is
used to meet last-minute deficits.

Scalability vs. Model Requirements: PDE-based ap-
proaches (MFG and MFTG) rely on explicit population
models and maintain relatively lower computational over-
head for shorter or more homogeneous scenarios. DRL,
though computationally heavier to train, can yield robust
performance for large-scale, heterogeneous fleets once a
suitably trained policy is available.

These insights suggest that when precise modeling as-
sumptions hold and grid dynamics remain relatively stable,
mean-field methods offer transparent and computationally
efficient solutions; yet in the face of substantial uncertainty
or non-stationary conditions, DRL’s capacity for continuous
adaptation confers significant advantages for both opera-
tional metrics and user satisfaction, positioning it as a strong
candidate for integration into modern EV-charging infras-
tructures. Table 5 complements the previous analysis and
summarizes, for each KPI, the level of satisfaction achieved
by each method.

5.4. Stakeholder-Centered KPIs and Coordination
Strategies

The proposed KPIs and charging coordination methods
outlined in the paper serve as a critical interface between
technological solutions and stakeholder requirements. By
aligning KPIs such as average state-of-charge, queuing de-
lays, and charging costs with the practical priorities of grid
operators, policy makers, and users, these metrics ensure
that system optimization translates into tangible benefits for
all parties. Grid operators use these indicators to manage
grid stability and congestion, policy makers rely on them to
guide equitable access and emissions reduction initiatives,
and users benefit from improved affordability, battery preser-
vation, and fair access to charging infrastructure®.

Both mean-field game-theoretic frameworks and rein-
forcement learning strategies offer effective mechanisms
for balancing stakeholder needs in large-scale EV charg-
ing. Game-theoretic approaches deliver transparent, scal-
able policies indispensable for grid and regulatory planning,
while reinforcement learning enables responsive adaptation
to dynamic market signals and real-time user behaviors, en-
hancing both system efficiency and user fairness (Xiao et al.,
2024). High-quality literature and industry best practices
support the integration of KPIs, computational strategies,
and stakeholder collaboration, confirming that transparent
metrics and participative frameworks promote actionable
improvements, regulatory compliance, and public trust in the
evolving EV ecosystem (Lin et al., 2022).

6. Conclusions and Future Work

This paper has provided a comprehensive comparison
of Mean-Field Games (MFG), Mean-Field-Type Games
(MFTG), and classical Reinforcement Learning (RL) and
Deep Reinforcement Learning (DRL) strategies for large-
scale EV charging coordination, examining their capacity

ChargeX Consortium, 2024. Avail-
able in https://inl.gov/content/uploads/2024/05/
chargex-Customer-Focused-KPIs-for-EV-Charging-6-24-24.pdf
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Table 5
Level of satisfaction achieved by each method for each KPI.
Method Avg SoC SoC Disp. % >80% Avg Queue (min) Avg Cost/kWh Total Cost Health Drop Time Viol. ENS (%)
MFG Kk e 2. 8.8.8 ok ok 2. 8. 8. 8¢ 2. 8. 8.8 ¢ 2. 8.8.8.¢ ok oy ok e
MFTG . 8.8 8¢ ok ke ok ke ok Kk 2. 8.8.8. ¢ ok ke ok Kk ok Kk ok ke
RL Ko Koo Sesede ke * el Kool ke Koo * e
DRL 2. 8.8. 8. ok e 2. 8.8.8.¢ 2. 8.8.8 ¢ ok ok ok 2 8. 8.8 ¢ % % %k ok

to balance system-wide constraints with individual cost and
battery health considerations. The results confirm the origi-
nal objectives: each method exhibits specific advantages and
trade-offs when tested in simplified versus extended multi-
day scenarios. MFTG surpasses MFG by handling localized
constraints more effectively, and DRL emerges as the most
adaptable solution, capable of dynamically responding to
volatile pricing, diverse arrival patterns, and battery health
constraints.

Nevertheless, certain aspects remain open for future
research. First, implementing hybrid approaches that com-
bine Partial Differential Equation-based equilibrium in-
sights with data-driven adaptive components could unify the
strengths of both frameworks. Second, enhancing the com-
putational scalability of DRL, through distributed training or
specialized function approximators, would improve its fea-
sibility for real-time applications. Third, incorporating more
nuanced user preferences and psychological factors—such
as varying tolerance to battery degradation or distinct utility
functions—would bring the coordination models even closer
to real-world operation. Finally, extending this analysis to
incorporate V2G (vehicle-to-grid) services or coordinated
storage-discharge regimes would further reveal the potential
of learning-based methods to maximize grid reliability and
economic efficiency.

A complementary direction is to elevate DRL inter-
pretability to a first-class objective. Promising lines include:
embedding interpretability constraints during training (spar-
sity, monotonicity, or additive structure) to yield policies
with simpler decision boundaries; distilling trained actors
into transparent surrogates with measured fidelity and run-
time conformance checks; generating standardized attribu-
tion and counterfactual reports for safety cases; and verifying
distilled “guardian” policies over critical operating regions.
These steps would facilitate certification and human over-
sight without unduly sacrificing control performance.

These avenues underscore that while mean-field and
reinforcement learning formulations already offer robust
mechanisms for addressing large-scale EV charging coor-
dination, deeper integration and refinement will be needed
to address next-generation challenges in smart mobility and
sustainable power systems.
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