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Abstract— Eyeframe lens tracing is an important process
in the optical industry that requires sub-millimeter precision
to ensure proper lens fitting and optimal vision correction.
Traditional frame tracers rely on mechanical tools that need
precise positioning and calibration, which are time-consuming
and require additional equipment, creating an inefficient work-
flow for opticians. This work presents a novel approach based
on artificial vision that utilizes multi-view information. The
proposed algorithm operates on images captured from an
InVision system. The full pipeline includes image acquisition,
frame segmentation to isolate the eyeframe from background,
depth estimation to obtain 3D spatial information, and multi-
view processing that integrates segmented RGB images with
depth data for precise frame contour measurement. To this
end, different configurations and variants are proposed and
analyzed on real data, providing competitive measurements
from still color images with respect to other solutions, while
eliminating the need for specialized tracing equipment and
reducing workflow complexity for optical technicians.

I. INTRODUCTION

In the manufacturing industry, precision and exactitude are
paramount. This is particularly evident in the optical sector,
which is recognized for its stringent quality standards, where
the most demanding applications require accuracy at the mil-
limeter scale. A representative example is the optical tracer,
an instrument employed to measure the geometry of eyeglass
frames in order to ensure the correct cutting of lenses. By
integrating principles of optics and metrology, optical tracers
enable the inspection and analysis of complex surfaces with
exceptional precision. For many years, conventional tracers
have been utilized to capture the geometry of the wide variety
of frames available on the market. However, as industrial
practices evolve, there is an increasing demand for enhanced
efficiency, higher processing speeds, and improved accuracy.

Optical metrology [1] commonly relies on image-based
measurements, particularly the analysis of fringe patterns, to
reconstruct physical quantities of interest. In interferometric
techniques, images are produced through the coherent com-
bination of object and reference beams, resulting in char-
acteristic bright–dark fringe distributions. Methods such as
classical interferometry [2], holographic interferometry [3],
and digital holography [4] extract phase information from
these patterns, which arise from the superposition of two
smooth coherent wavefronts. Photometric stereo uses a set
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of images with different illumination conditions to jointly
infer the object geometry, reflectance, and lighting [5], [6].
Although these approaches differ in the underlying physics of
their image formation processes and in the interpretation of
fringe-related parameters, they share a common limitation:
their performance typically depends on highly controlled
experimental conditions, an assumption that is often imprac-
tical in real-world scenarios. That limitation underscores a
growing need for innovation in optical metrology. In this
context, the integration of computer vision methodologies
with optical tracing presents a promising and transformative
direction. To avoid the projection of patterns, artificial vision
can be considered. In this work we present a novel method
to measure eyeframes with great precision, using only RGB
images that will be exploited to infer segmentations and
depth maps that will help the final system.

Segmentation is a very important problem in artificial vi-
sion, where many approaches have been presented [7]. Tech-
niques based on dilated convolutions and pyramid pooling
have significantly advanced segmentation performance [8],
leading to solutions such as DeepLabV3+ [9], which achieve
an effective balance between accuracy and computational
efficiency. These methods add a decoder on top of the back-
bone which is normally modeled by ResNet [10] variants,
MobileNet [11] and EfficientNet [12]. Transformer-based
architectures have also become increasingly relevant, with
models such as the Vision Transformer (ViT) [13] and Seg-
Former [14] demonstrating strong performance by capturing
long-range pixel dependencies. This capability enables more
precise boundary delineation and improved contextual under-
standing. More recent methods include Segment Anything
Model (SAM) [15] or its more modern version SAM2 [16]
capable of generalizing across various segmentation tasks
with good zero-shot performance.

Obtaining accurate depth maps has long been a cen-
tral challenge in the field, as depth constitutes a critical
cue for both measurement and reconstruction tasks. Depth-
map–based approaches typically employ deep learning for
depth estimation and subsequently integrate the estimated
maps using traditional fusion algorithms. Among learning-
based strategies, depth-map methods [17], [18] represent the
dominant family because they inherit key advantages of clas-
sical pipelines [19], [20], effectively decomposing 3D recon-
struction into two stages: depth estimation and depth fusion.
Supervised multi-view stereo (MVS) algorithms generally
follow a standard processing pipeline comprising feature
extraction [17], [21], [22], [23], [24], cost-volume construc-
tion [17], [25], [26], [27], cost-volume regularization [25],



[27], and depth inference. More recently, architectures such
as Depth Anything [28] have been proposed to predict depth
from single images, drawing inspiration from transformer-
based models [29]. These methods achieve superior zero-shot
depth estimation performance compared to previous models
such as MiDaS [30] and ZoeDepth [31].

In this paper, we present a computer vision-based algo-
rithm for optical frame measurement, examining whether
our method can achieve results that meet optical quality
standards –it must provide sufficient precision to measure
the frame radius for lens edging– while simplifying and
accelerating the measurement process. To frame the problem,
the study will concentrate on full-frame glasses, excluding
semi-rimless or rimless designs.

II. METHOD

In this section we introduce the algorithm to extract the
final eye-frame trace. We first present the acquisition system
we use, the segmentation pipeline to extract the glasses, the
way to infer depth maps and finally, the trace measurement
system that exploit both segmentation and depth information
together with multi-view RGB data. In our final system, we
describe different modalities to solve the problem.

A. InVision system

For acquisition, we propose using a tower-mounted In-
Vision system (see Fig. 1) that is used in literature as a
centering solution for eyeglasses. Using it, we observe users
who wear the eyeframe at approximately 50 cm. It has four
calibrated cameras and works with two types of lighting:
visible and infrared. A single shot captures images from the
four cameras synchronously. The pipeline for the cameras
does the required color corrections and rectifies the images
based on the distortion coefficients of the camera.

B. Segmentation

We now introduce the main details in our segmentation
approach, including the dataset we use as well as the
corresponding algorithm.
Dataset. One of the key points in the segmentation step is
the creation of a custom dataset for a finetuning process.
The dataset is composed of real measures from more than
20 InVision systems distributed around the world. As noted
before, the images are taken by groups of four cameras per
InVision measure. The final set contains 1,002 images, each
one with a labeled mask by exploiting the tool CVAT.ai [32].
The dataset includes all possible camera views.

Before proceeding and to enhance the model’s ability to
generalize and perform robustly on unseen data, we adapt our
dataset by means of normalization and data augmentation as
follows. First, the pixels are normalized for each channel
with a mean and standard deviation. Their values will be
computed for each channel independently. This standard-
ization is crucial for neural network training stability and
consistency, ensuring that all input features are on a similar
scale. Second, a comprehensive data augmentation strategy
is implemented to expand and diversify the training set,

Fig. 1: Invision Head. The acquisition system consists of four calibrated
cameras and two sources of light: visible and IR. Just the 1296�1296 RGB
images are considered in this paper.

improving model generalization. The applied transformations
include: geometric transformations, noise injection, color and
contrast adjustments, blur and sharpness variations, as well
as color space transformations. All augmentations are applied
stochastically, i.e., governed by predefined probabilities, en-
suring that each training epoch presents a unique set of
transformed samples. This diversity improves the ability of
the model to generalize to real-world and unseen data.
Method. Inspired by SAM2 [16], we present our approach to
handle the segmentation problem. Particularly, the model is
a transformer architecture with streaming memory for real-
time video processing. At the core of SAM2 [16] is an image
encoder that uses a pre-trained Hiera [33] model based on the
masked autoencoders architecture. This encoder generates
feature embeddings for each frame. The memory attention
mechanism then conditions the current frame features on
past ones, predictions, and new prompts using transformer
blocks with self-attention and cross-attention mechanisms.
Moreover, this method incorporates a memory system to
maintain context across frames. The memory encoder gen-
erates memories by combining downsampled output masks
with unconditioned frame embeddings. Using hierarchical
features during decoding for enhanced performance, it pre-
dicts multiple masks and propagates the highest Intersection
over Union (IoU) one across the frames. The model also
includes a dedicated head to predict whether the object
of interest is present in the current frame. To preserve
fine details, the method also incorporates skip connections
from the hierarchical image encoder to the mask decoder.
This model is fine-tuned in our dataset, demonstrating high
adaptability across diverse environments and computational
resources. Following SAM2 [16], we also propose four
models denoted by tiny, small, base+ and large, and they
vary in the number of parameters of each model. The model
is designed to segment the background while preserving
the frame structure. This approach significantly reduces the
complexity of subsequent processing steps. Small residual
regions of the human face appearing around the frame
boundaries are not considered a significant limitation for the
model’s performance.

C. Depth estimation

A key point in-depth estimation is how it is represented
in the model’s output and how it should be fed into the



final model for trace prediction. In computer vision, a dense
map is a common approach for depth representation. Each
pixel in the map corresponds to a value, which indicates the
distance between that point in the scene and the camera.
The map provides depth information for every pixel in the
image, rather than just sparse points as LIDAR does [34].
The maps show the distance between the camera and the
object at each pixel. There exist two common approaches
to represent depth: absolute and relative. For the absolute
case, the depth values represent real-world distances, like
millimeters or centimeters. This is commonly used for tasks
like 3D reconstruction and robotics, where precise scale is
necessary. For the relative case, the depth values represent
depth differences across the images or a segment of the
image and usually look like an image showing values from
0-255, or other common scales. That means the values only
show how far objects are from each other rather than from the
camera in a real-world metric. This is a common approach in
applications like monocular depth estimation, where absolute
distances may not be available. They represent closer objects
with higher values than those that are farther from the
camera. The absolute approach provides real-world distances,
although it is highly susceptible to noise and holes in the final
results. In contrast, the relative approach does not provide
such precise information since the depth values are relative,
but it offers a more robust prediction, and therefore, we will
use this type of depth map.
Method. To incorporate depth information into our frame-
work, we rely on depth-map estimation methods previously
explored in the literature [23], [28], [35]. In our setting,
the depth map serves primarily as an auxiliary source of
information that supports more accurate predictions within
the final trace model. For this purpose, we adopt Depth
Anything [28], a pre-trained deep learning model for relative
depth estimation that achieves high-quality results without
the need for task-specific finetuning and demonstrates strong
generalization across diverse scenarios. This characteristic is
particularly important for our work, as ground-truth depth
measurements are not available. We consider three model
variants differing in encoder capacity: ViT-S (24.8M), ViT-
B (97.5M), and ViT-L (335.3M), where the number in
parenthesis represents the number of parameters.

D. Trace measurement

Now, we introduce our trace model by exploiting input
RGB images in combination with segmentation mask or
depth information that were inferred above.
Dataset. A new dataset with 500 measurements (4 images for
each one) is introduced for training the frame tracer model
that consists of real observations collected using two different
InVision systems. Each data sample includes the model input
and its corresponding frame trace as output. The frame trace
is defined as a series of radial measurements, where each one
represents the distance (radius) from a defined optical center
(the geometric center of the frame) to the inner edge of the
frame along a specific angle. Each trace contains 600 points
per eye frame, with all data stored in a text file. Frame traces

Fig. 2: Color and depth information to obtain measurements. The figure
shows a particular image acquisition, its corresponding depth information;
as well as the same information after applying our segmentation model to
infer the region of interest (this represents our input data).

are acquired using a commercial tracer device. Similar to the
segmentation task, training a network able to measure the
frame trace requires a preprocessing and data augmentation
stage, which is even more important when working with a
limited dataset.

The preprocessing step consists of pixel value normal-
ization applied separately to each image modality, assuring
faster training and gradient stability. Furthermore, the labels,
i.e., the trace measurements, are normalized using standard
normalization.

This normalization ensures that the data have zero mean
and unit variance, which improves convergence behavior
during network training. For data augmentation, we use the
same strategies as in the segmentation task (see section II-B).
Method. In this work, we propose a tracer model that
utilizes, as input, a 4D tensor composed of an RGB image
concatenated with an additional depth channel, four times,
one per image. This design enables the model to leverage
both color and geometric information via its depth, thereby
facilitating more accurate estimations by exploiting the im-
plicit 3D structure of the object learned from prior data.
At this stage, the information obtained from the preceding
steps is incorporated, i.e., the segmentation masks and the
corresponding depth maps. The segmentation mask is applied
uniformly across all four channels, ensuring that only the re-
gions of interest are retained while background and irrelevant
areas are removed. This preprocessing step allows the model
to focus on the salient portions of the input, thereby reducing
background interference and promoting specialization in a
more constrained set of features. Consequently, the approach
contributes to a more compact model with improved pre-
dictive accuracy. Fig. 2 illustrates an example of the input
tensor, comparing the data before and after the application of
the segmentation mask on the region of interest. Our system
uses this last information as input.

From each sample acquisition, two distinct images are
generated, each corresponding to one eye. The rationale
behind this strategy is to expand the training dataset while
reducing the complexity of the learning problem. Instead of
processing the entire image, where the model would be re-
quired to infer two separate frame traces simultaneously, the
proposed approach feeds the model with a single eye frame
per input. Under this assumption, the model is expected to
effectively capture the object’s 3D spatial representation.

MVS models are well suited for this task, as they aggregate
information from multiple viewpoints to extract 3D structural
features. By leveraging four available image views and a 4D
input representation (RGB plus depth) per view, the model



Fig. 3: Main architecture for eye-frame trace. Multi-view RGB and depth
channels are processed at the same networks.

is designed to produce accurate 3D measurements. The
proposed approach emphasizes two core components within
the MVS framework: the feature extraction module and the
feature fusion strategy. As a feature extraction module, we
take inspiration by EfficientNetV2 [36] and its variants (S, M,
and L), which offer an excellent balance among performance,
model size, and computational efficiency. Moreover, the
availability of multiple architecture scales allows for a direct
comparison across configurations, facilitating the selection
of the most suitable variant without structural modification.
The overall architecture employs a shared feature extractor
network, as illustrated in Fig. 3.

The fusion of features across multiple views constitutes a
fundamental component of MVS frameworks. Several aggre-
gation strategies addressing this aspect have been explored
in prior work [37], [38]. Two alternatives are considered:
early fusion, and late fusion. In early fusion, feature inte-
gration occurs at the convolutional level. Each input view is
processed by a shared subnetwork to produce feature maps,
which are then concatenated across views. Two aggregation
methods can be exploited here: Max-pooling across the view
dimension or convolution to learn optimal view combina-
tions. In late fusion, each view is independently processed
to obtain feature vectors which are then aggregated using
either max-pooling over views or fully connected fusion,
which learns weighted combinations of all view features.
Late fusion preserves high-level semantic information and
introduces fewer additional parameters than early fusion.

III. EXPERIMENTAL RESULTS

Next our experimental evaluation on real data is presented,
providing both quantitative and qualitative evaluations in all
modules we propose.

A. Segmentation

We begin by evaluating the segmentation strategy to
assess its effectiveness in accurately extracting the regions
of interest. As mentioned above, we examine multiple model

TABLE I: Segmentation evaluation for several configurations. The table
reports model size (in Mb), inference speed (in Hz), and IoU, for different
configurations.

Metric Tiny Small Base+ Large
Size [Mb] # 38.9 46.0 80.8 224.4
Speed [Hz] " 47.2 43.3 34.8 24.2
IoU " 0.902 0.922 0.951 0.961

TABLE II: Final Segmentation results after finetuning. Three configura-
tions are finetuned on the custom dataset. The table reports the train and
test losses as well as the corresponding IoU.

Metric DeepLabV3 [9] Small Base+
Train Loss (Dice loss) # 0.367 0.362 0.348
Test Loss (Dice loss) # 0.367 0.363 0.348
IoU " 0.931 0.938 0.958

configurations with varying capacities, denoted as tiny, small,
base+, and large. A comparative summary of the results,
including model size, inference speed, and IoU, is presented
in Table I. As shown, the small, base+, and large models
yield comparable performance, all significantly outperform-
ing the tiny configuration. In general, prediction performance
improved with larger model sizes, but inference time also in-
creased accordingly. However, due to its high computational
cost and memory requirements, the large model is excluded
from further consideration. Balancing IoU against model size
and inference efficiency, both small and base+ variants are
selected for fine-tuning on our dataset.

To this end, the segmentation model was fine tuned on
a total of 1,002 images with 1024�1024 pixels: 752 for
training, 100 for validation and 150 for testing. A batch size
of 4 and an Adam optimizer with a learning rate of 0.0001 are
used. The loss used is a mix of Cross entropy loss and IoU
loss. After finetuning, the updated results are summarized
in Table II. As shown, the base+ configuration achieves
the highest performance, reaching an IoU of 0.958, an
outstanding outcome for a few-shot segmentation scenario.
Representative examples of this configuration are illustrated
in Fig. 4-bottom, highlighting the high segmentation quality
attained by the proposed method. In fact, this solution is more
accurate with respect to that provided by DeepLabv3+ [9]
(see last column in the figure). Once the segmentation is
inferred, a final mask per eye can be easily extracted. It is
worth noting that there is some overlap with the user’s nose
in some cases (see fourth column in the figure), although this
rarely happens and therefore does not drastically affect our
solution. These masks are finally adapted to the resolution
of our system, that provided in the inVision system.

B. Depth estimation

We now evaluate the depth estimation module that was
introduced above. Because 3D ground truth is not available,
we just report a qualitative evaluation.

As was introduced, three variants are considered as a
function of the encoder size: ViT-S, ViT-B, and ViT-L. For
this experiment, we use the next configuration:

� The model is tested with images of 518�518. They are
also normalized with standard normalization.




