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ABSTRACT

This work introduces a novel variational approach to uncali-
brated photometric stereo for robustly recovering 3D surface
shape, reflectance, and lighting from images under unknown
illumination. Unlike classical methods that require calibra-
tion, this framework formulates the task as an unsupervised
joint optimization problem for both diffuse and specular re-
flectance. The proposed method incorporates a specialized
depth regularizer that acts separately on interior regions and
object boundaries, substantially improving depth and albedo
estimation. Optimization is performed via a lagged block co-
ordinate descent scheme, alternately updating surface depth,
normals, lighting, and albedo components. The effectiveness
of this approach is validated on both synthetic and real-world
datasets, where it demonstrates strong quantitative improve-
ments over baselines, especially near object boundaries and
in regions with specular highlights. The results show that
a physically-motivated variational framework can faithfully
recover geometry and reflectance from uncalibrated multi-
illumination images, advancing the state of the art.

Index Terms— Uncalibrated Photometric Stereo, Shad-
ing and Specularity, Unsupervised Vision.

1. INTRODUCTION

Photometric Stereo (PS) is a fundamental technique for 3D
reconstruction [[1} 12} 3} |4} 15} |6] based on analyzing multiple
images of a static object captured from a single viewpoint
under different lighting conditions. Initially, the predomi-
nant approach to solving this problem involved inverting a
physically-informed image formation model under the as-
sumption of controlled lighting conditions [/, [8, [9]. While
these calibrated methods offered robust and accurate recon-
structions, their applicability was largely confined to lab-
oratory settings, where extensive lighting calibration was
feasible and required. To overcome these limitations, un-
calibrated formulations were introduced, relaxing the strict
assumptions associated with lighting control. However, these
approaches inherently suffer from an ill-posed nature, as the
recovered surface normals, which encode the object’s shape,
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are determined only up to a linear ambiguity [7]. Solv-
ing PS under uncalibrated and general lighting conditions
remains a highly challenging and relatively underexplored
problem. Notable exceptions include approaches that incor-
porate coarse 3D reconstructions as priors [10} [11], employ
spatially-varying directional lighting models [12], or address
both Lambertian [[13] and non-Lambertian [4, [14] reflectance
properties. The quality of the resulting 3D reconstructions
remains heavily dependent on the initialization of the opti-
mization process [[15,[16]], a dependency that often limits the
reconstruction’s ability to capture fine geometric details. In
recent years, deep learning-based methods have also been
proposed [} 22} 3L 117, [18} {19} [20L 21]], usually relying on end-
to-end architectures that utilize ground-truth parameters for
supervised training. These models aim to learn implicit rela-
tionships between surface geometry, lighting, and reflectance
characteristics. While such approaches have demonstrated
promising results, they often lack physical interpretability,
making it difficult to gain insight into the underlying inter-
actions between illumination, surface shape, and reflectance
behavior. A further significant limitation lies in the scarcity of
large-scale datasets for training, which must encompass com-
plex 3D geometries, varied lighting conditions, and realistic
specularities.

Beyond the Lambertian assumption, the complexity in-
creases substantially for non-Lambertian objects, as their
appearance often comprises a combination of specular and
diffuse reflection components. Unfortunately, recent tech-
niques [4, [22]] often treat the specular component as ad-
ditive noise merged within the diffuse component. These
approaches diminish both the interpretability of the model
and its capacity to accurately represent specular reflections,
consequently leading to suboptimal reconstruction outcomes.

This work directly tackles these challenges by introduc-
ing a novel physics-based algorithm for uncalibrated PS un-
der general lighting conditions, operating in an unsupervised
framework. To this end, we propose a joint formulation that
explicitly models both shading and specular components for
enhanced 3D reconstruction. The method leverages all rel-
evant properties of the problem, including surface normals,
lighting conditions, and observation directions, to guide the
reconstruction process, resulting in more accurate and physi-
cally consistent solutions compared to existing approaches.



2. JOINT REASONING FOR PS

Let fIf R2g denote a set of visual signals indexed by
i = f1;:::;1g, each captured under varying illumination
conditions and composed of ¢ = f1;:::; Cg color channels.

These signals depict a rigid object that is to be reconstructed.
For this object, let S I¥ represent its shape segmentation
within the set of signals. The silhouette boundary of the ob-
jectisdenotedby B S, where S comprises P pixels located
within the silhouette of the object’s shape, and B corresponds
specifically to the boundary pixels. Furthermore, we define
the region enclosed by the silhouette boundary as W = SnB,
which contains all interior pixels of the silhouette, exclud-
ing those on the boundary. Inspired by the Phong reflection
model [23]], the radiance observed at a given pixel p can be
represented as the sum of two additive components: a diffuse
term that is independent of the viewing direction, and a spec-
ular one that is view-dependent. In this paper, we propose a
joint reasoning with shading and specularities for 3D recon-
struction. Accordingly, the surface reflectance at all P pixel
locations p = [u; v]™ 2 S can be modeled by aggregating the
individual luminance contributions from all incident lighting
directions w as follows:
z

HOESS ac(p)“L(w) max(0;w Nn(p))dw
* se(p)“L(w)spec(w; n(p); V)dw; (1)

where S? denotes the unit sphere in R3. fac(p); sc(p)g 2 R*
represent the color-channel-specific diffuse and specular albe-
dos at pixel location p, respectively; the function ‘ic(w)
indicates the intensity of the incident illumination; n(p)
corresponds to the unit-length surface normal at the surface
point associated with the p-th pixel, and spec(w; n(p); v) =
max 0; 7n(p) TV w
kn(p) + vk
vector, oriented from the camera towards the object sur-
face [23]. As vectors n(p) and Vv have unitary norm, i.e.,
k n(p) k= 1 and k v k= 1, the term can be approximated as:

, with v the viewing direction
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obtaining spec(w; N(P); V)
It should be noted that this approximation, given in Eq. @),
becomes more precise as the vector n aligns more closely
with V. Since V is a fixed vector representing the camera’s
viewing direction, this implies that the approximation is more
accurate for normals that coincide with the camera’s direction
and less accurate for those that form a larger angle between n
and V.

It is worth noting that our formulation in Eq. (I}) explic-
itly models both terms, shading and specularity, considering

Zinmax(o;n(p) w+v w)".

the physical relation between all the properties in the prob-
lem instead of assuming the specular contribution as a pure
noise [4} [22]]. To make the problem tractable, and follow-
ing [24], both components can be modeled using a spherical
harmonic approximation by applying the Funk-Hecke theo-
rem [235]], obtaining:

I7(p)  ac(p)lal h[nl(p) +sc(p)lst h[nl(p); (3)

where h[n] 2 R and flal;lslg 2 R are the first- or
second-order harmonic lighting images and coefficients, with

2 T4; 9q, respectively. To bypass the complexity associated
with inferring normal vectors in a nonlinear manner, each
surface normal N[z] is parameterized based on its depth under
perspective projection [13]].

With these ingredients, the PS problem in an uncalibrated
fashion (see Eq. (3) consists in retrieving the 3D shape of the
object (via its normal vectors N(pP)) together with the quanti-
ties ac(P), Sc(P), lat and ls, all of them, from the signal set
flig.

Optimization problem. Model parameters can be esti-
mated through the minimization of the image rendering error
computed across all observed points within the entire set of
visual signals [26]. A residual function to measure the differ-
ences between the anticipated intensity and the actual one at
the j-th pixel Fi.c.j( p; @c:p; lag; Sc:p; Ust; Z) is defined as:
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being Bp[z] a linear parametrization on depth. In addition to
the data term, four regularization priors are introduced. The
first two enforce smoothness and sparsity on the albedo and
specular maps, respectively. The last two represent the piece-
wise regularization terms of the depth map. The former en-
forces smoothness on the object’s boundary, whereas the lat-
ter targets the whole surface within. Then, the total cost func-
tion D( ; facg; flaly; Fscg; flsig; z) can be written as:
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where 4, s, pand  are the weight parameters for each
regularization term, j:j indicates a Huber norm, r is the

X2

spatial gradient operator, and > (X) = Zlog 1+ —

is Cauchy’s M-estimator, where is a scaling coefficient.
Given that the previous problem is highly non-linear and non-
convex, a proper initialization is essential to achieve accurate



Dataset JoyfulYell Armadillo Lucy ThaiStatue Average
Mesh. MAE | RMSE | MAE | RMSE | MAE | RMSE | MAE | RMSE | MAE | RMSE
UPS [13] 1344 | 042 | 24.83 | 22.28 | 1443 | 214.26 | 23.74 | 30.73 | 19.11 | 66.92
UUPSPR [22]* 8.84 036 | 1458 | 1491 | 15.17 | 92.58 | 8.86 | 25.19 | 11.86 | 33.26
DUPS [4]* 7.93 0.55 | 14.56 | 24.58 | 16.02 | 172.48 | 1529 | 28.04 | 13.45 | 56.41
Ours 9.84 0.80 | 12.64 | 14.33 | 10.19 | 57.19 | 8.78 | 15.73 | 10.36 | 22.01

Table 1. 3D reconstruction evaluation and comparison. The table reports the MAE results in degrees and RMSE, for
UPS [13], UUPSPR [22], DUPS [4] and, our method. For each column, the lowest values are highlighted in bold and the
second lowest values are underlined. * Error value reproduced from [22].

results. For this reason, a minimal surface initialization [[15]]
is exploited. Ultimately, a lagged block coordinate descent
algorithm is used to minimize D in Eq. (5).

3. EXPERIMENTAL EVALUATION

We now present both quantitative and qualitative evaluations
of the proposed method using synthetic and real datasets. To
this end, we compute the Mean Angular Error (MAE) be-
tween the estimated surface normals N[z] and the ground-
truth normals Ny¢[z], defined as:

1 X (ngelzD)p (N[z])p

MAE = — arccos - — -
P ooy 1(Nge[z])pi i(N[2])p]

(6

In addition to that, we also compute a Root Mean-Square Er-
ror (RMSE) between the estimated z, and ground-truth th
depth maps as:

X
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We propose employing both evaluation metrics in a com-
plementary fashion to enable a more comprehensive assess-
ment of reconstruction quality. Additionally, the individual
error values, prior to averaging, can be visualized to support
a more qualitative analysis of the results. The angular error
metric is particularly well-suited for quantitatively assessing
the overall accuracy of the reconstruction, and is effective in
highlighting subtle, localized discrepancies. In contrast, the
depth error metric is more appropriate for detecting and an-
alyzing large-scale deviations, such as smooth geometric de-
formations across extensive surface regions or offsets induced
by surface discontinuities. Following [4}[13]], we utilize first-
order spherical harmonics during the initial eight iterations,
after which we transition to second-order harmonics. Further-
more, specular components are consistently initialized using
zero-valued maps.

Synthetic datasets. We evaluated our method on four
challenging synthetic shapes rendered under varying lighting
conditions [27]]: Joyful Yell |2'7], Armadillo, Lucy, and ThaiS-
tatue (28], generated in accordance with the procedure de-
scribed in [29]. The experimental setup involved two main

stages. First, we fine-tuned the depth initialization algorithm.
The volume values were adjusted for each dataset as: Ar-
madillo (v = 3:984), JoyfulYell (v = 34:0), Lucy (v = 12:6),
and ThaiStatue (v = 6:27). Second, we optimized the weight
parameters within the cost function D(), selecting the values
that yielded the lowest reconstruction error. For each dataset,
the algorithm initialization comprises two steps: (1) the initial
albedo is set as the mean intensity across the 25 input images,
ac = mean(l1'); and (2) the initial specular map is initial-
ized as a zero-valued matrix, S¢ = 0. In our experiments,
weuse g = s= p= w =01 5 =45241 10 ?,

s =4:2221 10 2, , = 4:5241 10%, , = 4:5241 10%,
and =1:0.

Our results for these values are shown in Fig. As il-
lustrated on the right part, our method produces physically
plausible reconstructions that closely approximate the ground
truth in terms of 3D geometry and their corresponding nor-
mal maps in Fig.[2| In addition to this qualitative assessment,
we present a quantitative comparison against UPS [[13], UUP-
SPR [22]], and DUPS [4], three of the most accurate methods
currently available in the literature. The parameters for both
baselines were configured according to the settings specified
in their respective original papers. Quantitative results are
summarized in Table |I} where our method achieves a MAE
of 10.36 on average and a RMSE of 22.01. Notably, our
approach consistently outperforms UPS [13]], UUPSPR [22],
and DUPS [4], achieving relative improvements ranging from
14% to 84% for MAE, and from 51% to 304% for RMSE.
The best performance is observed on the ThaiStatue dataset,
which features a diverse set of complex surface structures and
fine details. Moreover, as shown in the second column of the
figure, our method is also capable of inferring specular com-
ponents, further demonstrating the effectiveness and versatil-
ity of the proposed approach across all evaluated datasets.

Real datasets. We further validate the effectiveness of
our approach through a qualitative analysis on four real-
world image collections [30]: Ovenmitt, Tablet, Face and
Vase. Thanks to that, a wide spectrum of geometrical fea-
tures, from broad, smooth areas to regions of high structural
complexity are considered. The collections also feature ob-
jects with distinct intrinsic albedos. Each scene was captured
under uncontrolled illumination, specifically a combination
of natural daylight and a freely moving LED light source.
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