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ABSTRACT

Suboptimal color representation often hinders accurate image
segmentation, yet many modern algorithms neglect this crit-
ical preprocessing step. This work presents a novel multi-
dimensional nonlinear discriminant analysis algorithm, Col-
orspace Discriminant Analysis (CSDA), for improved seg-
mentation. Extending Linear Discriminant Analysis into a
deep learning context, CSDA customizes color representation
by maximizing multidimensional signed inter-class separabil-
ity while minimizing intra-class variability through a general-
ized discriminative loss. To ensure stable training, we intro-
duce three alternative losses that enable end-to-end optimiza-
tion of both the discriminative colorspace and segmentation
process. Experiments on wind turbine blade data demonstrate
significant accuracy gains, emphasizing the importance of tai-
lored preprocessing in domain-specific segmentation.

Index Terms— Image Preprocessing, Colorspace Opti-
mization, Deep Discriminant Analysis, Blade Segmentation.

1. INTRODUCTION

Image segmentation partitions an image into homogeneous
regions and represents a fundamental problem in image pro-
cessing. Among visual features, color is crucial in achieving
comprehensive image representation and reliable segmenta-
tion [1} 2l]. Consequently, selecting an appropriate colorspace
is vital to achieve high segmentation performance.

Over the past decade, deep-learning techniques have
driven significant progress in image segmentation [3l 4],
including domain-specific industry solutions [5]. Most ap-
proaches rely on encoder—decoder architectures [6} [7]] and at-
tention mechanisms for enhanced performance [8} 9]]. Recent
models target efficiency in resource-constrained settings [10}
11]], while zero-shot methods such as SAM [[12] reflect the
versatility of transformer-based segmentation [[13}[14].

Despite these advances, segmentation algorithms rarely
optimize the underlying colorspace for domain-specific
needs. Traditional spaces such as RGB are designed for
general-purpose imaging [[15] and may fail to capture subtle
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Fig. 1: CSDA framework. Joint optimization of colorspace
and segmentation via discriminant and probability losses.

cues critical in specialized contexts. Moreover, hybrid spaces
that combine components of standard colorspaces [ 16415 17]]
also lack class-specific discriminability.

This paper addresses this gap by introducing a domain-
specific colorspace tailored for the target application. With-
out loss of generality, we focus on wind turbine blade seg-
mentation, where accurately isolating blades from the back-
ground is key for downstream defect detection and assess-
ment tasks [18| [19, 20]. This focus is motivated by typical
failure cases, where shadowed blade regions appear with in-
tensities opposite to those illuminated, leading to segmenta-
tion errors [S]. Inspired by prior work in face recognition
that uses class-based color information for discriminant anal-
ysis [21 22, 23], we build on Linear Discriminant Analy-
sis (LDA) [24]] to develop ColorSpace Discriminant Analysis
(CSDA). CSDA is a learnable nonlinear transformation that
integrates discriminant colorspace learning into an end-to-end
segmentation framework, outlined in Fig.[I| A neural network
jointly optimizes colorspace representation and segmentation,
enhancing class separability in the learned embedding.

Compared with existing face recognition methods, CSDA
proposes a multidimensional, nonlinear setting via deep dis-
criminant analysis (DDA) [25) 26]. Our formulation intro-
duces a signed between-class variance matrix and avoids
matrix inversion through three alternative CSDA losses, im-
proving training stability and performance. Experimental
evidence demonstrates that CSDA offers a robust and in-
terpretable solution for colorspace optimization, achieving
superior performance over current state-of-the-art baselines.

2. COLORSPACE DISCRIMINANT ANALYSIS

We propose a model that transforms input images into a new
colorspace where blade and non-blade classes are maximally
separable. Our approach builds on LDA [24], which seeks a
linear projection that maximizes class separability based on
the Fisher criterion: the ratio of between-class s; to within-



class variance s,,. In the two-class case, C; with 7 2 0, 1g,
this is defined as:
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where pc, and S%i denote the class mean and variance, re-
spectively. We extend this principle to a multidimensional set-
ting and further enhance discriminative power through non-
linear transformations optimized via gradient descent. The
resulting CSDA framework integrates these ideas into an end-
to-end model.

2.1. Multidimensional Discriminant Analysis

LDA transforms the original feature space into a lower-
dimensional one that emphasizes class separability, facilitat-
ing the classification of the classes. The dimensionality of
the projected space is at most C' 1, where C' is the number
of classes. In a binary classification, this results in a single
projection line. However, this reduction in dimensionality
may discard useful discriminative information.

To address this, we propose an extended multidimensional
LDA criterion that maximizes the trace of the between-class
scatter S, relative to the within-class scatter S,,,:
max Tr (S,,'Sy) with S = ey po)lue,  #e)”
Sy = SZCo + SZC1
where p. and S%i denote the mean vector and covariance
matrix of class C;, respectively. This criterion seeks to en-
hance class separability in a multidimensional space, retain-
ing discriminative information for classification.

2.2. Extending LDA to a Nonlinear Setting

The multidimensional Fisher criterion from Eq. (2)) is invari-
ant to any nonsingular linear transformation W. Thus, if
classes are not separable in the original space, linear map-
pings cannot improve class separability, due to the trace re-
mains unchanged under such transformations:

Tr ((W=S, W) Y(WZS,W)) = Tr (W 1S,(W™) 'wWZS,W)
=Tr(W 1S,$W) = Tr (WW 1S,1S;) = Tr(S,'S;) . (2)
This motivates the need for nonlinear approaches, which
can enhance discriminative power while preserving multidi-
mensionality. In this setting, analytical optimization is in-
tractable, so we resort to gradient-based methods. However,
directly optimizing the Fisher criterion (Eq. (Z)) can lead to
instability: the gradient of the between-class variance ¥Sb
may alternate in sign across training steps, as it depends on the

class means’ relative positions. Letting u := (uCo g, ),
the sign of rS; is then given by:
i .
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To address inconsistent training updates, we adopt a
signed between-class variance to ensure consistent gradient
directionality. Let D%9"(u) be a matrix whose diagonal cap-
tures the sign of each component of u, denoted by sign(u;),
and whose off-diagonal elements are one, then we obtain an
adapted discriminant function to improve class separability
in a nonlinear, multidimensional setting:

max Tr (S,' D" (e,  pe,)  Sp), with  (4)
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where d¢ g is the dimensionality of the projected colorspace.
The signed between-class variance is computed via the
Hadamard product  of DS9"(u) and S. This new criterion
introduces directionality by encoding class order information
into the loss, ensuring a consistent mapping in which, for each
feature dimension j 2 fl,... dcgQ, samples from Cyp are
mapped to higher values than those from C1, i.e., yo; > y1;.

2.3. Colorspace Discriminant Analysis Losses

To optimize the colorspace, we propose three alternative loss
functions derived from Eq. that avoid the instability in-
troduced by matrix inversion. These losses allow direct op-
timization of the colorspace for improved class separability
in a nonlinear deep network setting, ensuring that the learned
feature space maximizes discriminative power across classes.

CSDA Loss. The first loss adapts Eq. into a mini-
mization form by retaining both between- and within-class
variance in the numerator, avoiding matrix inversion. The
signed between-class variance enforces an ordering in which
positive-class components are consistently mapped above
negative-class components, i.e., y1; > ¥oj:

Lespa =Tr (Su;DSign(HCO Be) Sp) - (9

Logarithmic CSDA Loss. An analogous procedure is ap-
plied to the separability measure TT:((SSZ)) [27]. We adopt the
signed between-class variance and convert this ratio into an
additive form via logarithms. Since this signed matrix has
dcs diagonal terms within [ 1, 1], we shift the argument by
dcg + € to keep the logarithm well defined. Finally, a scalar

Ar controls the trade-off between both variance terms as:

I—g’r;‘)DA =In (dCS +e+Tr (DSign(p’Co p’Cl) Sb))
+ ArIn(des + e +Tr(Sy)). (6)

Delta CSDA Loss. Instead of minimizing a ratio, an-
other effective separability criterion is to optimize the sum
of between-class separation and within-class compactness
Tr(Sy) + Tr(Sy) [27], providing a simple but effective loss:

L(CS)DA =Tr (DSign(HCO ko) Sp) +ApTr(Sw) (- :
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Fig. 2: Visualization of colorspace transformatlons On
the left side, RGB input (top) and ground-truth mask (bot-
tom). On the right, the transformed image at various d¢g for
CSDAC ) with its corresponding estimated mask on its right;
accuracy, F1, and mIoU on top. See Sec. for details.
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Fig. 3: Segmentation performance across model variants
and colorspace dimensions. Detailed descriptions of the
model variants are provided in Sec.

2.4. Model Design

Both colorspace and segmentation models use a U-Net [28]]
and are trained end-to-end (see Fig.[I). The colorspace model
transforms an RGB image into an optimized representation
Y that serves as input to the segmentation branch, which pre-
dicts the mask KA given the ground truth M.

The total loss L = Lp + ApLppa combines our pro-
posed discriminant losses Lpp 4 from Sec. with a proba-
bilistic segmentation loss L p, balanced by Ap. Specifically,
we adopt the focal loss [29] for L p, which emphasizes low-
confidence predictions through exponential weighting.

2.5. Implementation Details

Input images are resized to 256 256, min-max normalized,
and augmented with flipping and cropping. We use Adam
optimizer with a learning rate of 10 “ and batch size of 8.
Our custom scheduler decreases the learning rate after three
epochs without validation improvement. Pixel probabilities
7 are generated using the sigmoid function. We set e = 10 8
in Eq. (6) for stable training. Balancing factors are A\p = 1.3
for focal and CSDA losses, and A\ = 0.5 for variance terms.

3. EXPERIMENTAL RESULTS

We assess CSDA via an analysis of the learned colorspaces,
an ablation on its color preprocessing, and quantitative and
qualitative evaluations across different windfarms. Our data
is comprised of images captured during drone turbine inspec-
tion following [S]. To emulate evaluation on newly acquired
images, the test set is sourced from different windfarms.
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Fig. 4: Qualitative comparison on test images for DDA,

Focal and CSDA. First two columns: input image and
ground-truth mask M. Next: estimated segmentation masks
from DDA( ), DDAU™ Focal, and CSDA( ) with accuracy,
F1, and mloU shown above.

3.1. Visual Exploration of Colorspaces

Figure [2] illustrates the colorspace transformation across di-
mensions dcog for CSDAC ). For dog = 1, the transformed
image Y is shown in grayscale; for dog = 2, as a partial RGB
image with a zero-filled channel; and for dog = 3, as a full
RGB image. Higher dimensions are visualized by grouping
channels into RGB triplets and padding with zeros if needed:
dcs = 4 yields two partial RGB images, dcs = 5 one full
and one partial RGB, and dcg = 6 two full RGB images.

At low colorspace dimensions, CSDA enhances contrast
by brightening either the blade or background (e.g., at dog =
2, the landscape is bright while the blade is dark). Increas-
ing dimensionality enriches the color palette: at dgg = 3,
blades appear green against a pink background; at dcg = 6,
the background spans orange to green while blades remain
gray. The model also reduces within-class variance, produc-
ing more uniform blade regions (e.g., the blade becomes con-
sistently green at dog = 3). Overall, CSDA adapts images
into discriminative palettes where blade and background in-
tensities are more clearly separated.

3.2. Ablation Study

We show that applying discriminant analysis for colorspace
preprocessing before segmentation improves accuracy over
using either discriminant analysis or segmentation alone. We
compare against three baselines: (1) Deep Discriminant Anal-
ysis (DDA): maps RGB input to a 1D feature map (dcs = 1)
using only the discriminant loss (L7 = Lpp4), with sigmoid
outputs thresholded for validation accuracy; (2) Focal Model:
a standard segmentation model trained directly on RGB im-
ages with focal loss (L7 = Lp); and (3) Two U-Net Model:
CSDA’s architecture but trained only with focal loss.

Figures [3|and [ exhibit that combining discriminant anal-
ysis with segmentation consistently boosts performance in the
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