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Abstract

Sports analytics has been revolutionized by advanced tracking technologies,
yet the integration of human pose estimation into performance metrics re-
mains underexplored in football. Estimating the probability of scoring from
a shot is a central task in football analytics and is commonly approached
through expected goals (xG) models. Progress in this area, however, is often
constrained by the limited availability of publicly accessible datasets that
include fine-grained biomechanical information. In this work, we present
xGHub, an open-source dataset of football shots enriched with player pose
estimation, body orientation, and contextual features extracted from broad-
cast video. The dataset is generated using an automated pipeline for player
detection and tracking, followed by an external verification process to ensure
annotation reliability. As a use case, we analyze how pose- and orientation-
related features can be incorporated into a standard xG modeling framework.
Our results indicate that 3D orientation information is informative for spe-
cific subsets of shots, while its contribution is limited in others, reflecting
the inherently non-linear nature of angular representations. This analysis
serves to illustrate the potential and limitations of the released annotations.
By making this dataset publicly available, we aim to support future research
on the role of player biomechanics in shot analysis and related football an-
alytics tasks.Sports analytics has been revolutionized by advanced tracking
technologies, yet the integration of human pose estimation into performance
metrics remains underexplored in football. Estimating the probability of
scoring from a shot is a central task in football analytics and is commonly



approached through expected goals (xG) models. Progress in this area, how-
ever, is often constrained by the limited availability of publicly accessible
datasets that include fine-grained biomechanical information. In this work,
we present xGHub, an open-source dataset of football shots enriched with
player pose estimation, body orientation, and contextual features extracted
from broadcast video. The dataset is generated using an automated pipeline
for player detection and tracking, followed by an external verification pro-
cess to ensure annotation reliability. As a use case, we analyze how pose- and
orientation-related features can be incorporated into a standard xG modeling
framework. Our results indicate that 3D orientation information is informa-
tive for specific subsets of shots, while its contribution is limited in others,
reflecting the inherently non-linear nature of angular representations. This
analysis serves to illustrate the potential and limitations of the released anno-
tations. By making this dataset publicly available, we aim to support future
research on the role of player biomechanics in shot analysis and related foot-
ball analytics tasks.
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1. Introduction

Sports analytics has become an increasingly vital component in mod-
ern sports, transforming the way teams, coaches, and fans understand and
optimize athletic performance. The proliferation of advanced tracking tech-
nologies [1, 2] such as player and ball tracking systems, has enabled the
generation of rich, high-resolution data that provides unprecedented insights
into the dynamics of sports competitions. This wealth of tracking data has
revolutionized the way sports are analyzed, allowing more informed decision-
making, enhanced player development, and the identification of strategic
advantages [3, 4]. Leveraging these data-driven insights has become a key
competitive edge, as teams strive to gain a deeper understanding of player
movements, team tactics, and in-game patterns. The ability to accurately
capture and analyze tracking data has become a crucial aspect of sports
analytics, fueling innovations in areas such as player performance optimiza-
tion [5], injury prevention [6, 7], and the development of advanced coaching
strategies [4, 8].

While the proliferation of wearable tracking devices has been instrumental
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in generating sports performance data, the use of computer vision techniques
has emerged as a compelling alternative approach. By leveraging advanced
computer vision algorithms, researchers and sports organizations can now
extract tracking data directly from video footage, without the need for in-
trusive wearable sensors. This camera-based tracking approach offers several
advantages, including the ability to capture data from multiple athletes si-
multaneously, the elimination of potential interference or disconnection issues
associated with wearables, and the potential for retroactive analysis of his-
torical game footage. Computer vision-based tracking leverages techniques
such as object detection [9, 10, 11], object tracking [12, 13, 14], and cam-
era calibration [15, 16] to accurately identify and monitor the movements
of players, balls, and other key elements within a sports environment. This
data-driven and non-invasive approach for tracking has become increasingly
sophisticated, enabling the generation of rich, high-fidelity datasets that can
provide deeper insights into athletic performance and team dynamics.

While advancements in sports analytics and computer vision have deliv-
ered unprecedented insights and improved experiences, the use of 3D player
skeleton data obtained through human pose estimation remains in its early
stages. Although current technology can accurately track player skeletons
well enough to support semi-automated offside technology [17] in official
broadcast feeds, most existing approaches in football (soccer) analytics con-
tinue to rely on 2D player positions or event-based data [5, 18, 19]. Further-
more, access to skeleton data remains highly restricted within the academic
community due to the challenges and high costs associated with its acquisi-
tion.

Unlike traditional data sources, skeleton data provides a more compre-
hensive representation of player movements by capturing not only positional
information but also body orientation and fine-grained actions. In recent
years, several datasets that contain skeleton data have emerged in different
sports contexts, including football [20, 21], basketball [22, 23], baseball [24],
athletics [25, 26], golf [27], and combat sports [28], just to name a few.
These resources have enabled significant advancements in various tasks, such
as object tracking [29], action detection and segmentation [30, 31], and even
automated competition performance scoring [32, 33]. Moreover, they have
opened the door to the development of advanced pose-based performance
metrics [34, 35, 36].

In football, as in other low-scoring sports, the scarcity of goals neces-
sitates capturing more subtle features to accurately evaluate performance.
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One prominent example is the expected goals (xG) metric [37, 38, 39], which
assesses the quality of a scoring opportunity by estimating the probability
of it resulting in a goal, based on historical data from similar shots. While
in its most advanced implementations the goalkeeper and opponent players'
positions are considered, we cannot overlook the fact that skeleton-based in-
formation such as the striker's orientation towards the goal or the goal's oc-
clusion percentage is rarely considered [35]. Instead, two-dimensional proxies
are commonly used by considering player locations into the planar �eld [40],
o�ering only a simpli�ed approximation as if we were looking at a football
penny game. Therefore, such representations would assign the same goal
probability to an overhead kick and a regular header, as well as to situations
involving a standing goalkeeper and a goalkeeper already lying on the ground.
Traditional xG models primarily rely on 2D positional data combined with
annotated categorical features, such as the body part used or speci�c body
postures. Their implementation typically ranges from conventional machine
learning techniques, including logistic regression [41, 42], generalised linear
models [43] and gradient-boosted trees [44, 40], to more recent deep learning-
based approaches [45]. Recent methods [35] have incorporated skeleton data
in xG estimation; however, neither the datasets nor the model architectures
have been publicly released. To address this gap, we introduce xGHub, an
open-source, comprehensive, and scalable collection of shot clips extracted
from broadcast footage of the �ve major European football leagues. For
each selected clip, we apply a combination of manual annotation and semi-
automatic labeling to capture the 2D positions of all players visible in the
camera view at the exact moment of the shot. Additionally, we annotate team
information, the shooter's tracklet, the body part used, the shot type and
the shot outcome. Furthermore, we estimate the shooter's orientation based
on human pose estimation to provide a richer representation of the shooting
context. xGHub is intended not only as a resource but also as a benchmark
for advancing open-source research in goal probability estimation, while lay-
ing the foundation for practical applications in developing novel performance
metrics for shooters, goalkeepers, and defenders alike. This makes it a valu-
able asset for both academic research and applied analytics in professional
football. To model these newly generated features, we propose converting
player skeleton data into orientation-based, single-valued numerical features.
Speci�cally, we represent player orientation using angles derived from pose
estimation, which are then fed into a gradient-boosted tree algorithm, such
as XGBoost [46]. This approach ensures the interpretability of the solution,
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requires fewer data compared to deep learning methods, and maintains the
tabular data format commonly used in event-based football analytics. This
work makes the following key contributions:

ˆ xGHub: A comprehensive dataset of shot situations, purpose-built to
advance research on shot-based performance metrics.

ˆ A pipeline integrating open-source modules to automatically extract
skeletal data from broadcast footage.

ˆ A novel skeletal-based orientation feature compatible with traditional
machine learning, with rigorous analysis of its impact on goal expecta-
tion modeling.

2. Related Work

We review prior research most relevant to our study, with a particular
focus on football analytics, especially expected-goals (xG) modeling, and on
studies that incorporate skeletal data in sports contexts.

2.1. Football Analytics and Expected Goals

Early approaches to football analytics date back to the 1960s, when Reep
et al. [37] observed a stochastic relationship between the number of shots
in a match and the resulting goals. Nearly three decades later, Pollard
et al. [47] applied logistic regression to estimate the probability of a shot
resulting in a goal, o�ering one of the �rst glimpses of what would later
evolve into the xG metric. In the modern era, Green [42] proposed mod-
eling shot probability to quantify which areas of the pitch are most likely
to yield goals. Caley [48] introduced the shot matrix database, which sta-
tistically analyzed Premier League shots across eight zones to examine how
shot location in�uences scoring probability. Extending beyond player loca-
tion, StatsPerform [42] incorporated contextual categorical variables, such as
play pattern and assisting pass type, into a logistic regression model, along
with a competition-wise adjustment. StatsBomb [40] introduced the use of
gradient boosting trees [49] and incorporated engineered features by replac-
ing location-based discrete variables with continuous feature representations,
modeling defenders and goalkeepers as 2D Gaussian distributions instead
of �xed-radius circles. Building on player positional data obtained through
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tracking methods. Anzer [50] further advanced xG modeling by incorporat-
ing player velocity as a feature, addressing the static limitations of earlier
approaches. Mead et al. [51] applied a gradient boosting method that incor-
porated new features such as the body part used and the timing of the shot
within the match, together with contextual variables including home/away
status, game week, team goal di�erence, and both current and previous sea-
son rankings. More recently, Nipoti et al. [52] employed Bayesian models
for uncertainty quanti�cation and enabled in-season model training. Ban-
dara et al. [53] employed a random forest model that incorporated features
from preceding events, thereby capturing the temporal dimension of player
actions. In terms of model explainability, several methods [45, 51, 54, 41]
employ shapley additive explanations [55] to gain insights into the contribu-
tion of each feature to the model's decision-making process, while aggregated
pro�les have also been widely applied [44, 54]. Moreover, Van Haaren [56]
utilized the explainable boosting machine algorithm [57], manually de�ning
interactions between features. Delving into deep-learning techniques, some
approaches [58, 45] have employed simple multi-layer perceptrons to estimate
goal expectancy. More recently, Xu et al. [35] incorporated skeleton data into
the task and implemented a graph neural network that models each shot as a
spatiotemporal graph, e�ectively capturing the complex interactions between
players body parts and the ball. However, neither the implementation code
nor the dataset used have been publicly available. In contrast, our approach
leverages an open-source dataset in which skeletal data, though limited to
the shooter, is available and can be extended. Furthermore, we implement
a minimal representation of shooter pose estimation that can be expressed
in tabular form and is compatible with non�deep-learning methods, enabling
lighter and more interpretable models.

2.2. Skeletal Data in Sports
Although the work of Xu et al. [35] was the �rst to incorporate skeleton

data into the goal expectation task, earlier studies had already explored its
use in other areas of football analytics. For example, Wear et al. [59] ana-
lyzed goalkeeper techniques in penalty and one-on-one situations using pose
estimation, while Reddy et al. [60] more recently examined goalkeeper move-
ment timing in penalty scenarios. In [61] was introduced a novel technique
for estimating player orientation from monocular video recordings by map-
ping body pose parts. Building on that, they later proposed a method [34]
that leveraged the orientation of o�ensive players together with the spatial
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con�guration of opponents to evaluate the feasibility of pass events. Yeung
et al. [20] proposed the 3D shot posture dataset, consisting of annotated 2D
pose sequences of shooting instances from professional football matches, and
AutoSoccerPose, a semi-automated pipeline for extracting 3D pose sequences
directly from professional football broadcast videos. However, their 2D-to-
3D pose-lifting approach does not operate in true football-pitch world coor-
dinates and is primarily designed to produce pose-based embeddings rather
than metrically grounded pose representations. Schepers et al. [36] explored
how player posture can improve our understanding of dribbling skills, cap-
turing novel aspects like balance, orientation, and ball control. Recently,
Fang et al. [62] present a novel method to predict football fouls with the
combination of video, bounding box position, and pose information.

In this work, we collect broadcast videos of shot situations and develop
a semi-automatic pipeline that integrates object detection, tracking, camera
calibration, human pose estimation, and manual annotations. This pipeline
produces player tracking data alongside the shooter's 3D pose, providing
an open-source platform for studying pose estimation e�ect in shot-based
football metrics, such as xG models.

3. xGHub Dataset

To establish a solid foundation for soccer shot analysis and to provide a
benchmark for advancing research in this domain, we introduce xGHub, the
�rst open-source dataset speci�cally dedicated to football shot evaluation.
In the following sections, we describe the data collection process and present
an overview of the dataset generation pipeline.

3.1. Dataset Collection

To construct the xGHub dataset, we collected untrimmed, full-match
broadcast videos from the SoccerNet [63, 64, 65] and SoccerReplay-1988 [66]
datasets, as well as from additional publicly available sources on the Internet.
The collection comprises a total of 704 matches from the �ve major Euro-
pean football leagues1, speci�cally from the 2015�16 and 2021�22 seasons.
For each match, we obtained second-level timestamps with annotations for

1Premier League (England), La Liga (Spain), Bundesliga (Germany), Serie A (Italy),
and Ligue 1 (France).
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speci�c event types from publicly available datasets [64, 66]. In this work,
we speci�cally focus on the shot-related timestamp annotations.

3.2. Semi-automated Data Curation

Given the nature of the dataset, we designed a modular pipeline that
combines manual and automated tasks for dataset generation. The pipeline
speci�cally includes: (i) temporal alignment, (ii) object detection, (iii) object
tracking, (iv) camera calibration, (v) 2D pose estimation, and (vi) 3D pose
estimation. The designed pipeline is illustrated in Fig. 1.

Temporal Alignment. First, we manually divide the full, untrimmed
match videos into two halves, each beginning at kick-o�. Note that videos
obtained from SoccerNet [63] and SoccerReplay-1988 [66] are already pre-
divided into halves. We then synchronize the second-level timestamps with
the divided videos and manually re�ne the shot-event annotations to accu-
rately identify the frame corresponding to the player-ball moment of contact,
thereby obtaining frame-level annotations for each shot event. Finally, each
shot is cropped into a one-second clip, with the player-ball moment of con-
tact positioned at the middle frame. The duration of the clip was determined
through extensive evaluation to minimize occlusions before and after the shot,
thereby facilitating the processing of subsequent modules.

Object Detection. For the multi-object detection module, we employ
RF-DETR [10], a state-of-the-art real-time object detection model. Speci�-
cally, we adopt the variant described in GSR-4 [67], in which the base RF-
DETR [10] is �ne-tuned on the SoccerNet-GSR dataset [68]. The resulting
detector is capable of accurately detecting humans on the football �eld, with-
out di�erentiating between speci�c match roles, such as players, goalkeepers,
and referees.

Object Tracking. For the multi-object tracking module, we adopt a
tracking-by-detection approach, aiming to identify football players and ref-
erees in video clips and generate corresponding tracklets. Speci�cally, we
employ BoT-SORT [14], a robust state-of-the-art tracker that leverages both
motion and appearance information. After applying the tracking module, we
manually classify the generated tracklets into di�erent categories. First, we
select the shooter tracklet. The remaining tracklets are then assigned spe-
ci�c match roles, including a teammate �ag indicating whether the tracklet
belongs to the same team as the shooter, as well as goalkeeper and referee
�ags. Additionally, clips deemed unusable due to heavy occlusions on the
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shooter tracklet, extreme motion blur, or low video quality, which could hin-
der accurate scene reconstruction, are removed from the dataset.

Camera Calibration. To accurately estimate the world-coordinate
positions of detected players, we employ PnLCalib [16], a state-of-the-art
optimization-based calibration pipeline that leverages a 3D football �eld
model and a prede�ned set of keypoints. For a given camera, we denote
the intrinsic matrix as K 2 R 3�3 , the radial distortion coe�cients as k 2 R 2,
and the extrinsic parameters as the rotation R 2 SO(3) and translation
t 2 R 3. We summarize the complete set of parameters as � = (K; R; t; k).

3D Pose Estimation To address the challenges posed by low-quality and
blurred videos, we apply a preprocessing step to facilitate accurate pose esti-
mation. Speci�cally, we employ NAFNet [69], an image restoration method,
to enhance videos a�ected by noise or blur. For the 3D pose estimation task,
we follow the approach in [70], where 2D body keypoints are �rst inferred
using ViTPose [71], followed by HMR using a HMR2.0 architecture [70].
Additionally, PHALP [72] serves as a 3D tracking system, leveraging tem-
poral information to predict the future state of each tracklet, including 3D
appearance, location, and pose. This tracking module aids our pipeline in
recovering 3D human meshes under challenging scenarios, such as occlusions
or rapid body movements. By integrating the camera calibration module,
the estimated 3D poses can be projected into world coordinates.

Additionally, we manually include extra annotations specifying the body
part used (i.e., right/left foot, head, or other), the shooting technique em-
ployed (i.e., regular, volley, backheel, or overhead kick), and the play pattern
(i.e., regular, from free kick and from corner). While the body-part anno-
tation distinguishes between left- and right-foot usage, the dataset does not
explicitly encode dominant versus non-dominant foot. Inferring foot dom-
inance would require additional manual labeling or external metadata and
is therefore beyond the scope of the current dataset, despite being a biome-
chanically relevant factor closely related to body orientation and a promising
direction for future extensions of xGHub. Moreover, while the dataset in-
cludes non-direct set-piece situations, direct shots from penalties, free kicks,
and corners are excluded, as these correspond to largely static play situations.

The xGHub dataset is released as a self-contained collection of annotation
�les and is available at https://github.com/mguti97/xGHub in an open-
source manner. The corresponding video clips are available under a non-
disclosure agreement that strictly prohibits commercial use and any form of
unauthorized distribution.
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Figure 1: xGHub generation pipeline. From an input video with n frames, where t �

denotes the shot moment, RF-DETR [10] detects all humans on the �eld. BoT-SORT [14]
generates tracklets, which are manually labeled to identify the shooter, teammates, and
goalkeeper, while removing referee tracklets. Camera parameters � are obtained using
PnLCalib [16]. The HMR2.0 & PHALP algorithm estimates 3D poses from the shooter
tracklet. Combining camera calibration and tracking data enables 2D player localization
and, together with 3D pose estimates, the extraction of 3D world-coordinate information
such as shooter orientation. Blue and red dots represent teammate and opponent players,
respectively, while the yellow dot denotes the shooter.

4. Expected Goal Modeling

In this section, we describe the machine-learning models, evaluation met-
rics, and feature engineering strategies employed for xG modeling.

4.1. Feature Engineering

Following [40], the features included in the models were designed accord-
ing to the following principles. First, the number of non-continuous features
is minimized, as discrete features can a�ect model behavior in borderline sce-
narios (e.g., the number of defenders within a speci�ed area). Second, when-
ever feasible, monotonic constraints are imposed to ensure that the learned
relationships adhere to an explicitly de�ned direction (e.g., the probability
of scoring decreases with increasing distance to goal). While this approach
does not generalize to all cases, particularly free-kicks and other set-piece
situations, its implementation generally leads to improved results. The only
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