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Abstract—Transferring large volumes of high-resolution im-
ages during wind turbine inspections introduces a bottleneck
in assessing and detecting severe defects. Efficient coding must
preserve high fidelity in blade regions while aggressively com-
pressing the background. In this work, we propose an end-to-end
deep learning framework that jointly performs segmentation and
dual-mode (lossy and lossless) compression. The segmentation
module accurately identifies the blade region, after which our
region-of-interest (ROI) compressor encodes it at superior quality
compared to the rest of the image. Unlike conventional ROI
schemes that merely allocate more bits to salient areas, our
framework integrates: (i) a robust segmentation network (BU-
Netv2+P) with a CRF-regularized loss for precise blade local-
ization, (ii) a hyperprior-based autoencoder optimized for lossy
compression, and (iii) an extended bits-back coder with hierarchi-
cal models for fully lossless blade reconstruction. Furthermore,
our ROI framework removes the sequential dependency in
bits-back coding by reusing background-coded bits, enabling
parallelized and efficient dual-mode compression. To the best
of our knowledge, this is the first fully integrated learning-
based ROI codec combining segmentation, lossy, and lossless
compression, ensuring that subsequent defect detection is not
compromised. Experiments on a large-scale wind turbine dataset
demonstrate superior compression performance and efficiency,
offering a practical solution for automated inspections.

Index Terms—ROI coding, image segmentation, variational
autoencoders, dual image compression, wind turbine inspections.

I. INTRODUCTION

HE maintenance of wind turbine blades constitutes a big
challenge for the wind industry, having an impact on the
entire value chain as blade defects can occur as a result of the
manufacturing, transportation and installation process [[1]]. On
top of the production and installation challenges, the wear and
tear of wind turbine blades over the 20-25 years of operation
represents a significant cost to the industry [2f], [3]]. Blade
defects can for most part be repaired, if discovered in time.
Hence, there is a great commercial significance in being able to
plan and react to blade defects in due time. In 2028, on-shore
and off-shore wind turbine repairs are estimated to address a
market of 3.2b dollars [4]] and 18b dollars [3]], respectively.
Wind turbine blade inspections are today used for repair
planning. Drones are utilized to capture blade pictures which
are later transferred to specialists, who process the data and
detect blade defects in order to design the repair campaign [6].
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The development of a faster service from inspection to deci-
sion making will have a direct positive impact on the wind
industry [7], [8[]. Time from inspection to repair is crucial as
curtailed or stopped wind turbines do not produce electricity.

The large amount of image data generated in wind turbine
inspections triggers a bottleneck delivering the assessments.
A drone inspection captures ~400 high-resolution images in
15min often in places with low-bandwidth connection [9].
A common use case would be uploading the data from an
off-shore windfarm. In these cases, current solutions imply
delivering the blade assessments later and, therefore, delaying
the blade repair campaign, which in the worst case causes
loss in production. Other solutions imply compressing the
images too much, which reduces its quality excessively. In
consequence, structural defects captured in these images could
become unrecognizable, making blade inspections worthless.

Since increasing the communication bandwidth is often
not a feasible solution, efficient image compression is nec-
essary without compromising the quality of the blade region.
However, current industry solutions such as JPEG2000 [10]]
have lower performance than learning-based image coders. For
instance, [[11]-[[13]] neural lossy methods exhibit significantly
better rate-distortion performance than JPEG2000 [10]. These
works have inspired state-of-the-art learning-based region-of-
interest (ROI) coders [[14]|—[|17]]. Despite their efficiency, none
of these algorithms support lossless coding.

Therefore, we propose a learning-based ROI coding frame-
work that supports dual compression: lossy and lossless. These
compression algorithms have been combined with a segmen-
tation model to derive our end-to-end ROI-eML coder: an
entirely Machine Learning (eML) driven algorithm designed
and adapted completely to blade imagery through learning.

First, the blade region is identified through segmentation by
means of a BU-Netv2+P (Blade U-Net with a post-processing
strategy) algorithm, inspired by [18]. A preliminary mask is
obtained using a customized BU-Net model, thereafter, this
is refined through hole filling [19] and grouped into blade
surface to train a simple random forest model [20], which
maps an RGB pixel and its surrounding neighbors to a binary
pixel from the preliminary masks. The trained model is used
to generate new masks to ensure an accurate detection of the
blade. Also, it enhances a major robustness along the distinct
blade surface images. To analyze and compare the robustness
of our solution, we introduce the acceptance-ratio curves to
demonstrate the feasibility of our segmentation algorithm.

Then, the image is divided into rectangular patches, clas-
sified as blade or background, generating a polygonal mask
coded through its corners. As shown in Fig. [I] the blade
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Fig. 1: Overview of our ROI algorithm for blade image compression. Our method begins by extracting a segmentation
mask using our proposed BU-Netv2+P. This mask is converted into a polygonal representation by classifying image patches
as either blade (ROI) or background. The polygon mask is then ef ciently encoded via its corner points. The background is
highly compressed with our lossy coder, while the blade region is coded either lossily —in better quality and less distortion—
or losslessly. In ROI lossless case, the background is rst encoded to provide its lossy bitstream for parallel bits-back coding.

patches are compressed either lossily introducing some minor ef cient compression of the blade region.
distortion or in lossless mode to avoid adversely affecting We enhance the BU-Net+P| [18] segmentation model
defect detection. An additional solution that our framework with CRF regularization and on-the-y random forest
supports is to just compress the blade region as a special case. ensembling. We further introduce acceptance-ratio curves
The lossy compression algorithm is implemented by means as a new reliability resource to assess robustness, and
of a variational autoencoder-like model based on non-linear propose an ef cient segmentation mask-coding algorithm.
convolutional Iters. This method is inspired by the approach We present, for the rst time, a fully operational learning-
presented in HP+EASN [21]. The rate-distortion trade-off is  based dual-mode ROI compression pipeline by integrat-
optimized end-to-end by applying uniform noise to contin-  ing entropy coding to produce actual bit rates and runtime
uously approximate the rounding quantizer. The distortion results. This conrms the framework's practicality for
term is calculated through the reconstructed image obtained large-scale wind turbine inspection applications.
from the autoencoder and the rate term is estimated using &he remainder of the paper is organized as follows. In

factorized prior probability model over the latent space [11lgection [1, we present the related learning-based image seg-
Bits-back coding|[22] leverages hierarchical latent variabl@entation and compression methods along with popular tradi-
models [23] to develop a lossless coder. Similarly to BBjonal coders. After that, Sectiofis|[lIVI include the underlying
ANS [24], it chains bits-back coding over the distinct imag@etails of our image segmentation and compression frame-
patches of a range Asymmetrical Numeral Systems (AN@brk. This part is subdivided into our four implementations:
stream [[25]. Bits-back coding is recursively applied to eaGRe segmentation algorithm, and the lossy, lossless and ROI
latent variable and its encoding and decoding operations @lgorithms. Sectiong V|[FX analyze the performance of these

rearranged to minimize the required initial bits, obtaining Bittpur methods. Lastly, Sectidn XI outlines our conclusions.
swap [26]. In our case, bits-back coding takes advantage of the

coded background region by using it as the initial bits required. [l. RELATED WORK

This_, releasgs Bit-swap from the sequential dependency w nlmage Segmentation

coding the image patches and enables our algorithm to code

the blade region using Bit-swap in parallel. Contemporary image segmentation is predominantly
The experimental results prove the feasibility of our segounded in learning-based models, with encoder-decoder

mentation algorithm. In addition to that, the viability ofarchitectures forming the backbone of state-of-the-art

the lossy and lossless implementations are demonstrateciproaches [27] [28]. The introduction of U-Ngt [29] marked

terms of compression performance and computational tinfeturning point in segmentation [30], [31], as it captures high-

comparing them with other state-of-the art solutions. Finall{gvel context and local details with skip connections. More

we focus on our ROI coder by analyzing how the blade regidgcently, attention has been incorporated to re ne feature

in uences the resulting compression and running performand@traction and improve segmentation accuracy| [32],| [33].

In brief, the main contributions of this paper are as followdnnovative designs such as ResNeSt| [34], which integrates

. channel-wise attention with multi-path representations, and

As far as we know, this is the rst framework that _ . . .
U-NetFormer [[35], which applies global-local attention over

integrates both lossy and lossless learning-based com- . . :
g y g the U-Net decoder. Advanced architectures now achieve high

pression. We gather these two algorithms with the se recision even with lightweight models, achieving favorable
mentation model in an end-to-end manner, obtaining the 9 9 ' ng
. trade-offs between accuracy and efciency in resource-

dual learning-based ROI-eML coder. . .
We introduce a novel strategy that removes the Seque(rzlgnstramed environments [36]-[38]. Furthermore, zero-shot
models [39], [40] demonstrate the exibility of transformer

tial dependency in bits-back lossless coding by reUSin%’chitectures in achieving robust segmentation across various
background-coded bits, enabling parallelized and time-~ . ; ng . 9
omains without domain-speci ¢ adjustments [41].



B. Image Coding of ROI coding to improve machine-vision tasks by allocating

) . , ) more bits to certain regions [72], [73].
There is a plethora of traditional compression algorithms to

address the ever-growing demand for ef cient image storage [1l. BU-NETV2+P: BLADE SEGMENTATION

and transmission. In general, traditional image coders involvesrhis section presents our Superviged blade-aware segmen-
a handmade design to pursue ef cient compression. Notabfition approach. To this end, we consider a learning-based
some worth noting are PNG [42], JPEG2000 [10], WebP [43hodel that is further re ned with a post-processing algorithm.
HEVC Intra [44], BPG [45], VTM [46] and JXL [47]. These Our improved version, BU-Netv2, builds upon BU-Net [18] by
routines rely on distinct techniques such as dictionary codefigtegrating Dense CRF regularization and on-the-y random
pre x coding, DCT and wavelet, arithmetic coding, predictivgorest ensembling optimized on the same blade surface images.
coding, variable length coding, chroma subsampling, contextThe BU-Netv2 masks are rened through three post-
modeling, intra prediction, progressive decoding among otheggocessing modules: a hole lling step, a random forest block
In recent years, the use of deep learning algorithms himt ensembles its outputs with the preliminary BU-Netv2
received great attention in lossy image compression. In [48)asks, and a latter hole lling step (identical to the rst). A
the authors propose an autoencoder-based recurrent neviglal representation of this algorithm is displayed in Fig. 2.
network with a binarized latent space that supports varialMext, we will introduce every component in our framework.
compression rates for small image patches. The mention'&d
method just focuses on optimizing the distortion for a given’ o
compression rate, while other models more related to ourt€t Xij 2 f0;:::;2559" W3 be the j-th image captured
work are end-to-end trained through joint rate-distortion opfom the i-th blade surface of a specic wind turbine, with
mization. [49] proposes a non-trainable prede ned function o total of J images for that specic blade surface. We aim
estimate the rate term. Other studies train a probability mod¥i identifying the region of the images where the blade is
for entropy estimation and apply different continuous approj@calized. Given the ground-truth segmentation magk 2
imations for quantization [11], [50]. Autoregressive modelt; 1g"" . we propose a dense-prediction algorithm com-
such as JA [51] add complexity to the training architectufe®Sed of four modules to estimate the mapping Xs i; .
by predicting image context sequentially. Some other workd our formulation, we denote;; as our prediction. For
incorporate a non-local attention mechanism [13], [52], [53?,|mpl|0|ty, the modyles vyhere the blade s'urff':\ce information
conditional probabilities for context modeling [12], [54], [55]'S Not leveraged will not include these subindixes.
or channel-wise context [12], [13], [56]. B. Design and Optimization of the BU-Netv2 Model

Deep learning-based lossless image compression primarilyye implement a customized BU-Net module to classify

Problem Formulation

sequence of pixels through autoregressive methods [60], [6fHle pixel coordinates. The BU-Netv2 follows a standard con-
More recent efforts enhance performance by integrating losgyutional architecture composed of four encoder and decoder
coders with residual modeling, as in DLPR [62]. In contrashlocks with information ow through its skip connections.
our method avoids explicit prediction and instead exploitphe training dataset follows the work presented in [18] and
the image distribution for ef cient compression. Speci callyjs augmented on-the-y by ipping rotations and a set of
we model the conditional data distribution using auxiliargmall rotations followed by the corresponding zoom; details
information z for entropy coding. Our approach employs @ Supplementary Section Il A-B. Similarly, the output mask
hierarchical autoencoder that learns feature representationgsznhanced by averaging the predictions of the four ipping
whose joint distribution with the image is captured via norrotations. Therefore, the nal output of this bloc#®Y is
autoregressive predictors [63]. In [64], z is derived as afbtained by quantifying a probability map of the blade class
invertible discrete function of the image and encoded usiity a threshold BY . This preliminary mask is later fed as the
a xed prior. Bits-back coding has also been successfuliyiput of our post-processing algorithm.

implemented using ANS and VAE latent variables [24], with We implement a customized BU-Net module to classify
further improvements from a hierarchical latent model in [26the input pixels x,, into binary predictions &, where

algorithms. None of the existing methods can apply losslessordinates. The BU-Netv2 uses a standard encoder-decoder
coding to the ROI and they just modulate the distortion iarchitecture with skip connections following [18]. The training
exchange for the bit rate [65]. First works append an inpdata is augmented on-the-y using ipping and small af ne
channel with the ROl mask to the model architecture [66f;ansformations (rotations and zoom). To increase robustness
while newer versions infer the ROl mask by the same comprehiring inference, we apply the trained model to the four
sion network [14]. More recent work develops region-adaptivipped versions of the input image x: original, horizontally
transforms that use segmentation priors to apply differempped, vertically ipped, and both. Let T{x) denote the i-th
transforms per region [67], [68]. Transformer-based [69] anipped input, and lets®) be the corresponding predicted mask.
prompt-conditioned codecs [70], [71] support variable-rafEhe nal prediction is obtqj,ned by averaging the inverse-

4

ROI control, enabling intuitive joint control of rate and ROltransformed outpu#®¥ = 1~ 1 T.' &0  where T' ()

via mask and rate tokens, respectively. Another applicabilitlenotes the inverse ipping transformation.



Fig. 2: BU-Netv2+P algorithm pipeline to segment blades: 1) an enhanced BU-Netv2, 2) a hole lling step, 3) a random
forest module that exploits the input image set and the preliminary solution and, 4) a repeated hole lling operation.

However, we have to adapt the loss function to improve thigaphical model CRF without increasing the inference time,
experimental results with this type of dataset. In particulahanks to only being calculated during the training.
our loss function contains two terms: a weighted focal loss 3) Total Loss: Both focal and dense CRF losses are linearly
to assess the quality of the segmentation, and a dense GiRFbined to de ne our training objective, where adjusts the
regularization loss to obtain a smooth solution. load of the CRF regularization term.

1) Focal Loss: Let denote the sigmoid function, we
weight each pixel by the con dence we have in the predictioR- Post-processing scheme
of that pixel [74]. In particular, is the parameter that controls 1) Hole Filling: The BU-Netv2 mask & can include
the rate by reducing the loss of easy cases. Additionally, t@n-realistic predictions, including some irregularities inside
hinder bene ting the majority class (the background) relativihe blade region (see Fig. 3). By leveraging our spatial prior
to the minority one, we balance each class by the weight that a solution of this type is not possible, we apply an

enhanced hole lling algorithm to suppress these artifacts.

Ltocal ($;8) = [T (& nhw)) Shwlog ($nhw) Taking inspiration from [19], our approach addresses the holes
hiw that are surrounded by blade pixels and image borders, in
+1 )((E  hw)) @ s hw)log@@ (¢ hw): contrast of only lling in the holes that are entirely surrounded

2) Dense CRF Loss: Additionally, a contiguity penalty iby bladg pixels. To _this end, we fo_cus. on localizing rst the
added by means of an embedded CRF loss [75] throu%ﬁlde pixels on the image boundaries: the blade-borders.
the pairwise potentials . In particular, we model pairwise’ As we know the blade traverses the image horizontally
potentials as weighted Gaussian kernels: (from left-to-right) or vertically (top-to-bottom), we can cal-
. _ A _ ) ) . culate its orientation by means of an accumulated gradient.

S 18 =7 (S ) 6= () Pik(Frow )i (1) Diagonal orientations are not present in our dataset to a degree
where are linear combination weights, k is a Gaussiathat would compromise the hole lling logic, i.e., where the
kernel, and [ 6= indicates the Potts model as the label comf&de spans from one image corner to the opposite one. In case
ibility function. For simplicity, we have omitted the subindiceshe accumulated gradient along the x-axis is higher (lower)
h; w; ii; w that determinate . binarizies the output of the than along the y-axis, the blade orientation is estimated as
sigmoid function by thresholding it with a prede ned paramvertical (horizontal). In particular, we employ the Sobel lter
eter BY . Moreover, ’f\h;w denotes a 5-dimensional featurdo compute the accumulated gradients.
vector that incorporates the spatial location (h;w) and the In our dataset (see Section I.A in Supplementary), blade
color intensity of x. The degrees of nearness and similarity ai@ages are predominantly aligned either horizontally (left-to-
adjusted by dividing the feature components by the Gaussidght) or vertically (top-to-bottom), with only slight deviations.

bandwidth parameters,. and g , respectively. Once the orientation is identi ed, we can distinguish where
To make Eq. (1) differentiable, we relax the Potts modéhe blade image borders are. Therefore, we ensure those bor-
following the strategy presented in [76] as: ders are continuously connected by replacing the background
X X ) pixels within the blade area by blade pixels. Ultimately, we
Lerr 6) = @) @ pu)ik(fhw i frw)ii camy on with the standard hole lling algorithm [19] to
Mo oW generate the outputs of this step. A schematic illustration

The pairwise potentials provide an image-dependeot the hole lling procedure is pictured in Fig. 3. Due to its
smoothing term that encourages assigning similar labels rabustness, the hole lling step is applied also after performing
pixels that resemble in location and color intensity. The CRiRe random forest step that it will be introduced below.
loss requires calculating PWV? terms, therefore, to reduceTherefore, we distinguish the hole lled BU-Netv2 mask and
its prohibitive cost, we follow a mean- eld approximationrandom forest one by the notatioHs and &2, respectively.
strategy to compute fast high-dimensional Gaussian lter- 2) Random Forest Ensemble: To generate smooth estima-
ing [77]. Note that despite this complexity, we can leverage thiens, we propose leveraging the temporary maskst train



autoencoders can be applied to learn compressed latent rep-
resentations, and demonstrate that uniform noise successfully
continuously approximates a rounding quantizer. Section IlI-
A and IlI-B from Supplementary details the training speci -
cations for HP+EASN-deep [21] and its discretization of the
continuous latent space to apply entropy coding, respectively.

A. Design and Optimization of the Variational Model

. _ ) ) 1) Relaxed Rate-Distortion Optimization: Given an
Fig. 3: Hole lling scheme. E>.<alr;ple of artifact removal o\ coder-decoder architecture, we would like to balance the
inside the segmented blade regiofi9. The method detects ¢, mnression rate with the decompression error. Let x be the

blade orientation to locate border edges (in red) and applieg,g,t inage, we aim to minimize the rate-distortion trade-off
standard hole- lling algorithm [19] to produce the masik & by optimizing the encoder hand the decoder gas:

an unsupervised random forest model, which is later combined g o logp @1+ E , o [d&X)] )
with the BU-Netv2 estimations via soft-voting. Speci cally, _ £ | h + E d(a (h N,

our approach aims to overcome the inability of previous™ — P ® flogp (h ()] p o9 [dg (0 G0 );

steps to capture global context by learning consistent mappiffere z = h (x) is the latent variable after encoding x, E[ ]
patterns across all images of the same blade surface. is the expectation operator, pand p are the probabilistic

In particular, the training data for the random forest correnodels of x and z with their respective weights , , & x)
sponds to the set of images ifxgjz; and their hole-lled jndicates a distortion metric between the reconstrudted
masks ' gp; for a xed blade index i. These imagesq (z) and input image x, and is a scalar that governs the
share similar properties, such as illumination, contrast, af@de-off between the compression ratio and the distortion.
background texture, since they belong to the same bladerg combine the autoencoder with an entropy coder, contin-
and drone inspection. This local homogeneity reduces thgys |atent representations are quantized to a nite set of dis-
complexity of the underlying distribution, allowing the randongrete values Q(2) =z. Letp (2) be the corresponding quan-
forest to act as a robust denoising model that can generalige prior distribution, then the quantized rate-distortion trade-
to dif cult cases not well handled by BU-Netv2 alone. off can be written as E, ( [logp (2)]+ E p ¢ [d&;X)].

The random forest learns whether a pixglixand its local | this case, the reconstructed image differs from Eq. (2)
neighborhood neigh(xj'y, ) belong to the blade region, andas it has been transformed from the latent variatites
outputs the probability: g (Q(h (x))). Note that the rst term is minimized when

RE _ 1 ¢ CHL L H1y . the quantized prior p(z) is identical to the true marginal
P S = J'RiFit2RF P Snow P 3 NCIGNKXC ) distribution p (z). However, due to the intractability of the

where RF is the set of decision trees t. It is worth pointinérue marginal distribution, we minimize a cross-entropy of

out that this model only needs to be adapted to some imaﬁé se terms following a variational inference approach, i.e.,

features (such as brightness and contrast) of the images mtrodtL_Jcmlg an ai)_prct)_mmgte_ptrlor{:(zb)l P 7(82). ther th
a specic i-th blade. As a consequence, that factor reduces S optimal quantization is intractable [78], rather than

substantially the complexity of the distribution to be learned\teMPting to optimize Q(2), we take a uniform quantizer and

Hence, the random forest acts as a denoising step; b(—:‘sideg?(ﬁ:.’[eCt that the model WC.)UId t appropriately. Speci cally, we
provides a ne-grained solution along the boundaries. ivide the latent space in unit bins and place the quantized

Once the model is trained, it is applied to obtain th¥d
probability estimations ' (i; ) which are combined with
the BU-Netv2 probability maps (§ ) via soft voting. This

lues as the center points, such that Q(z) = round(z).
Introducing a uniform quantizer leads to discontinuities at
integer values and zero gradients elsewhere. To use an auto-
ensembling represents the outpdft™ of this step in our m_atic diff_e_rentiat_ion fram_ework, we approx_imate the quantizer
algorithm after thresholding it byR' =037, W|t_h addltl\_/e uniform noise during the tr_alnl_ng. Independent
uniform noise successfully models quantization error, because

Ultimately, as this step could include some small holes W‘{eir marginal moments closely resemble [79]. kst z +

the solution especially in images with blade shadows, withoH( %; %) denote the noisy approximation, the corresponding

loss of generality we apply a new hole lling step (se€ ; . ) )
Section 1lI-C1) to re ne the solution, obtainingy &2 | hoisy prior p (2) is then calculated by convolving the prior

density model with a noisy uniform distribution as:

IV. HP+EASN-DEEP: LOSSY CODING
p (2 U( 3:3) ®=c(z+1) c(z 3

As our ROI algorithm can be combined with any neural
lossy coder (see Section VI), we present the methodologiere c is the cumulative distribution function of the prior
necessary to implement such an end-to-end coder. We intpo{z). Since the prior is de ned through a non-parametric
duce end-to-end rate-distortion optimization which combinesimulative density following a factorized probability model
a non-linear analysis transform, a uniform quantizer and[&1], we can effectively compute its continuous relaxation and,
non-linear synthesis transformation. We show how variationtierefore, the corresponding relaxed loss during the training.



Fig. 4: Overview of HP+EASN-deep hierarchical model and architecture. Left-side illustrates the 2-level nested variable
model, where latent variableg and z are obtained during encoding hand quantized Q. Right-side shows the architecture,
a symmetric 2-layer autoencoder composed of convolutional and up/downsampling blocks with non-linear activations.

Indeed, the noisy prior model §z2) is effectively a continuous distributions are assumed to be statistically independent along
proxy for the quantized distribution(z) at integer locations: its components. Due to incorporating two latent variables, a
) tation of an image x will be comprised
N=cz+ Y cz Ly=p (z 727 M. compressed represen _ will
P (2)=cl 2) 2)=p (20 by the quantized latent variables and z,, yielding to the
By adapting this continuous relaxation, we end up with tHéllowing relaxed rate-distortion loss L in Eq. (3):

following trainable rate-distortion loss L : E » w [0gp (z1j22) +logp (22)]+ E p o [ARX)]:
Epllogp (2)]+ Ep  [AE&X)]: ®3)

. . . B
The relaxed rate-distortion function can be seen as the Iog\N .
e model the encoder hand decoder g symmetrically

likelihood of a variational model, as discussed in [50]. , X : X
to mathc input and output dimensionality. Both transforms are

2) Hierarchical Latent Variable Model: By increasing the, | d de of th ial blocks f h
number of layers of latent variables, we can extend a typidHfp emented as a cascade 0 three ;equenﬂa ocks for eac
ent. Each encoder block is comprised of a convolution, a

variational inference model with a single latent variabléat . . . - .
wnsampling operation and a non-linear activation function.

More precisely, common variational models can successfu ke the E ded Adantive Scaling N lizati
approximate complex dependencies ir(}) by introducing a ere, we take the Expande aptive Scaling Normalization

latent variable z; even when the prior pg and the likelihood (EASN) with leamable parameters as the .non—linearity [21].
p (xjz 1) distributions are relatively simple. In particular, théAnalogously, each decoder block is comprised of the inverse

distribution p (x) is implicitly expressed in terms of the OPerations in reversed order: an EASN, an upsampling oper-
likelihood p (xjz 1) and she explicit prior p(z) as: ation and a convolution. A complete picture of the network

architecture is shown in Fig. 4-right.
pX)= p (Xjz1)p(z1)dz;: In particular, all utilized convolutions are 2-dimensional
with a 55 kernel. The padding hyperparameter of each con-
Instead of explicitly de ning p(z), we can introduce an ad- volution is chosen in such a way that the input and the output
ditional latent variable z to implicitly express p(z) using the dimensions match. All convolutions operate with 128 Iters,
likelihood p (z1jz2) and,the explicit prior p(g), obtaining:  except the ones interacting with avhich operate with 192
D ()= P (21j22)p(z2)dZy: Iters. In all blocks_:, we a_pply a 2-factor down/up_sampling. '_I'o
reduce computational time, the down/upsampling operations
The new latent variable,zcan help to model the complexare implemented jointly with the linear convolutions. For
dependencies of;z Consequently, we can gather the distindhstance, the downsampling operation can be easily incorpo-
latent variables fz;z,g with a conditional nested structure rated by modulating the stride of the convolution. Training
as shown in FigZ. 4-left, and express the model evidence asspeci cations are included in Supplementary Section IV-A.

C. Expanded Adaptive Scaling Normalization (EASN)

P () P (z0)p (2alz2)p (22) dzodzy: An EASN [21] is a non-linear function that incorporates
Introducing a conditional dependency of msing a nested local normalization via its learnable parameters, allowing
variable z was introduced for neural lossy compression inoding transforms to successfully model local patterns of
[11] and denoted as a hyperprior. In our case, the prior of thatural images. EASN strengthens GDN [80] learning capacity
deepest latent variable p(zis de ned as a factorized prior by increasing the degree of freedom of its parameters. This
probability model [50]. Besides that, fz1jz,) is modeled higher representational ef ciency allows probabilistic models
as a conditional Gaussian distribution with zero mean. Botb better model complex data, even with shallower networks.

. Model Architecture



An EASN is typically applied after linearly transforming
the input. It normalizes the resulting output y by a sigmoid
function. Hence, it eradicates the even-symmetry of the GDN
normalization function. EASN better exploits the spatial cor-
relations by introducing an input mapping function m and
operates as a residual layer to facilitate the ow of gradients
through the network as EASN(y) = m(y) (F(y))+y, where
F is a transform function that along with m is optimized.

V. BIT-SWAP: LOSSLESS CODING Fig. 5: Network architecture corresponding to the decoder

To start with, Section V-A explains the neural lossless cod&he arrows indicate the direction of the forward pass.
Bit-swap [26], which is further parallelized in Section VI. It

employs hierarchical latent probabilistic models for granting The deepest latent prior p(2 is dened as a standard
more exibility to model high-dimensional data thanks to théogistic distribution statistically independent along its compo-
nested structure. We derive the hierarchical Evidence Lowegnts. The inference @zijz;1 ) and likelihood p (zjzi+1 )
BOund (ELBO) as the maximization goal. Finally, we extend@r€ de ned as conditional independent logistic distributions,
the bits-back coding to nested latent variable and presé&¥cept for p(xjz 1) which is categorical, so its discretization
a methodology to signicantly reduce the required initiaf@ptures the main probability mass of the image pixels [84].
random bits. Detailed architecture, training procedure aml Model Architecture

discretization approach is included in Supplementary MaterlaI.We model the logistic distributions by a variational au-

toencoder of L nested latent variables. The distinct latent

variables are sampled following a Markov process of the form
1) Hierarchical Evidence Lower Bound: We are interestegl 1z |, 1:::1z ,1z ;1x

in learning a probabilistic model of our observed datgx For the backbone of the model, we use residual blocks [85]

where denotes the model parameters. To deal with this leafhich consist of the following sequential operations: a non-

ing problem, fully-observed models are extended into @ modglear activation function, a convolutional layer, a non-linear

with deep hierarchical latent variables [81], [82], typicallyyctivation function and a convolutional whose output is

A. Design and Optimization of the Variational Model

z;,. following a nested structure, (x) can be represented asyunit (ELU) are chosen for the activation functions. The
L likelihood distributions and a prior distribution: amount of residual blocks is modied to maintain constant
74 ) . ) the amount of networks parameters when varying L.

Pp(X¥)= P (Xz1)p (z1jz2):::p (zLa jzo)p(zL) dzyy We model the logistic distributions by a 2-dimensional con-
Note that every latent distribution fz;; ) has been implic- volutional neurgl network for every pair of logistic dist_ribution

parameters f(; |)diro;:g forh and g. The particular

itly marginalized by the subsequent latent variablewhose dencioder transforms gare depicted in Fig. 5. Furthermore,

distribution has the same dependency to the next subseqL{ﬁe encoder transform Kz,) has the same network archi-
latent variable z; . Each latent layer can be understood a}s

granting more exibility to our model. Iecture as its corresponding decoder transforr(z,g ) for
In practice, p(x) is intractable as the marginalization over
the latent variables is prohibitively expensive. Let z X,
by applying the Bayes' rule, the intractability is overcome b
approximating the true posteriors @ijzi1 ) p (zijzi1 )

All utilized convolutions are 2-dimensional with a 33
kernel, except for the top latent encoder and decoder trans-
Yorms where the kernel is 5 5. The padding hyperparameter
of each convolution is chosen in such a way that the input
and the output dimensions match. All convolutions operate
ith 256 Iters, except for the ones that determine the logistic
arameters, which operate with 8 lters.

Then, the nal optimization goal can be derived throug
Jensen's inequality [83], the so-called hierarchical ELBQ;
L. (X;z1.). The hierarchical ELBO can be rearranged t _
obtain the typical variational trade-off that balances the r&- Compression Scheme
construction error and the prior regularizer, which enforces After training the model, we can successfully perform

the posterior q(z_jz.1 ) to match the prior p(g) as: bits-back coding as our compression scheme. We derive an

optimized version of bits-back that minimizes the required
logp () L (6z1)= . initial bits. Similarly as our lossy neural coder, we discretized
z Reconstryption Quality { z Regujgrization { the learned probability densities to apply an entropy coder.

Eq @0 [l0gp (X;z11 jzu)] Dke (@ (zaj¥)jp(z L)), 1) Optimized Recursive Bits-back Scheme: Bits-back cod-
(4) ingis a lossless compression method based on latent variable

where Dw = Eq o [logp(z.) logg (z1Ljx)] is the models [22]. It sequentially codes the distinct datapoints and
Kullback-Leibler divergence that measures how two prob#cuses on minimizing the net code length when coding the
BIiLty distributions differ from each othevavilth qz1.Ljx) = subsequent datapoint. In particular, the algorithm capitalizes

=1 4 (@jzi1 )andp (X;Z2101 JZL)= 5 P (Zijziir ). the previously compressed datapoints to obtain the latent



For the remaining decoding steps, at least logp/1 jz|)

bits are available to decode.z q (zi+1 jz1), so the amount

of initial bits required is bounded. Therefore, the optimized
recursive bits-back scheme does not require more initial bits

than its conventignal version: Bjpimeed < it recursive
doga i+ iy logq (zeajz); =logq (za+

=1 Max 0; logq (zi jzi) +logp (zi1 jzi) -

Since arithmetic coding is inef cient with bits-back due to
opposite decoding order [22], we use ANS (Section IV-C from
Supplementary) to match its stack-like decoding.

VI. ROI-EML: ROI CODING

This section explains the methodology followed to imple-
ment our proposed neural ROI coding: ROI-eML; entirely ML-
Fig. 6: Order of the encoding and decoding operations for driven as it relies solely on machine learning techniques. Our
a standard hierarchical bits-back and for its optimized schelR®| coder is based on segmenting the input image in the
on a L-level nested variable model for lossless compressiopjade and background regions to apply different compression
] o ) coders in each region. ROI-eML gathers our segmentation
variables z, building an ef cient codec whose net code lengthyqe| with our lossy and lossless coders to build an ef cient
coincides with the negative ELBO of the latent variable modeko framework that does not include any signi cant overhead.
Bits-back coding can be extended to nested latent varialplgyreover, it removes the dependency of Bit-swap to generate

models. In essence, it leverages the hierarchical dependepgial random bits, enabling it to execute in parallel and,
between the latent variables to recursively decode the subsgnsequently, making Bit-swap time-ef cient.

guent latent variable and to have access to each probabij&ty

distribution. Then, it encodes every latent variable using the i i o
corresponding likelihood or prior probability distribution. The ROI compression approach consists of rst obtaining

Assume we would like to transmit x, we have access @ segmentation mask § of the blade (following Section llI).
Then, the input image is subdivided into image patches of
stack-like entropy encoder. Suppose also there are,Biits equal dimensionality. To guarantee all image patches have the

from previous datapoints already compressed (or alternativéfyne dimensions, the image and mask are mirror padded. The
randomly initialized bits if x is the rst datapoint to compress)/Mage patches are classied as either blade or background.
then this method is made concrete by: When a single pixel of an image patch belongs to the blade,

. the image patch is considered as a blade patch, because we
1) Subsequently .decode thg Iatent' variablesia | > want to assure no detail of a blade damaged is compromised.
0 I{,r(zm the bitstream using qz)jzi1 ), SUbracting ponce e end with a polygonal-shaped mask that can be
=1 1090 (21jz11 ) bits to the code length. _compressed by identifying its corners C = f(h;w) j& 6=
2) Subsequently encer in reverse order thg latent \{anabéﬁrsl;w and $.w 6= §w.1 g, Which are the pixel coordinates
Z1 I;,o[ll <L to the bitstream using p(zi1 jz1), @dding \yith 4 non-negative difference along both axis dimensions.
o 10gp (211 jz1) bits to the code length. e polygon is encoded to identify which patches fall within
3) Encode z to the bitstream using p(3, adding e ROI when decompressing the patches.
logp(z 1) bits to the code length. Then, we can encode the blade and background patches
Note that the expected increase in the code length coriging different coders. In case the blade region is also
sponds to the negative hierarchical ELBO (see Eq. (4)). Thosded lossily, two independent rate-distortion models from
it implies that optimizing a VAE with nested latent variableSection IV are used to compress the image patches in parallel.
is equivalent to minimizing the net bitstream length whe@n the contrary, if the blade is compressed using our lossless
compressing with the bits-back scheme. coder from Section V, we rst encode the background regions
This naive nested algorithm faces a challenge: the nesing our lossy coder, so the coded background patches can
quired initial bits Bit[ecu'sve grow with the number of latent be used as the initial bitstreams for bits-back.
variables, because each decoding step consumes additionahe initial bits for each blade patch coded losslessly are
initial bits. In particular, the depth L of the nested latentaken from a single coded background patch. In this way, we
variable model gompromises the initial cost bitstream hyreate distinct initial bitstreams, so the different blade patches
Bit [seursve = L, logq (zijzi1 ). This inefciency is can be coded in parallel. Thus, we remove the sequential
mitigated by reordering encoding and decoding steps [26], dspendency of bits-back coding, leading to a ROI algorithm
shown in Fig. 6. This optimized nested algorithm basicallthat can computationally scale with the number of image
consists of encoding a variable immediately when possible, satches in the lossy and lossless scenarios. In case there are
the remaining decoding steps subtract bits from the encodedre blade patches than background ones, they are encoded
variables of the current datapoint and not from the initial bitsequentially following the same procedure as Section V-C.
In particular, the optimized scheme requires log@1jx) Our algorithm does not include any signi cant overhead
on the rst decoding operation when sampling zy (z1jx). information, because it only includes the image dimensions,

Compression Scheme



Fig. 7: Acceptance-ratio curves of each segmentation step2°¢Ua® and recal similarity metrics are displayed in the
top and bottom sides, respectively. On the right column, the lefts plots are zoomed on the black dashed area.

Performance  BU-Netv2  Fill holes  Random forest  Fill holes 2cyryves, as their Area-Under-the-Curve AUG(") represents
H2

¢ BU H1 RF
metric S s N s 8 the expectancy of the similarity measure:
Accuracy [%] 96.82 96.98 97.54 97.61 ) 1
Recall [%] 96.41 96.61 97.54 97.67 AUC( ™M)= rem()d =E o) [sim(s; 8)]: (5)
F1-score [%] 95.60 95.72 96.44 96.50

0
When segmentation methods perform similarly (close ex-
pectancies), the most robust is the one with high#&P ()

the coded mask and which two models are employed. Tk lower thresholds . Thus, acceptance-ratio curves offer a
ROI patch size is set to the maximum of the lossy arractical way to visualize robustness for any similarity metric.
lossless coders to ensure compatibility, allowing the smallés- Quantitative Results

patch model to further subdivide the image. We evaluated the distinct algorithm steps over the test set of
VIl EXPERIMENTAL RESULTS ON BU-NETV2+P our approach in terms of accuracy, re_call and Fl-score. These
. i o i performance metrics are expounded in Table I.

This section presents quantitative evaluations demonstratingsjrst we observe that BU-Netv2 already delivers high
the reliability, generality, robustness, and efciency of oUperforming results, demonstrating how powerful are the new
segmentation algorithm, with results shown for each step. | orporated loss and the ne tuning process performed. In
also introduce acceptance-ratio curves to assess robustnm.waM the post-processing steps do not play such essential
Performance met.rif:s are reported aftgr rescaling segmentatigia 55 compared to BU-Netv1+P [18]. Particularly, despite
masks to the original image resolution (see Supplementagyyroving the performance, the hole lling steps represent a
Section II-A). Experiments use the dataset from [18], outlinegn || quantitative gain, but they are still valuable to accom-
in Supplementary Section I-A, with further qualitative an‘ﬂ)lish excellent masks; see Section 1I-D of Supplementary.
computational analysis in Supplementary Sections Il D-F. ~ The standard random forest represents a smaller improve-
A. Acceptance-Ratio Curves ment if the ensemble with the BU-Netv2 is not performed.

Given any arbitrary similarity measure sim 2 [0; 1] reportedFor instance, without the ensemble strategy, the performance

over a dataset D. we aim to study the dispersion of sim T%vould indeed decrease, resulting in an accuracy of 97.28%, a
’ y P ", Tecall of 93.85% and an Fl-score of 95.11%.

compare the robustness of distinct approaches, we would lik esides, Fig. 7 effectively demonstrates that post-processing

to identify instances with really low sim. A robust solution steps enhance the robustness of our network. The acceptance-
must perform reasonably well across all cases, rather than : L

; . . ratio curves for the accuracy and recall depict that similarity
excelling on some while failing completely on others.

X o isim _ metrics are always on top of the curves of the preceding
jfszjcj?si}nr:Is;s eggldéj we _de ne the acceptance r"_ma r(.) —__algorithm step. Hence, after applying the subsequent post-
I ,Wh'Ch measures the proportion Of'nStar_lcearocessing step, we successfully improve the segmentation
whose similarity is above a prede ned threshold 2 [0; 1]y 515 of most of the test images. Additionally, Fig. 3 of Sup-

This ratio cou_ld be understood as the proportion of instanc I%mentary proves our segmentation method's generalizability,
that are considered (or accepted) as duly segmented. Thu ith high performance across all windfarm images.
governs the extent of our criteria. Notice that it corresponds

to the opposite of the cumulative density function of sim. C. Quantitative Comparative Results

Since the threshold is chosen arbitrarily, when we wish to For comparison, we benchmark our proposed algorithm
discuss the robustness of the performance, we must take iwith the original U-Net [29] along with other state-of-the-
account all conceivable threshold values. Therefore, we de agt encode-decoder networks: DeeplLabv3+ [27], SW [28] and
the acceptance-ratio curve®™ =f(:r S™())j 2[0:1]g ResNeSt [34]. Moreover, we also report the transformer U-
as the parametric curve of'f () given the distinct possible NetFormer [35], inspired in the architecture that we have
thresholds. The $™ of distinct segmentation algorithms caremployed, and the competing algorithm BU-Netv1+P [18].
be visualized to compare their robustness. The acceptanthe average quantitative results are gathered in Table Il and
ratio curves disaggregate each image into easily comparathleir acceptance-ratio curves in Fig. 8.

Table I: Performance results of each segmentation step.




Method Accuracy Recall Fl-score mloU Relative Relative
[%] [%] [%] [%] accuracy recall
U-Net [29] 86.24 68.93 77.95 75.94 1 1
DeepLabv3+ [27] 94.14 87.38 89.03 87.47 1.09 1.27
SW [28] 93.48 91.71 91.37 87.44 1.08 1.33
ResNeSt [34] 94.23 91.47 92.77 89.63 1.09 1.33
U-NetFormer [35] 96.20 93.51 94.42 91.75 112 1.36
BiRefNet [87] 95.65 92.52 94.57 92.38 111 1.35
SAM* [40] 94.36 91.22 92.60 91.66 1.10 1.34
DiffSeg* [41] 96.37 85.73 86.40 72.14 1.05 112
Ef cientFormer [38] 96.42 93.63 94.55 93.81 112 1.37
MobileViT [37] 96.14 93.33 94.38 93.47 111 1.36
Mask2Former [32] 96.68 93.89 94.76 93.72 112 1.37
BU-Netv1+P [18] 97.39 93.35 95.73 93.80 1.13 1.35
BU-Netv2+P §) 97.61 97.67 96.50 94.58 1.13 1.42
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Table II: Quantitative comparison on blade segmentation
with respect to state-of-the-art methods. Models marked with
an asterisk only propose segmentation regions without a class;
results assume a perfect region classi er.

To make a fair comparison, we optimized those models
following the same strategy of the original works. The main
parameters that were tuned are the resolution of the input
image, the loss, the backbone architecture, whether to employ
atrous convolutions [86], the convolution output stride, and the
data augmentation strategy. For instance, ResNet-50 is used as
the backbone architecture of DeepLabv3+ [27], SW [28] anglg g: acceptance-ratio curves of comparison techniques.
ResNeSt [34], while U-NetFormer [35] employs ResNet-18. accuracy and el similarity metrics are displayed in the
While the U-Net [29] achieves a notable accuracy thankss ang right parts, respectively.
to properly identifying the background, it struggles in iden-
tifying properly the blade region, obtaining a poor recall ofround 30 input images. The random forest training represents
68.93%. On the other hand, our method overcomes the bladqj39$ and, a|0ng with the input image assemb|y and ensemble
background imbalances, and it escapes from the tendencypgddiction, entails two-thirds of the overall running time (in
inferring the most prevalent class (the background). Henggarticular, 0.058s). The second step that spends more running
we gain in accuracy and prominently in recall. The BU-Netvgme is the BU-Netv2, as it predicts the images one by one,
achieves 97.67% of recall without dropping its precisiojmulating a drone inspection. Note that, after all, the BU-
outperforming substantially the other methods and its previopgtv2 performs the predictions with the same running time as
version [18]. Note that our method represents a huge relatif U-Net [29], since they are based on the same architecture.
improvement of 42% Compared to the baseline U-Net recal'l'.he hole |||ng steps do not S|gn|fy any Signi cant time.
Fig. 8-bottom shows an in-depth analysis of the recallitimately, there is some marginal overhead time, such as
similarity along the test data. We observe the acceptance-raé@ding the input image and, masking and storing the blade
curve of our method for the recall is way above the oth@hage. The average and cumulative runtimes for each step in
curves, which are conglomerated together. This proves 5gr algorithm are illustrated in Section II-F of Supplementary.
robustness of the solution compared to competing techniques.
For instance, we can notice our algorithm accomplishes aV|||. EXPERIMENTAL RESULTS ON HP+EASN-DEEP

recall above 60% in all the test images, while the rest of the . . o
methods can only assure a recall above 40%. Al in all we In this section, we analyze the distinct state-of-the-art lossy

demonstrate that the U-Net [29] properly tailored with a posg@ders in order to determine that HP+EASN-deep is the best

processing can yield top performance results. option for our industry application problem. Therefore, we are
seeking a method that accomplishes higher compression rates

with a reasonable loss in the image quality. The distortion

Hoduced should not exceed a certain limit, as those images
uld be assessed by blade specialists to outline the repair

plan. Lastly, because on-site we do not possess high computer

a 20-core processor Intel core i9-10900 KF at 3.70 GHQ{;\pacity, another important requirement is that compressing

The provided results assume the model weights are alref'df II-reso_Iutnzjn t|magt;§ 'Sf perf%rmfgirllggcr?pthable t:rr;_e. T_he
loaded, emulating a drone inspection. Note that the algorithrﬁ; mpression dataset 1s formed o ’ Igh-resofution 1m-

. . o 2
computational time has not been optimized. This hardwafd€s: where the training set is 80% and validation and test sets

setup is used for benchmarking purposes only. In practic,""er,e 10% each (details in Section I-B of Supplementary).

compression may be performed offboard or post-inspection, .
The overall running time for segmenting an image coﬁ' Compression Performance

responds to 0.089s. The step that consumes most time i§Ve evaluate learning-based methods against the current

the random forest, primarily for its training, as it gathersdustry standard JPEG2000 [10] and other traditional coders,

D. Computational Cost

The inference time for segmentating a blade image is test8
for our segmentation algorithm. The experiments are run
a virtual machine with a NVIDIA RTX 3080 Ti GPU and
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Fig. 9: Rate-distortion curves for state-of-the-art lossy coders. Learning-based curves for each distortion loss metric: PSNR
(left) or MS-SSIM (right) with red regions zoomed (middle). Non-learning-based coders are depicted with dashed lines.

whose coding settings are detailed in Section IlI-E of Sup- HP+EASN-deep is the coding scheme that better ful lls
plementary. Such comparison is performed using the rathese requirements. As mentioned, HP+EASN-deep along with
distortion curves, shown in Fig. 9. These curves describe th&+EASN-deep displays a remarkable compression perfor-
average image quality for a given bit rate. Quality is quanti ethance. Its average compression time is closed to the other
using two measures: PSNR and MS-SSIM. leading coders, with the exception of Bls2017 [50] that ex-
Since models are trained on 256 256 image patches, fulhibits an astonishingly rapid timing. Moreover, it displays a
resolution images are mirror padded before patch extractidow slope growth in compression and the average decom-
Alternative padding methods, like zero padding, were testpdession time is not substantially high. In contrast, we have
but they introduce artifacts not present in the training. that JA+EASN-deep is several times slower, because of its
In PSNR, Fig. 9-left shows that learning-based metho@sitoregressive (sequential) contextual prediction process.
generally outperform traditional coders, except at very low
bit rates where VTM leads. However, this image quality IX. EXPERIMENTAL RESULTS ON BIT-SWAP
is unacceptable on these low bit rates to perform bladeBit-swap is evaluated against other competing lossless cod-
assessments. As bit rate increases, learning-based algorititsmethods. While it achieves strong compression, its se-
improves signi cantly, with HP+EASN-deep and JA+EASN-Quential patch-wise coding results in longer runtimes, limiting
deep performing best. Since their relative performance variés industrial use. Section IV-B of Supplementary compares
by bit rate, we further evaluate their practical use by analyzifg@ndard and optimal recursive bits-back, and IV-G analyzes
computation time in SectionVIII-B. the optimal number of hierarchical latents. We employ the
In terms of MS-SSIM (Fig. 9-right), all learning-baseds@me dataset as for our lossy experiments (Section VIII).
coders signi cantly outperform traditional ones, with similaiA. Compression Performance
performance across most methods except BIs2017 [50]. OnC&pe |y compares the bit rates of various lossless coding

again, it becomes crucial to take into account the coding ime.pemes. Traditional coding settings are detailed in Sup-
Table Il includes the BD-rate for both quality metricsyjementary Section IV-H. Bit-swap achieves a competitive
HP+EASN-deep leads in PSNR, showcasing superior pgfsiformance with a bit rate of 8.98 bit/pix, outperforming
formance than autoregressive methods, which are typicafiyitional standard methods, as well as more recent learned
sequential and s_Iow..In_ MS-SSIM, we obsgrve that Ieam'%proaches like LC-FDNet [59] and LLICTI [58]. Although
approaches erlct similar BD-rate, now W|th_ autoregr_essq,_tﬂ_PR [62] marginally improves upon Bit-swap (8.93 bit/pix),
methods leading, as they are more consistent in lower bit ratg§. q\yap remains highly effective. Detailed ablations showcase

Section llI-D of Supplementary material provides a deta“el%p-performing results with L = 2 and a patch size of 64 64
study on visual artifacts introduced by HP+EASN-deep ang shown in Supplementary Section IV-G.

how they could affect the detection of blade defects. )
B. Computational Cost

B. Computational Cost Our lossless algorithm has been tested under the same
conditions as Section VIII-B. When comparing the coding

. . ; ference times for various state-of-the-art lossless coding
coders under the same infrastructure as in Section VII-D, Qnemes in Table V. we observe that the Bit-swap model

our k_)lade compression test ?et- Table_lll reports the_minim_ugwhows longer compression and decompression times, being
maximum, and average coding times in seconds. Since h'g%%essively slower compared to the rest. In particular, it ex-

bit rates increase runtime due to entropy coding, we report t Eads a one-hour duration by a signi cant margin, which is not
slope of this growth. Alternatively, Fig. 9 in the Supplementa%‘3 cas '

: . ) ! e for the competing techniques. This slower processin
visually represents the running times reported in Table I‘%h petng q P 9

We compare the inference time of various state-of-the-

. X ) .speed arises due to coding each image patch sequentially, so
Ideally, a top-performing coder for on-site scenarios wi P 9 ge p d y

limited i hould offer fast . generated amount of random bits is minimized. This huge
imited computing resources should oTler Tast compression ag mputational cost makes Bit-swap unfeasible and its parallel
decompression with minimal sensitivity to bit rate.

implementation becomes crucial for the industrial setting.
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Performance

Compression Time

Decompression Time

Coding BD-rate BD-rate Minimum  Maximum Mean Slope Minimum  Maximum Mean Slope

scheme [PSNR] [MS-SSIM] time [s] time [s] time [s] growth [s/bit] time [s] time [s] time [s]  growth [s/bit]
HP [11] 15.35 5.81 5.76 6.17 5.96 0.25 6.51 15.60 12.83 5.57
HP+EASN-deep [21] 0 0 6.46 6.95 6.64 0.26 7.86 15.35 12.74 4.00
JA [51] 2.55 -6.04 200.68 204.19 203.01 1.96 442.74 458.26 451.08 8.69
JA+EASN-deep [21] 2.14 -1.11 200.53 205.75 203.42 2.83 443.54 458.08 453.10 7.88
GMM-Anchor [53] 18.14 -0.40 227.91 235.96 233.04 5.51 480.62 495.27 487.40 10.02
GMM-Attn [53] 2.09 -1.49 247.97 258.12 252.81 6.78 500.60 523.14 508.58 15.06
ELIC [12] 12.00 7.44 112.78 128.72 123.37 20.70 35.38 36.58 36.06 1.56
LIC-TCM [56] 9.04 -2.54 39.06 41.38 40.55 6.28 45.35 54.72 52.02 25.40
MLIC++ [13] 7.54 -2.42 50.86 54.33 53.24 2.34 74.38 79.26 77.41 3.28
Bls2017 [50] 431.75 30.89 0.27 0.35 0.30 0.07 2.85 11.94 9.12 7.36
BPG [45] 34.47 93.02 2.47 8.80 4.75 3.25 1.08 12.78 5.91 6.01
JPEG2000 [10] 58.05 286.16 7.02 7.03 7.02 0.01 24.40 58.48 38.92 16.66
VTM [46] 4.06 56.96 102.57 9943.02 4584.58 5309.94 1.42 4.32 2.73 1.57
WebP [43] 147.89 244.32 2.49 9.40 4.17 3.59 1.26 10.87 5.56 4.99

Table Ill: BD-rate, compression and decompression times of a full-resolution image for state-of-the-art lossy coders.

Coding Mean Std Since the compressed segmentation mask does not introduce

scheme bit rate [bit/pix]  bit rate [bit/pix] any signi cant extra bits, the bit rate of a full-resolution image
Bit-swap 8.98 1.70 coded using ROI-eML depends solely on the proportion of
ggg [[jé} ﬂgf ;-6133 foreground and background regions. In case that the blade
JPEG2000 [10] 10.41 1.69 region represents most part of the image, the resulting bit
WebP [43] 10.17 1.77 rate will be signi cantly higher, because the blade is always
JXL [47] 9.77 1.72 coded using a higher bit rate model. Similarly, the quality
tf.'CFTD.“EEtB][SQ] 18:;2 11.9569 measures depend on the proportion of each region. However,
DLPR [62] 8.93 1.71 while the bit rate simply corresponds to the weighted average

Table 1IV: Compression performance of a full-resolution
image for the distinct state-of-the-art lossless coders.

denotes the standard deviation across test images.

Compression

Decompression

based on the proportion of area of each region, PSNR and MS-

?(?IM cannot be directly estimated in such a way, because they
S . . : R

are not linear functions. Particular examples with its visual

representation and its compression performance per region are

included in Section V-A of Supplementary material.

Coding Mean Std Mean Std o ” .
scheme time [s] tme[s] time[s] time [s] It is important to note that the size of the blade region
Bit-swap 5688 21.56 4367 19.64 is considerably different depending on which fraction of the
gl;lg [ﬁ] 171-2325 g-ig 13-23 i-gg blade is captured. Figure 10 shows an example of a whole
JPEG[ZO(])O [10] 7.0 0.89 1878 401 blade illustrating that the shoulder of the blade is wider than
WebP [43] 62 13.55 9.4 2.33 the tip and, therefore, the picture includes a higher portion of
IXL [47] 757.8 34.10 9.80 2.48 ; ; ;
LC-FDNet [59] 16073 773 € i the blade region. In particular, the average relation between
LLICTI [58] 32.48 5.00 36.52 4.77 the background and the blade area is 2:1.
DLPR [62] 297.82 359 35057  2.54

Table V: Compression and decompression times of a full- g \jsyalization of the ROI Compressed Images

resolution image for state-of-the-art lossless coders. Std de-

notes the standard deviation across test images.

X. EXPERIMENTAL RESULTS ON ROI-EML

In this section, we present the observational results for
proposed ROI-eML framework, which gathers the expos
learning-based algorithms: BU-Netv2+P for image segme
tation, HP+EASN-deep for lossy coding and Bit-swap

for

We present two blade picture instances after being com-
pressed with our ROI-eML framework in Fig. 11. The gure
displays each image being compressed lossily with two distinct

o te-distortion models and losslessly along its blade region.
ﬁ rthermore, the blade regions are augmented and transformed

w_to gray-scale to better visualize high-level details. In this

way, we can remark that the high frequency components of the

Ol?lade region are no longer present in lossy images. The blade

g&;ion compressed lossily introduces blurring, losing detail.

astly, we can observe by zooming the color images on the

supports both compression modes. ! ackground region how the texture due to being cqmpressed
i in different levels, and the appearance of some artifacts that

A. Compression Performance are discussed in Section Ill-D from Supplementary.

ROI-eML introduces some extra bits to encode the segmen- )

tation mask (Section VI-A). This overhead information fronf: Computational Cost

the mask is negligible, since it can be transmitted by speci-Similarly to the compression performance, the proportion

fying in which patches the blade region is narrowed/widenedf blade and background regions directly determines the com-

Therefore, the mask can be encoded using 100 bytes, whigitessing and decompressing inference times. In particular, the

for a full-resolution image constitutes only 1® bit/px. This total computational cost includes segmenting the image, com-

process is done automatically using a run-length coder.  pressing the background and, lastly, compressing the blade.

lossless coding. The empirical ndings demonstrate that R
eML retains the compression performance of the presen
coding algorithms, while provides a fast ROl framework th
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