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Abstract

Reliable operation of wind turbines requires frequent in-
spections, as even minor surface damages can degrade
aerodynamic performance, reduce energy output, and ac-
celerate blade wear. Central to automating these in-
spections is the accurate segmentation of turbine blades
from visual data. This task is traditionally addressed
through dense, pixel-wise deep learning models. However,
such methods demand extensive annotated datasets, pos-
ing scalability challenges. In this work, we introduce an
annotation-efficient segmentation approach that reframes
the pixel-level task into a binary region classification prob-
lem. Image regions are generated using a fully unsu-
pervised, interpretable Modular Adaptive Region Growing
technique, guided by image-specific Adaptive Thresholding
and enhanced by a Region Merging process that consol-
idates fragmented areas into coherent segments. To im-
prove generalization and classification robustness, we intro-
duce RegionMix, an augmentation strategy that synthesizes
new training samples by combining distinct regions. Our
framework demonstrates state-of-the-art segmentation ac-
curacy and strong cross-site generalization by consistently
segmenting turbine blades across distinct windfarms.

1. Introduction

Wind energy is a crucial component in the shift towards re-
newable energy, but its efficiency is hindered by the high
cost of operation and maintenance, which accounts for
30% of the total energy production cost [3]. Wind turbine
blades, essential yet vulnerable components, are frequently
subjected to damage due to harsh environmental condi-
tions [36], making their timely inspection and repair im-
perative. Traditional manual inspection methods are labor-
intensive, costly, and require turbine downtime. Drone-
based inspections have emerged as a promising alternative,
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Figure 1. Schematic overview of our proposed framework re-
fer to Fig. 7 for details. The wind turbine blade is segmented by
first identifying salient regions and then, classifying these regions
into blade or background. Regions obtained by our MARG are
depicted with different colors.

capturing extensive high-resolution imagery [43]. However,
the rapid growth of the wind industry demands automated
and scalable solutions [33]. Blade image segmentation is
a fundamental step in this process, simplifying complex
image-based tasks such as defect detection [42, 71] and au-
tonomous navigation [38, 49]. By isolating the blades from
complex backgrounds, segmentation can enhance the accu-
racy and efficiency of subsequent analysis [42], facilitating
faster, cost-effective maintenance and minimizing down-
time. This innovation not only supports the operational ef-
ficiency of wind turbines but also contributes to the broader
goal of sustainable energy production.

Current image segmentation solutions primarily use end-
to-end learning algorithms and depend heavily on vast
amounts of hand-annotated data [9, 32, 56]. Just to give
an idea on a popular model, SAM [28] relies on one billion
of hand-annotated masks. In contrast, the images available
in this context is quite limited. Still, achieving state-of-
the-art performance is imperative for automated wind tur-
bine assessments. This work aims to create an innovative
high-performance image segmentation framework despite
the limited dataset. The approach simplifies the complex
task of pixel-dense image segmentation into binary classifi-
cation. To do that, we propose to create a bespoke region-
growing algorithm to partition the images into salient re-
gions, followed by training a deep learning model to clas-
sify these regions as either blade or background, ultimately
combining these regions to identify the blade.



In this work, the following methodologies are presented: ity in diverse scenarios without domain-speci ¢ tuning.
1. A custom Dual-Threshold Modular Region-Growing While requiring substantial computational resources and
(DTMRG) strategy for unsupervised salient region seg- large datasets, techniques such as transfer learning [20]
mentation that generates quality segments. and lightweight models [10, 29, 35] reduce these demands.
2. An Adaptive Thresholding (AT) algorithm that seeks Other remarkable transformers combine channel-wise at-
pairs of thresholds based on local image characteristics fention with a multi-path network layout [39] or with spa-
fundamental to address a highly diversi ed dataset. tial hierarchies [1, 40, 60], while frequency-aware feature
3. A Region Merging (RM) strategy that reduces the fusion has also been introduced for dense prediction [5].
amount of regions per image by almost 60%, drastically ~ Region-growing Segmentation Region-growing seg-
enhancing region expressiveness and increasing the rementation is a exible method that groups pixels into re-
gion's classi er accuracy by 5%. gions based on color or texture similarity [4]. It adapts to
4. A holistic Modular Adaptive Region-Growing (MARG) gradual intensity changes and achieves accurate boundaries,
strategy that integrates DTMRG, AT, and RM, creating forming coherent regions [19]. Several adaptations focus
an effective region-growing algorithm. on automatic seed placement [24, 70] and diverse region
5. A novel data augmentation technique, termed Region-expansion criteria [44, 51]. A rst remarkable approach
Mix, designed to enhance region classi cation by shift- combines color-edge extraction with seeded region grow-
ing the model's learning approach: from binary classi - ing, using edge centroids as seeds [12]. Another introduces
cation to predicting the proportion of the blade region. @ three-rule seed selection in the YCbCr colorspace [50].
All these components form a highly innovative image An mst_ance-based learning quule applies diste_mce criteria
segmentation framework for limited-data scenarios. Inwind " région growth and ownership tables for merging [16].

turbine applications, this algorithm achieves state-of-the- Wind Turbine Blade Image Segmentation The

art performance, surpassing existing methods across varPléthora of related works published over the past ve years
ious metrics. Furthermore, it enhances the explainability 8vidence the importance of wind turbine blade segmenta-
of image segmentation, essential for industrial applications.tion withing the wind industry [23, 53, 64]. Many inno-
This underscores the effectiveness of leveraging regions tovative learning-based approaches are based on the U-Net
streamline the segmentation problem into a binary classi - Model [48], such as [66] which includes a hierarchical split
cation task. Our approach is assessed across different wingl? the convolution block. Another example further aug-

farms, demonstrating consistently high and robust perfor- Ments its architecture with ECA- and PSA-attention [61].
mance, along with remarkable generalization capabilities. A combination of a ensembled CNN with Otsu threshold-

ing for blade segmentation is introduced in [65]. Lastly,
2. Related Work BU-Net [42] complemented the U-Net with ad-hoc random

Learning-based Image Segmentation Encoder-decoder forest postprocessing to re ne blade boundary precision.
architectures are among the most popular techniques for Data Augmentation. ~Data augmentation enhances
image segmentation, exempli ed by DeepLab with atrous training data diversity through transformations that help re-
convolutions [6, 7], fast fully CNN networks with pyra- duce over tting and improve generalization [34, 56]. Suc-
mid upsampling [62], and high-resolution bilateral refer- cessful approaches involve adjusting brightness and con-
ence models such as BiRefNet [73]. These models of-trast[37], or applying whitening and standardization [41].
fer direct pixel-dense categorization but often struggle in  Advanced techniques linearly combine image pairs [25,
its generalization without extensive ne-tuning [13, 57]. 26, 67] or generate hybrid images [21]. Another approach
Other approaches use feature maps for classi cation fol- randomly crops and rearranges image regions [45]. These
lowed by dense pixel labeling, incorporating skip-layer con- techniques are further extended to the object-level [69] and
nections [17] or a CNN-based segmentation tree [14]. patch-level [58], aiming for domain adaptation [27, 59].

A bottom-up strategy forms superpixels—clusters of ] ) _
similar properties, such as bounding box identi cation [2] 3. Modular Adaptive Region-Growing

or object recognition [55]. For instance, [15] uses selec- Thjs section introduces a custom unsupervised modular
tive search to generate region proposals for object detection adaptive seeded region-growing algorithm, designed for ad-
then classi es them using a deep network. Other works in- yanced image segmentation. The discussion encompasses a
troduce superpixel generation [63] for radar imagery classi- qual-threshold criterion for region growth (Sec. 3.1), a seed
cation or through neutrosophic clustering [22]. selection strategy (Sec. 3.2), the introduction of modular
Recently, transformers via attention mechanisms [30] neighbors (Sec. 3.3), and adaptive thresholding to dynami-
have emerged for their capabilities to capture long-rangecally adjust to image characteristics (Sec. 3.4). We conclude
dependencies [9, 11, 41, 68]. Zero-shot models [32, 54] with the region merging process (Sec. 3.5), aimed at consol-
like SAM [28, 46] demonstrate transformers’ adaptabil- jdating fragmented regions into more coherent segments.



3.1. Dual-Threshold Region-Growing
Region-growing segmentation operates on the principle of
pixel aggregation, where the grouping mechanism is based
on homogeneity in a feature space that often includes inten-
sity levels, textural patterns, or spatial closeness. The algo-
rithm commences with the selection sdedpoints, which
serve as the starting locations for region growth. As the iter- Figure 2.Seed selection process. Lefequidistant seed candidate
ative process unfolds, the algorithm examines adjacent pix-pixels in red Middle: window @), around a particular seed pixel
els or subregions based on a similarity criterion and decidesChw - Right: Sobel's output.
whether to merge them with the seed's growing region.
Building upon the traditional region-growing algo-
rithm [47], we present the traditional dual-threshold vari-
ant, see Alg. 2 in Supplementary. Given an RGB image
X 2 R W 3 whereH andW indicates their height and
width, and3 the color channels, the goal is to segmint
into homogeneous regions based on prede ned set of rules.
In this work, a dual-threshold region-growing that exploits
both local threshold' and seed threshold® has been im-
plemented. For a particular RGB pixe}. , the locald

and seedis color distances are de ned as follows: Figure 3.Cartesian Neighbors vs. Modular Neighbors.Image

o (x X powo) = 7X3' ix om0 ) X, DTRG with cartesian neighbors, and DTRG with modular ones
2w s 2howo) = 3 ) PXnwie how O] (DTMRG), respectively. Regions are shown with different colors.
c=
18 establishment of criteria for the selection of candidate seed
ds(Xnw ) = 3 Knwe Sl (2) pixels chy, as potential seeds —a process referred as Seed
c=1 Promotion— based on the following considerations:

where (h;w) represents a pixel's coordinate® w9 its 1. Reg|on Overlap Avo@ance: De ne ?(c as the set o_f
neighbor, ands a seed pixel. Neighbors are de ned using  Pixels already belonging to any previously grown region.
the notatior@l.‘v)V , Which represents the set of neighbors of A candidate s.eed.plxelq;w )'S d|scard§d ifexists an.over-
a pixel at positior(h; w) for a given connectivitk: lap between its v)vmdov@fw andX¢, i.e., the candidate

K . is discarded if@}, \ X. 6
Gu = PXneiw+j 2 X ] 2 Ki2:3Kkg; (is]) € (0; 0)g: 2. Edge-Guided@nged Displacementtet S be the Sobel
operator output, which indicates the presence of edges
within the image. Ifc,., is found withinS, it is moved
in a random direction untiy., 2 S, ensuring seeds are
not placed on high gradient color intensities.

The algorithm applies' and S to ensure both local and
global color consistency, respectively. For a candidate pixel
Xnowo to be added to a region, the conditioths I'and
ds S; must be simultaneously met. The conditidn o o ) )

! limits region expansion across object edges by ensuring UPOn satisfying these criteria, a candidatg, is pro-
that a pixel's color is not too dissimilar from its neighbors Moted to a seed pixel, denoted sy, and utilized for

@'.‘V)V. Speci cally, we operate over direct neighbors with region-growing. _ Sections 3.'1 and 3.'2 coalesce to form
k = 1. Similarly, ds S addresses global consistency Dual-Threshold Seeded Region-Growing (DTRG).

by comparing candidate pixels to the seed one. This dual-3-3. Modular Region-Growing

threshold strategy prevents excessive region expansion, angdthe Cartesian de nition of neighbor@)l") , is not ideal for
facilitates accurate and coherent regions. toroidally structured images. Laetod be the modular op-
3.2. Seed-Selection Strategy erator, an alternative neighbor sq‘;‘,kv)v , Which ensures con-

In the proposed work, seed pixels are selected dynamicallytinuity across image boundaries, can be de ned as:

as the segmentation process evo_lves, thereby reduc@ng theﬂ-(v)v = FXire mod H e mod w 2 X Jij 21 Kitiiika(is] ) 6 (0:0)g:
risks of over- or under-segmentation through adaptation to ™

the image features during region development. To iden-  This modi cation boosts the algorithm's effectiveness
tify suitable seed pixels, the approach involves selecting forimages with toroidal boundaries, notably in wind turbine
equidistant candidate seed pixels, from the imageX, segmentation. Here, background elements like the sky, sea,
refer to Fig. 2. For every candidate seed pixel, the window or land can stretch over image edges (refer to Fig. 3 for il-
@ﬁv is de ned around it. This discretization facilitates the lustrative examples). The Dual-Threshold Modular Region-



Figure 4. Distinct levels of coverage based on selected region-
growing thresholds S and '. Left: Original imageX ; Middle:
Very high ®and ', =100% but it generates over-grown re-
gions;Right: Very stringent ® and ', leading to low coverage;
under-segmentation. Regions are depicted with different colors.

(@ wvs. S (b) Accuracy vs. S ()N vs. S
Figure 5. Comparative analysis of segmentation performance
metrics across varying ° values, differentiated by ' levels.
The golden star indicates’ , the blue one' , while the purple
star indicates the couple of thresholds, '

growing (DTMRG) works exactly as DTRG (Sec. 3.2) but

with the updated de nition of nelghbors(l)
The rst row of Fig. 3 shows how the sky on either side

of the blade is accurately segmented into a single cohesweme
region that spans the image borders. The second row sim- (
ilarly groups the elds and treetops on either side of the
blade into one cohesive region. This nuanced alteration in

neighbors' de nition enables the identi cation of regions

that more effectively capture the intrinsic structure of the
image. A secondary advantage is the resultant reduction in

the number of segmented regions per image, denotbd as

3.4. Adaptive Thresholding
The principle of Adaptive Thresholding (AT) is to dynam-
ically adjust the thresholds' and $ based on the local

growth-inhibiting radius around the seed pixel, limiting re-
gion growth and ensuring segments remain color consistent
with the seed, adding a “memory factor” to the growths
key role instead is identifying object boundaries.

Figure 5 illustrates that increments ifi beyond a cer-
tain threshold yield no further improvements in Reach-
ing this plateaut‘,’—s 0, allows to select the value of
before any decrement in accuracy. To select the optimal

I, itis suf cient to increase ' until a satisfactory image

coverage is accomplished. Figure 5 illustrates the region
accuracy with respecttc® and '. The gure shows the se-
lection of the pair S , ' prior to any decrease in accuracy.
Finally, the number of regiond with respectto S, ' plot
con rms the negative correlation betwedh and S, vali-
dating the principle that® constrains the extent of region
growth. A qualitative example of AT algorithm is included
in the Supplementary in Fig. 2, with the complete algorithm
detailed in Alg. 3 of Supplementary.
3.5. Region Merging
Simplifying subsequent classi cation tasks by reducing the
overall number of regions is crucial to enhance segmenta-
tion. Region Merging (RM) strategy initializes a symmet-
ric binary matrix, denoted aBM 2 f0;1gN N, where
each elemeriR ;! 'V' indicates the mergeability of reglon pairs
'R; 2f0; 1gH W determined by their overlap. This
rgeability is formally de ned by the expression:

jRiVRjj
min( JRiJ;jR; J)
otherwise

1; if

01
i o '

®)

wherejR; \ Rjj is the intersection area between the two
regions, angR;j andjR;j are their individual areas; refer
to Fig. 3 in Supplementary for an illustrative example.
With RM de ned, a global merging strategy is followed
for the identi cation of chains of interconnected regions.
Through a graph traversal technique, speci cally Depth-

image characteristics, enhancing the algorithm’s ability to First Search, regions are categorized into chains based on

accurately delineate regions of interest in a speci ¢ image their connections ilRM , setting a comprehensive structure

X. In complex natural scenes, Global Thresholding (GT) is of mergeable regions for the actual merging process.

inadequate due to image variability. Figure 4 illustrates the  Finally, regions within each chain are iteratively merged

importance of proper threshold selection. using a union operation, updating the segmented image with
The implementation of AT allows to strike a balance be- |arger, uni ed regions. Modular Adaptive Seeded Region-

tweenimage coverage , de ned as the ratio of pixels of  Growing algorithm with Region Merging (MARG) is out-

X that belong to a region = HJXVJV , andregion accu- lined in Fig. 7, and detailed in Alg. 4 of Supplementary.

racy, de ned as the proportion of pixels that are grown in . .

a unique class. in this context, can be seen as a control 4. Region-aware Classi er

variable to monitor region growth leveraging the underlying This section explores the binary classi cation model for cat-

trade-off that exists between the threshold choice and re-€9orizing the regions. It then introduces the novel Region-

gion accuracy: highers and ' correspond to a higher at Mix data augmentation technique to enhance performance

the cost of region accuracy. The adaptive strategy revolvesand concludes with the model implementation.

around the idea of selecting a couple &f and ' prior to 4.1. Binary Region Labeling

any decrease in the accuracy metric by leveraging the rela-A binary label to each region is assigned indicating whether

tionship between accuracy and coverage. Thacts as a it belongs to the blade (1) or background (0). Since MARG




the various enhancements. Lastly, a qualitative analysis
highlights the bene ts of each algorithm module.

5.1. Region-Growing Segmentation Performance
An accurate region-growing algorithm should gener-

ate regions whose pixels only belong to one class.
algorithm operates in an unsupervised manner, some reHence, given an imag¥, its associated set of regions

Figure 6.Examples of RegionMix data augmentation

gions may not be exclusively grown over a single class. fR{;R,;:::; Ry g and the ground-truth binary mask ,

Such ambiguous cases are excluded from the training. we evaluate the segmentation quality of a regionfor a
The challenging problem of dense pixel classi cation, given similarity metricsim as:

which leads to the nal segmentation result, is thus reduced h i

to the simplest form of a machine-learning task, which is Simgr, =max sim R ;M[R{] ;sim R{*;M[R;]

particularly advantageous when the available data is scarce. (5)

In the context of wind turbines, which are challenging to  The generated regioR; is considered either as blade
access and often situated in remote and isolated IocationsRiCl or as backgroun& ic" and the highest metric score is
binary region classi cation is especially bene cial. captured for each region when comparing with the region
4.2. RegionMix Data Augmentation fr_om_ thg ground-truth mask [R;]. So,_ _given the re_gion
RegionMix is designed to augment the shape, size, and conSiZ€jRi], the overall performance metrstm x for the im-
textual placement of regions. RegionMix capitalizes on the 29€X is the weighted average across all segmented regions:
segmented _outputs of_ the MARG.aIgprithm to.expose the simy = i iRijsimg, : )
model to a virtually unlimited combination of region assem- iXj - '
blies, signi cantly enriching the training variability.
RegionMix synthesizes a new training exam@Remix,
by blending existing regions. Consider the set of regions

This method ensures that the contributions of all regions
are proportionately re ected and that we can assess the
region-growing algorithm using standard metrics.

the total number of regions. First, a subBebf randomly ~ 5.2. Region-Growing Ablation Study

selected regions is generated. Then a composite regiorAn ablation study is performed to assess each region-
R mix is generaged by the union of the regions in this sub- growing module, with the baseline being the Reference
setR: Rmix = g,or Ri- The labellnhix assigned to this  Seeded Region-Growing (RSRG), which employs Global
arti cial region is the proportion of the mixed region that Thresholding and a Random Seed Selection. Apart from

overlaps with the segmentation m.l’;tﬂk(refer to Fig. 6): the segmentation metrics, we study the image coveraye (
_ JRmix Mj. (de ned in Sec. 3.4) and the number of segmented regions
Imix (R mix) = T Rmx ) (N). The ndings are summarized in Tab. 1.
4.2.1. Implementation Details The baseline RSRG highlights notable limitations in re-

The dataset used follows BU-Net [42] and is detailed in Sec- call and , with over11% of X remaining unassigned to
tion 12 of Supp]ementary_ The region classi er is imp|e_ any grown region. This shortfall is attributed to the seed
mented using a modi ed Ef cientNet-B4 architecture [52] Pixels' failure to segment salient regions and the Global
that incorporates an additional fourth channel input to em- Thresholding parameters and * not being optimized for
bed the binary mask of the region being classi ed. Other SPeci ¢ image conditions. The introduction of Seed Selec-
architectures were explored and experiments are reported ifion (Sec. 3.2) increases by 4.56% and signi cantly im-
Section 10 of Supplementary. Figure 7 shows a schematicProves all performance metrics, highlighting the importance
overview of the whole algorithm. Key speci cations in- Of accurate seed selection to avoid missing image areas.
clude the binary cross entropy loss, a batch size of 4, and Adaptive Thresholding (Sec. 3.4) signi cantly enhances
the AdamW optimizer [31] with a learning rate 60005  recall to94:41%by optimizing * and ' to handle vary-
and a weight decay df0 5. The Lookahead optimization ~ing contrast, clutter, and noise. However, it prioritizes seg-
strategy [72] is employed, which updates “slow weights” mentation accuracy over minimizifg or maximizing ,

towards “fast weights” every 5 steps with a step size of 0.8. leading to fragmented segmentation with= 23:6 regions
per image, increasing misclassi cation risk (Sec. 6.1). Fig.

5. Region-Growing Evaluation 4 in Supplementary depicts the optimal distribution of op-
This section delves into the analysis of the region-growing timal thresholds, showcasing their variability, and Fig. 1
segmentation applied to wind turbine blade imagery. First, ain Supplementary showcases an illustrative example where
theoretical formulation is utilized to assess region-growing dual-thresholding ensures proper region growth.
segmentation performance, and then an ablation study high- The deployment of Modular Neighbors (MN, Sec. 3.3)
lights the algorithm's adaptability and performance under results in improvements across all metrics and rediites
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