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Undelayed landmarks initialization
for monocular SLAM
Joan Solà, André Monin and Michel Devy

Abstract— We address the problem of landmark initialization
in monocular simultaneous localization and mapping (SLAM).
The depth dimension is not observable from one monocular
measurement, and several observations are required from different vantage points exhibiting sufficient parallax. This makes
initialization difficult. Early solutions to the problem performed
a parallel task to determine this depth before initializing, dealing
to what we name delayed methods. We show that these methods
cannot exploit the angular information provided by low parallax
landmarks. We propose the design of undelayed methods, where
the landmarks are immediately initialized without the depth
information.
Low parallax landmarks include those close to the motion axis
and those at remote distances, potentially at infinity. Suitable
depth parameterizations are required for undelayed methods to
work with distant landmarks. We introduce a Gaussian mixture
parameterization, with its terms geometrically distributed along
the landmark’s visual axis. We obtain a scale invariant representation that scales nicely to very long distances. To avoid the
exponential explosion of the problem size inherent to this multiGaussian scheme, we develop special mapping and updating
procedures that exhibit a linear growth of the SLAM state vector.
The methods are tested and validated via simulation and real
experiments, in both indoor and outdoor scenarios, and with and
without the aid of odometry data.
Index Terms— Autonomous vehicles, 3D/stereo scene analysis,
Tracking

I. I NTRODUCTION
The Simultaneous Localization And Mapping problem
(SLAM) is that of simultaneously estimating, in real time, the
structure of the perceived environment and the observer’s position in this environment. It is central and general in robotics
and its resolution is often considered crucial for achieving a
real autonomy of movements. For about twenty years, SLAM
has triggered an impressive amount of research within the
robotics community [1], [2]. Historically, SLAM relied on
laser telemeters as Range-and-Bearing (RB) sensors allowing
the robots to build planar maps of the environment. Recently,
the use of vision sensors has put the 3D world at reachable
access but has made new difficulties arise due, on one side,
to the richness of the provided information and, on the other
side, to the loss of the depth dimension in the measurements
inherent to the projective nature of vision. In parallel with
these achievements, the artificial vision community has been
setting up the fundamentals of geometric vision, with different
envisioned applications such as augmented reality or object 3D
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reconstruction, but often with very similar research problems.
For about the past five years we witness a confluence between
both communities’ works, which translates into a research
intensification both in methodological and applicative aspects.
Possibly because of this, visual SLAM is today a very active
and competitive research domain.
By reducing hardware complexity to the minimum, monocular vision represents a very appealing choice for SLAM:
cameras are cheap, small and reliable, and are able to provide
a huge amount of spatial information. Unfortunately, this is
at the price of losing one dimension of the observed world:
the depth of the perceived landmarks. This makes us refer to
cameras as Bearings-Only (BO) sensors, and the associated
SLAM methods as BO-SLAM. We notice that Monocular
SLAM and BO-SLAM can be regarded indistinctly, the former
being just a particular case of the latter.
BO sensing for SLAM has two important implications.
First, the system is only observable up to a similarity transform [3], meaning that the overall system’s scale factor is not
observable. For situations where the camera is permanently
looking at the same scene from different viewpoints, the
system is probably stable [3] and the result converges to an
unknown scale for both the size of the observed objects and the
camera trajectory. However, in navigation applications – more
common in mobile robotics tasks – the mapped landmarks
progressively disappear from the visual scene, preventing the
stability conditions to be satisfied, and scale non-observability
leads to a progressive scale drift [4]. This drift results in
different map sections having different scales, and it may
be catastrophic as it can prevent satisfactory loop closing in
SLAM. If one is to completely eliminate drift, some other
metric measurement must be added to the system, the most
common one being odometry [5]–[8].
The second principal difficulty is landmark initialization –
including a new landmark in the map. Indeed, the SLAM
methods, which are normally conceived for RB sensing, require a full 3D estimate of the landmark position for initialization, usually in the form of a Gaussian probability density
function (pdf ). This estimate cannot be provided by a single
BO measurement, and observations from multiple vantage
points are required. When facing this problem, early works
used to put the stress in first getting this Gaussian estimate
and afterwards initializing, thus delaying the moment at which
the new landmark could start contributing to SLAM. This
“delayed” reasoning is hiding one of the biggest advantages
of vision over the historically used RB sensors: the possibility
of observing objects at infinity or, more exactly, the possibility
of performing SLAM with landmarks at unknown, arbitrarily

2

large distances. This work is all about eliminating this delay.
A. Related work
The monocular SLAM problem is essentially the same
as the Structure From Motion (SFM) one, stated by the
computer vision community as a batch, offline process, and
recently solved online with incremental Bundle Adjustment
(BA), a nonlinear optimization over camera poses and tracked
features [9], [10]. BA requires several frames to operate, thus
delaying the use of new landmarks at least as long as the
number of frames used in the bundle. However, because BA
reasons exclusively in the measurement space, no minimum
parallax is required to constrain the camera pose and therefore
BA is naturally able to handle undelayed operation: undelayed
BA methods could be conceived by adding new features just
observed in the last two frames, while keeping a larger number
of frames for the older features’ parallax to be observed. We
do not know of any of such implementation.
As for early solutions to the initialization problem in BOSLAM, Deans et al. [11] propose a combination between
BA to initialize the landmark and an Extended Kalman Filter
(EKF) to update it. Chiuso et al. [3], [12] give proofs of
observability and stability of the monocular SLAM problem
and propose the first real time vision implementation in EKF.
Initialization is handled by triangulating the current observation with a previous one, using some heuristics to determine
wether parallax is sufficient or not. In a later extension of
their work [4], scale drift during navigation is reduced by
locking the size of the most accurately mapped object that is
currently visible. Davison [13] uses also the EKF framework,
with a separate particle filter (PF) to estimate the landmark’s
depth. Initialization is delayed until the depth variance in the
particles distribution is small enough to consider a Gaussian
estimate. Davison’s work has become the cornerstone in realtime monocular SLAM – and we recommend reading this
more extended article [14]. However, the fact of using delayed
initialization restricts its operation to room-size scenarios (with
landmarks at 5m maximum depth) and lateral camera motions.
The scale factor is determined by frequently revisiting an
object of known size, making navigation over relatively long
distances difficult. In Bailey’s method [5] past poses of the
robot are stacked in the map, with associated bearings stored
apart, until the landmark’s position pdf can be considered
sufficiently close to a Gaussian shape. The ‘Gaussiannity’
measure used utilizes an expensive numerical implementation
of the Kullback distance [15]. Once initialized, the set of
observations from all stored poses is processed in a batch
update. Lemaire et al. [16] improve on this concept by
using a geometrical series of Gaussians with likelihood-based
pruning in a delayed scheme which is both computationally
efficient and scales nicely to very distant landmarks. Scale is
determined by odometry in these two last works.
The first undelayed solution we are aware of is due to
Kwok and Dissanayake [6]. The uncertainty in the depth
dimension is modeled by a series of Gaussians, with members
or hypotheses uniformly distributed along the depth dimension.
All Gaussians are immediately initialized in an EKF map. At

subsequent observations, only the most likely hypothesis is
used for the EKF update. This can compromise the system’s
robustness in sustained low parallax cases, because during the
first observations all hypotheses have too similar likelihoods,
and the most likely one is probably not the correct one. The
Sequential Probability Ratio Test is used to prune unlikely
hypotheses. Remarkably, despite of this work being the first
undelayed solution, this fact is never mentioned by the authors.
B. This work
It is the primary purpose of this article to present the
advantages of using undelayed initialization (UI). In this
direction, we believe that an important contribution of our
work is not methodological but conceptual: the identification
of the undelayed nature of our approach and its interesting
properties, basically the ability to make partially observed
landmarks contribute to SLAM. Partially observed landmarks
are those that exhibit very low parallax, therefore badly
adapted to triangulation, and correspond to objects that are
very distant or that lie close to the motion axis.
The second contribution is methodological. The UI solution
we present is very similar to [6]: a set of Gaussians is
employed to model the landmark’s depth uncertainty, and all
these Gaussians are immediately stored in a unique EKFSLAM map. Two aspects make our approach different:
• The Gaussians are distributed geometrically along the
depth dimension, as in some earlier works on BO tracking [17], [18], obtaining a scale invariant depth parameterization that leads to a better scaling to long distances
while respecting the EKF linearization constraints;
• At subsequent observations, all hypotheses contribute to
the EKF update, each one to a different extent which
depends on its likelihood. This allows a smoother evolution of the hypotheses during sustained low parallax
conditions and leads to a more robust operation.
We explore two methods based on this representation. First,
we present the theoretically derived one, which is a Gaussian
Sum Filter solution (GSF-SLAM, also explored in [7]). This
solution is not well adapted to a real time operation because
of an exponential growth of the problem size. Second, we
develop Federated Information Sharing SLAM (FIS-SLAM),
an approximation which achieves linear growth.
By being able to map and re-observe partially observed
landmarks, and together with the geometrical parameterization, we approach the goal of exploiting the whole geometrical
information provided by the cameras. This means that all
landmarks should contribute to SLAM:
1) from the first observation,
2) independently of the sensor trajectory, and
3) up to the infinity range.
UI methods achieve 1) and 2) naturally, and the geometrical
series of Gaussians allows us to approach 3).
We give the necessary details for a vision implementation. We adopt the active search approach in [19] for a
fast and robust operation, and give some ideas on how to
further accelerate feature matching. We present results from
real experiments using monocular vision with and without
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complementary odometry data, showing correct operation in
navigation conditions with singular trajectories, i.e. a single
camera moving forward, in the presence of relatively distant
landmarks.
This article is about landmark initialization. It does not
pretend to be a demonstration of other interesting features that
a good SLAM system should have. Large area mapping and
long loop closings are not pursued for two main reasons: the
filtering core is a single EKF, known for its limitations on map
size and long term consistency [20]; and sometimes insufficient feature outlier rejection that active search can provide
when compared to more robust schemes like RANSAC [21],
[22]. The limits of our outlier rejection scheme are highlighted
in the experiments.
This work, that has been previously presented in a conference paper [8] and in the main author’s PhD [23], can
be seen as an intermediate step between Davison’s delayed
method [13] and more recent UI methods based on Inverse
Depth Parameterization (IDP) [24]–[26]. IDP encodes with a
single Gaussian all the depth uncertainty from very close to
infinity (thus achieving goal 3 above), being at this time the
most performing solution to the problem. Although used and
named somewhat differently, IDP can be traced back to the
early 80’s, as reported by the Bearing Only tracking literature
using passive radar and sonar sensors [27]. This reference
demonstrates the ability of IDP to avoid biased estimates
induced by non linearity, thus dealing with some of the issues
the unscented filters (unscented Kalman or particle filters) are
dealing with in some monocular SLAM works [24], [28].
By reducing systematic biases due to non linearity in the
estimation methods, these IDP systems keep the scale drift
rate low and show satisfactory vision-only SLAM operation
with loop closings of moderate length.
This article is organized as follows. In Section II we give
an intuitive notion of 3D estimability which serves to identify
the weakness of delayed methods and to justify the undelayed
ones. In Section III we explore the consequences of UI when
using Gaussian sum depth parameterizations. In Section IV
we develop FIS-SLAM, a complete solution to the problem.
We give experimental results with a vision implementation in
Section V and conclude in Section VI with a discussion.
II. D ELAYED AND U NDELAYED INITIALIZATIONS
A. 3D estimability from two views
The condition of observability of a 3D point from two BO
observations is well known: both sensor positions and the point
must be non-collinear [29]. This singular situation occurs
typically when the camera is approaching the objects to be
mapped. When dealing with noisy measurements, this notion
of observability becomes of little use, because the non observable region reduces to a line in 3D, which has null measure
in front of the rest of the 3D space which is observable. Of
greater convenience is the notion of estimability, for which we
give now an intuitive approach that will make the advantages
of UI clear.
When a new feature is detected, the back-projection of its
noisy-measured 2D position in the image defines a conicshaped pdf for its associated landmark’s 3D position, that we
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Fig. 1. The conic ray back-projects the elliptic representation of the Gaussian
2D measure. It extends to infinity.
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Fig. 2.
Different regions of intersection for 4σ (solid), 3σ (dashed) and
2σ (dotted) ray widths when the outer 4σ bounds are parallel. The parallax
or angle between rays axes A and B is ψ = 4 (σA + σB ).

call ray, that extends to infinity (Fig. 1). This ray’s angular
width can be defined as a multiple of the standard deviation
σ of the angular errors, which depend on the accuracy of the
camera’s pose (extrinsic parameters), on the camera’s angular
resolution (intrinsic parameters) and on the accuracy of the
methods used to extract and match points.
Let us consider two features extracted and matched in
two images, corresponding to the same landmark: their backprojections are two conic rays A and B that extend to infinity,
with angular widths defined by standard deviations σA and
σB (Fig. 2). We may say that the landmark’s position is fully
estimated if the region of intersection of these rays is closed
and sufficiently small. If we consider, for example, the case
where the two external 4σ bounds of the rays are parallel, then
we can ensure that the 3σ intersection region (which covers
98% probability) is closed, and that the 2σ one (covering 74%)
is small. The ratio between the depth’s standard deviation and
its mean (a measure of linearization validity in EKF as we will
see) is then better than 0.25. The parallax angle ψ between the
two rays axes takes the value ψ = 4(σA + σB ) = constant.
In 2D, we plot the locus of constant parallax ψ. In the case
where σA and σB can be considered constant, ψ is constant
too and the locus is circular (Fig. 3). The landmark is fully
estimable inside this circle, and partially outside. The circle’s
radius is R = d/(2 sin ψ), directly proportional to the distance
d between the two cameras and, for small parallaxes, inversely
to the angular uncertainties. In 3D, the full estimability region
is obtained by revolution of this circle around the axis joining
both cameras, producing something like a torus-shaped region.
In the general case angular uncertainties σA and σB are not
uniform in all directions and thus the parallax ψ is neither. This
means that the estimability regions are not exactly circular,
not exactly torus-shaped, etc. Also, estimability is more a
probabilistic measure rather than a binary condition and one
should consider a diffuse frontier indicating a vanishing level
of estimability rather than sharply defined regions. But the
main conclusions still hold: 1) the maximum full estimability
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Fig. 5.
Frontal-blindness effect of delayed initialization (left). Delayed
initialization leads to SLAM systems that only take into account fully
estimated landmarks, thus not those close to the motion axis. By considering
also partially observed landmarks, an undelayed operation (right) is able to
exploit all the visual information.

B

Fig. 3. Locus of constant parallax from points A and B. Left: Take C =
(A + B)/2 and trace the line l through C perpendicular to AB. In this line,
\ = ψ, the desired parallax. Use
mark the point D so that the angle ADC
D as the center of a circumference of radius R = kA − Dk – this radius
is proportional to d = kA − Bk. The circumference goes over A and B,
[
and every point P on it precisely satisfies AP
B = ψ. Any point O inside it
\ > ψ, while points Q outside get AQB
\ < ψ. Right: In 3D,
satisfies AOB
the locus surface is obtained by revolution of this circumference around the
AB axis, producing a torus shape with a degenerated central hole.

ψ

ψ

Fig. 6. Dense-fog effect of delayed methods (left). A good vision-based
SLAM system should use all the available information which may potentially
reach infinity (center). For ages, humankind has used the pole star for
orientation without knowing its distance (right).

and are consequences of the inability of delayed methods to
deal with low parallax landmarks.
C. Undelayed initialization (UI)

Fig. 4. Simplified depth estimability regions in a stereo rig (left) and a
camera traveling forward (right). The angle ψ is the minimum parallax that
ensures estimability via difference of points of view.

range is in the direction perpendicular to the axis joining
both cameras; 2) this range is directly proportional to the
distance between both cameras and inversely to the angular
uncertainties; and 3) depth estimability is extremely weak for
those points lying close to the axis joining the cameras.
In a stereo configuration or for a lateral motion of a moving
camera (e.g. in aerial images) the full estimability region is in
front of the sensor (Fig. 4 left). This confirms the intuition that
with a single camera the best way to recover 3D information is
by performing lateral motions, maximizing the parallax gain.
Consider at the opposite extreme the particularly difficult
case of singular motion (Fig. 4 right): in the motion axis
depth recovery is simply impossible. Close to this axis, which
in mobile robotics is typically the area we are interested in,
estimability is only possible if the region’s radius is very large.
This requires very large displacements d of the camera.
B. Delayed Initialization
If we insist in obtaining full landmark estimates before
initializing, the observations taken during the long camera displacements cannot contribute to SLAM. This is preventing the
observer to use frontal landmarks for localization, something
that we name the frontal blindness effect (Fig. 5). A similar
consideration applies for very distant landmarks, leading to
what we name the dense fog effect (Fig. 6), where we cannot
use distant landmarks for localization. Both effects illustrate

By initializing a partial estimate of the landmark, undelayed
initialization methods eliminate both effects and allow SLAM
systems to exploit the full visual information. Low parallax
landmarks will provide precious information about the robot’s
orientation from the very first observation.
The following definition should now be obvious:
Definition 1 (Undelayed initialization): The inclusion of a
landmark, performed immediately after its first observation,
into a SLAM stochastic map.
From Def. 1 it is clear that classical SLAM methods using
RB sensing are undelayed. In partially observable sensing such
as BO, UI needs to fulfill the following two requirements:
1) The landmark must be mapped partially. This means that
we will have to map the whole pdf of the ray defined
by the detected feature, which is not Gaussian.
2) Correct SLAM updates must be performed to these
partially mapped landmarks.
As for implementation, the first condition also requires the
depth’s parameterization to fit that of the map, e.g. for Gaussian maps we want Gaussian parameterizations or suitable
variations. The difficulties to overcome are finally related to
the particular choices we can make:
1) on the SLAM probabilistic framework – we use EKF;
2) on the parameterization of the landmark’s partial estimate – we use a Gaussian mixture;
3) on the methods to update the map after re-observing
these partially mapped landmarks – we develop the
Federated Information Sharing update.
These difficulties can be further accentuated by the realtime constraints which are always present in every robotics
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2) Motion and measurement updates: The evolution of the
robot and the measure of landmark i are described by the
functions1
R+ = f (R, u)
yi = h(R, pi ) + υ

Ppp

Fig. 7. Landmark initializations in EKF-based SLAM systems. Mean and
covariances matrices are shown for Left: EKF-SLAM; Center: GSF-SLAM;
Right: FIS-SLAM. The white section is the previous map; the gray ones
represent the new landmark.

where u ∼ N {ū; U} is a vector of controls, odometry
readings or perturbations assumed to be Gaussian, and υ ∼
N {0; R} is a white Gaussian noise.2 We get the prediction
step
R̄+
P+
RR
P+
RM
P+
MM

problem. Initialization and updating algorithmic complexities
should not exceed that of the SLAM method itself.

III. U NDELAYED INITIALIZATION VIA G AUSSIAN S UM
PARAMETRIZATION

In this section we illustrate the implications of using a Gaussian Sum to parameterize the unknown landmark depth. We
base our method on the classical EKF-SLAM algorithm [30].
A short but complete reminder of EKF-SLAM will serve to
present the notation and as the base for the discourse. We
show in this section that the theoretically motivated solution
to UI using a Gaussian Sum parameterization implies the
abandonment of the pure EKF (Fig. 7 left) and that, following
a multi-hypothesis reasoning, the proper way to include the
partial estimate in the map is the creation of a set of weighted
maps, one for each Gaussian (Fig. 7 center). This will lead to
intractable algorithms such as the Gaussian Sum Filter (GSF)
[31], in which the computational load grows multiplicatively
with the number of Gaussians and exponentially with the
number of simultaneous initializations. This computational
burden will be alleviated with the introduction of Federated
Information Sharing SLAM (FIS-SLAM, Fig. 7 right), with
only a linear growth of the problem size, which is developed
in the next section.

A. Reminder: Range-and-Bearing EKF-SLAM
1) The SLAM map: The map consists of a random state
vector containing the robot’s state and the currently mapped
landmark positions:
 
R
X=
(1)
M
where R> = [x> , q> , v> ] is the robot state containing
position x, orientation q and other possible states v; and
>
M> = [p>
1 , · · · , pn ] is the set of landmark positions, here
3D points pi . All is expressed in the same global reference
frame. In EKF, the posterior is approximated by a Gaussian
density with mean and covariances matrix defined by
 


R̄
PRR PRM
X̄ =
P=
,
(2)
M̄
PMR PMM
where PRM = P>
MR .

(3)
(4)

=
=
=
=

f (R̄, ū)
>
FR PRR F>
R + Fu UFu
FR PRM
PMM ,

(5)
(6)
(7)
(8)

and the correction step at the observation of landmark i
>
−1
Ki = P H>
i · (Hi P Hi + R)
X̄ + = X̄ + Ki · (yi − h(R̄, p̄i ))
P+ = P − Ki Hi P

(9)
(10)
(11)

where the Jacobian matrices are defined by
FR =

∂f
∂R>

Fu =
R̄,ū

∂f
∂u>

Hi =
R̄,ū

∂h(R, pi )
∂X >

.
X̄

3) Landmark initialization: Initialization consists of stacking the new landmark position p into the map as
 
X
+
X =
(12)
p
and defining the pdf of this new state (the resulting map)
conditioned to observation y. This task is easily performed
from the first observation given by y = h(R, p) + υ as all
the components of p are observed. We perform the variable
change
w = h(R, p)
(13)
so the measurement is now y = w + υ. Then we define
the function g, inverse of h, in order to obtain an explicit
expression of p
p = g(R, w).
(14)
By assuming that PRR and R are small enough we can
linearize this expression with the Taylor approximation p ≈
g(R̄, y) + GR (R − R̄) + Gw (w − y), with the Jacobian
matrices
∂g
∂g
GR =
Gw =
.
>
∂R R̄,y
∂w> R̄,y
Then p can be considered approximately Gaussian with mean,
cross- and co-variances matrices defined by
p̄ = g(R̄, y)
PpX = GR PRX
>
Ppp = GR PRR G>
R + Gw RGw

(15)
(16)
(17)

notation A+ means the updated value of A, for any A.
notation x ∼ N {x̄; X} stands for ”x is Gaussian with mean x̄ and
covariances matrix X” and is a shortcut for p(x) = N (x − x̄, X). N () is
the Normal or Gaussian distribution.
1 The
2 The
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where PRX = PRR PRM (see (2)). The augmented map
is finally specified by
 


P
P>
X̄
+
+
pX
.
(18)
X̄ =
P =
p̄
PpX Ppp

and finding its pdf conditioned to the bearing observation
y = b + υ. This can be done as follows. Consider depth
s (unobserved) and map X of being independent of y and
start by writing the conditional densities of all the knowledge
we have: map X, bearing b and depth s:
p(X|y) = p(X) = N (X − X̄, P)
p(b|y) = N (b − y, R)

B. Gaussian Sum depth parameterization
In the BO case the measurement is lacking the range
information and the initialization procedure is not that straightforward. We separate range s from bearing b and write
 
b
w=
(19)
s
so the measurement is now y = b + υ. This leads to the
re-definition of g(·)
p = g(R, b, s)

(20)

where all but range s can be safely considered Gaussian.
In the vast majority of cases, no (or little) a priori knowledge
is available for the values of the unmeasured range s. Often
we will be in the case where only a validity margin is known.
In the case of an unmeasured depth, typical validity margins
of s are:3
s ∈ [smin , ∞)

s ∈ [smin , smax ].

Such validity margins clearly violate the Gaussian assumption
(as they define uniform pdfs), and even in the case of reasonable reduction to Gaussian shapes, they violate the linearization margins imposed by EKF. If for all other magnitudes
in (20) the Gaussian and local linearity assumptions were
reasonably valid hypotheses (as it is implicitly assumed in
fully observable EKF-SLAM), we are now in a completely opposite situation. Therefore, the landmark initialization method
described in Section III-A.3 no longer holds. We have to
stochastically re-characterize s and find a way to cope with
its (very wide) probability density function p(s).
Among the two commonly used ways of approximating
non-Gaussian pdfs, Gaussian mixtures and particle mixtures,
we have two good reasons to choose the Gaussian mixture:
1) Efficiency: the number of Gaussians will be drastically
smaller than the number of particles; and 2) Mapping suitability (a requisite for UI): a Gaussian mixture approximation
is better adapted for inclusion in a Gaussian map such as EKF.
C. Landmark initialization
Concise ways of getting optimal Gaussian mixture approximations for our application will be given later. By now, let
us assume that we have a good approximation of the pdf of
s in the form of a finite Gaussian sum:
p(s) ≈

Ng
X

cj · N (s − sj , σj2 )

(21)

j=1

We show now how this representation leads to a GSF
solution to SLAM. Landmark initialization consists of stacking
the new landmark position p into the map X as in (12),
3 The

case smin = 0 is a collision and does not need to be considered.

p(s|y) = p(s) =

Ng
X

cj · N (s − sj , σj2 ).

j=1

Further consider X, b and s as being mutually independent
and write their joint conditional density as the product of the
above pdfs. Being all Gaussians, this translates to
  

 

Ng
P 0 0
X
X − X̄
X
p  b  |y =
cj · N  b − y  ,  0 R 0  .
0 0 σj2
j=1
s
s − sj
(22)
From the variable change (20) we can trivially define this
new one which applies to the whole system
(X, p) = g0 (X, b, s).

(23)

This variable change allows us to map the pdf (22) from the
space (X, b, s) to (X, p). Considering P, R and σj2 small
enough we can locally linearize (23) and obtain
   X

 

Ng
P
P>
X
X − X̄
pX,j
p
|y =
c0j · N
,
p
p − p̄j
PpX,j Ppp,j
j=1
(24)
where the elements for all hypotheses 1 ≤ j ≤ Ng are:
−1

c0j = cj |[Gb,j Gs,j ]|

(25)

p̄j = g(R̄, y, sj )
(26)
PpX,j = GR,j PRX
(27)
>
2
>
Ppp,j = GR,j PRR G>
+
G
R
G
+
G
σ
G
(28)
b,j
s,j j
R,j
b,j
s,j
with R̄ the robot’s pose conditional mean and where the
Jacobian matrices are defined by
GR,j =

∂g
∂R>

Gb,j =
R̄,y,sj

∂g
∂b>

Gs,j =
R̄,y,sj

∂g
∂s

.
R̄,y,sj

That is, we have Ng maps for every new initialized
landmark. Each map is created with the depth hypothesis
N {sj ; σj2 } in such a way so as to ‘simulate’ the RB measure
y0 = [y> sj ]> :
 
  

R 0
b
y
w=
∼N
,
,
(29)
0 σj2
s
sj
which leads to a classic EKF-SLAM initialization for each
map. As a consequence, in the case of simultaneous initialization of m landmarks in a map of size n, we would fall into
the situation of having to maintain as much as (Ng )m maps
of size (n + m), leading to a problem of size
(n + m)(Ng )m .

(30)

The map management would require the use of the standard
GSF, but such an exponential increase of the problem size
makes this solution intractable in practice.
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IV. F EDERATED I NFORMATION S HARING SLAM

y

We need to find a computationally compelling alternative
to GSF. Following the same multi-hypothesis reasoning, we
can consider that each hypothesis corresponds to a different
landmark. We can then initialize them all in one single
Gaussian map using the standard EKF-SLAM procedure of
Section III-A.3. The result for m simultaneous initializations
of rays of Ng members is a map of size
(n + mNg ),

(31)

i.e. a linear growth, as opposed to the exponential growth (n+
m)(Ng )m of GSF.
Divergence and inconsistency risks that emerge from the
fact of having all hypotheses correlated in a unique map need
to be minimized. For this, the hereafter proposed FIS technique
firstly mimics the weight propagation scheme of the GSF, but
then relies on these weights to adequately regulate the effect
of the subsequent EKF corrections. The weights are also used
to progressively eliminate the wrong hypotheses, allowing the
ray to converge to a single Gaussian representation as parallax
increases.
This section first proposes an optimal representation for the
Gaussian sum that defines the range’s pdf. This will minimize
the number of hypotheses. Then it goes on detailing FIS, which
could be seen as a shortcut of the more proper GSF-SLAM.
A. The ray parameterization: a geometric series of Gaussians
We look for a minimal implementation of (21), a safe way
to fill the conic-shaped ray with the minimum number of
Gaussian-shaped densities. For that, we start by giving the
general realization of (20):
p = x + s · R(q) · dir(b)

(32)

where dir(b) is a direction vector in sensor frame defined
by b;4 x is the sensor position; R(q) is the rotation matrix
associated with the sensor orientation q; and s is the range,
now unknown. We then remark that given a sensor with pose
(x, q) and a landmark in p, the observed b is inversely
proportional to s. It is shown in [17], [18] that in such cases,
for a Gaussian j at a range sj , EKF is only relevant if
its sigma-to-mean ratio αj = σj /sj is small enough, as it
determines the validity of the linearizations (Fig. 8; we use
up to 30% in practice). This leads to define p(s) (21) as a
geometric series with a ratio αj = α = constant:
p(s) =

Ng
X

cj · N (s − sj , σj2 )

(33)

j=1

sj = β · sj−1
σj = α · sj .

(34)
(35)

An overview of the series with its parameters is shown in
Fig. 9. From the bounds [smin ,smax ], and the choice of the
ratio α and the geometric base β, we need to determine the
first term (s1 , σ1 ) and the number of terms Ng . We impose
the conditions s1 − σ1 = smin and sNg + σNg ≥ smax to get

α = σi /si

p(y)
α→0

y = K/s

0.1
0.2
0.3

N {si ; σi }

s

−2

0

2

4

6

y [K σi−1 ]

Fig. 8.
Normalized density asymmetry after transforming the Gaussian
N {s−si ; σi2 } through the function y = K/s and centering. This asymmetry
only depends on α = σi /si and is used to evaluate the linearization validity.
The value α = 0.3 shows a long tail but gave satisfying results in our
experiments. It must be regarded as an extreme, absolute upper bound.

smin

smax
σ2 = α s2

σ1 = α s1

σ3 = α s3

s
0
Fig. 9.

s1

s2 = β s1

s3 = β 2 s1

The conic Ray: a geometric series of Gaussian densities.

Fig. 10.
Geometric densities for smin /smax = 10: Left: (α, β) =
(0.2, 1.8). Center: (α, β) = (0.3, 2). Right: (α, β) = (0.3, 3). The dotted
line is at smax .

s1 = (1 − α)−1 · smin
σ1 = α · s1



1 − α smax
·
Ng = 1 + ceil logβ
1 + α smin

(36)
(37)
(38)

where ceil(x) is the next integer to x. We see that for this
series to have a finite number of terms we need smin > 0 and
smax < ∞, that is the limited depth range s ∈ [smin , smax ],
and hence the infinity range is not reachable.
The aspect ratio α and the geometric base β determine
the sparseness of the series. Fig. 10 shows plots of the
obtained pdf for different choices of α and β. The couple
{α, β} = {0.3, 3} defines a pdf that is somewhat far from
the original uniform density, but experience showed that the
overall performance is not degraded and the number of terms
is minimized. In fact, as it is shown in [16] and in the tests
of Section IV-D, the system’s sensitivity to α and β is small
and hence the choices are not that critical. Table I shows the
number of Gaussians for three typical applications. Note how,
thanks to the geometric series, increasing smax /smin by a
factor 10 implies the addition of just two members.
B. The FIS algorithm
We have to distinguish two types of landmarks in our SLAM
map:
4 Let b = [x, y]> be the metric coordinates of a pixel in a camera with
focal length f . Then dir(b) = [x/f, y/f, 1]> and s is the landmark’s depth.
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TABLE I
N UMBER

OF

G AUSSIANS FOR α = 0.3 AND β = 3.

Scenario

smin (m)

smax (m)

smax
smin

Ng

Indoors
Outdoors
Long range

0.5
1
1

5
100
1000

10
100
1000

3
5
7

1

2

3

4

X̂

P

Fig. 12. Iterated Ray Initialization for Ng = 3. Each arrow states for an
EKF-SLAM-based landmark initialization.

one by one by iteratively applying the initialization procedure
of EKF-SLAM (Section III-A.3), by considering the ‘full
measure’ {y, sj ; R, σj2 } indicated in (29). The result looks
like this:




P
P>
· · · P>
X̄
pX,1
pX,Ng
 p̄1 
 PpX,1

Ppp,1




X̄ + =  .  P+ =  .
.
.
..
 .. 
 ..

p̄Ng

Fig. 11. Ray updates on 4 consecutive poses. Gray level indicates the weights
that are used to discard bad hypotheses and to weigh the corrections on
surviving ones. The dash and dot line is at the true landmark’s depth.

Points: Fully mapped landmarks, represented by a single
Gaussian.
• Rays: Partially mapped landmarks, represented by a set
of Gaussians.
As a SLAM method, FIS-SLAM has the objective to keep
the map up to date when the following situations occur:
1) The robot observes a fully mapped point;
2) The robot observes a partially mapped ray;
3) The robot observes a new landmark and decides to
incorporate it in the map; and
4) The robot moves.
Robot motion and the observations of fully mapped landmarks follow the classical EKF-SLAM formulation and are not
explained here. The particularity of FIS-SLAM resides in the
way to initialize the ray describing the landmark’s pdf (item
3 above) and the way to perform updates on these rays, while
making them converge to pure Gaussians as full estimability
is getting achieved (item 2).
The aim of the rays management in FIS-SLAM is therefore twofold: we want to safely and progressively select the
Gaussian in the ray that best represents the real landmark,
while using at the same time the partial information this
ray provides to improve localization. It consists of four main
operations: 1) the inclusion of all the members of the ray into
the map; 2) the updating of the ray members’ weights; 3) the
successive pruning of bad members; and 4) the map updates
using Federated Information Sharing. Fig. 11 gives a compact
view of the whole process.
1) Iterated ray initialization: We include all landmark
hypotheses that conform the ray in a single Gaussian map.
All ray members {p1 · · · pNg } are stacked in the same random
state vector as if they corresponded to different landmarks:


> >
X + = X > p>
.
(39)
1 . . . pNg
•

An iterated method is used to construct its mean and
covariances matrix (Fig. 12). Landmark hypotheses are stacked

PpX,Ng

Ppp,Ng
(40)
Initially, all hypotheses are given the same credibility so
their weighting must be uniform. We write the uniform apriori weights vector associated with the newly added ray:


Λ = Λ∗1 · · · Λ∗Ng
; Λ∗j = 1/Ng .
(41)
The evolution of these weights will reflect the likelihood of
each hypothesis with the whole historic of measurements, as
we explain in the next paragraph.
2) Ray weights updates: As in the standard GSF, the weight
Λj of each hypothesis j is successively updated with its
measure of likelihood λj . This likelihood is defined as the
probability of hypothesis j being true given the observation
{y; R}. For two-dimensional observations, the likelihood is
defined by
λj , N (zj , Zj ) =

1
1
p
exp(− z>
Z−1 zj )
2 j j
2π |Zj |

(42)

with {zj ; Zj } the innovation and its covariances matrix:
zj = y − h(R̄, p̄j )
Zj = Hj Pj H>
j +R

(43)
(44)

and Hj the Jacobian matrix of the observation function:
Hj =

∂h
∂X >

.
R̄,p̄j

We define the weight of a hypothesis as its probability of being
true given its initial probability Λ∗j and all likelihoods up to
time k:
k
Y
Λj (k) , Λ∗j
λj (t)
(45)
t=0

Λ∗j

where the initial weight
= 1/Ng is known. This can be
written in recursive form as
Λ+
j = Λj · λj .
The weights are systematically normalized so that

(46)
P

j

Λj = 1.
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3) Ray members pruning: The divergence risk calls for a
conservative criterion for pruning those members with very
low weight. This will in turn allow the ray to collapse to a
single Gaussian.
We consider a ray of N members and use the weights vector
Λ = [Λ1 , · · · , ΛN ]
P
which is normalized so that
j Λj = 1. For pruning, we
compare each member’s weight against the uniform weight
1/N by means of a simple threshold τ . Ray member j is
Λj
< τ , or equivalently if
deleted if the ratio 1/N
N · Λj < τ

Observation of p : {y ; R}

Fig. 13.

EKF update on p1

{y ; R/ρj}

EKF update on pj

{y ; R/ρN}

EKF update on pN

Map update via Federated Information Sharing.

(i.e. non homogeneously) among all hypotheses. Doing Rj =
R/ρj , condition (48) is satisfied if
X
ρj = 1.
(49)
j

(47)

where τ is in the range [10−4 , 10−2 ], typically 10−3 , and
roughly corresponds to the probability of pruning a valid
hypothesis (pretty similar to Sequential Probability Ratio Test
in [6] for example). At each member deletion we update
N + = N − 1. When N = 1, we say the ray has collapsed
to a single Gaussian and so it will be treated as in standard
EKF-SLAM: the landmark’s position is now fully estimated.
As ray members are updated at each observation (see the
next paragraph: Map updates), they move along the ray axis
and approach the true landmark position. Sometimes the two
closest ones to the landmark survive the pruning process
and end up confounded at the same point. This is detected
when both depths differ in less than a certain percentage (for
example 10%). The less likely one is simply deleted.
4) Map updates via Federated Information Sharing: This
is the most delicate stage. We have a fully correlated map with
all hypotheses in it, so a correction step on one hypothesis has
an effect over the whole map. If the hypothesis is wrong, this
effect may cause the map to diverge.
Of course we would like to use the observation to correct
the map at the right hypothesis. As we don’t know which one
it is, we are obliged to actuate on all of them. This involves the
risk of inconsistency: if we incorporate multiple times the same
information (remember that we have a unique observation for
all hypotheses), the map covariance P will shrink according
to the multiple application of the EKF correction equations
(11), leading to an overconfident estimate of the map X.
The proposed FIS method is inspired by the Federated Filter
(FF) in [32] to address these problems. FF is a decentralized
Kalman filter that allows a paralleled processing of the information. In the case this information comes from a unique
source, as it is our case, FF applies the principle of measurement reproduction (PMR) [33] to overcome inconsistency.
This principle can be summarized as follows: The correction
of the estimate of a random variable by a set of measurements
N {y; Rj } is equivalent to the unique correction by N {y; R}
if
X
R−1 =
R−1
(48)
j ,

{y ; R/ρ1}

The scalars ρj get the name of federative coefficients. We will
also refer to our particular use of the PMR as the federative
principle.
The divergence risk is also addressed by FIS. We need to
choose a particular federative profile for ρj that privileges
the corrections on more likely hypotheses. For this, it seems
reasonable to use the hypotheses weights Λj to weight the
corrections, so we simply take
ρj ∝ Λj .

(50)
PN

Conditions (49) and (50) over ρj , together with j=1 Λj = 1,
lead to a federative coefficient for member j that is trivially
its normalized weight:
ρj = Λj .

(51)

C. Information loss and information misuse
The method we just presented has been conceived from intuition with the aim of minimizing consistency and divergence
risks as stated. We discuss now the way the information is
incorporated in our system, and how it affects consistency and
convergence.
The first issue is information loss. We can argue that, every
time a hypothesis is deleted, the information it contains from
all the updates it has received is lost. Here we consider the
information as the inverse of the covariance, as it is done
in the information filter (IF) [34]. In the IF, the information
entering the system after an update is H> R−1 H, where R is
the measurement’s covariances matrix, and H is the Jacobian
of the measurement function. From the federative principle,
the surviving hypothesis has received a reduced amount of
information and hence it is sub-optimally estimated. Let us
assume M observations were necessary to fully estimate the
landmark position. Having Rj = R/ρj and ρj = Λj , the
information received by the surviving hypothesis j is
Ij =

M
X

Λj (k) H> R−1 H

(52)

k=1

j

which simply states that the sum of information for all corrections must equal the information provided by the observation.
This is what is done by FIS. The idea (Fig. 13) is to share the
information given by the observation pair {y; R} federatively

where H is considered constant over the M measurements for
simplicity. In any case, Λj (k) ≤ 1, having Λj (1) = 1/Ng < 1
and Λj (M ) = 1, therefore
Ij < M · H> R−1 H ≡ (H−1 RH−> /M )−1

(53)
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Fig. 15. Map and final position for the outdoors, straight trajectory 3D
simulation. All landmarks are consistently estimated (see the zoomed one at
the bottom right and Table II). The singular landmark in front of the motion
axis has not yet converged (red ray, two members remaining).
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TABLE II

1

E STIMATED LANDMARKS WITH α = 0.3

0.8

1
4
10
35

0.4
0.2
10 20 30 40 50 60 70 80 90 100

Fig. 14.
Cloister 2D simulation. Top: Map and trajectory: Estimated
(blue line) and odometry integration trajectories (dashed green), ground truth
landmarks (red crosses), and 3σ bounds of their estimates (blue ellipses). We
use α = 0.3, β = 3 and τ = 10−3 . Bottom: Consistency test: 3σ bound of
robot’s position error estimates (dashed red) vs. true error (blue).

where (H−1 RH−> /M ) defines the Rao-Cramer lower bound
on the uncertainty attainable by Gaussian estimators [35]. The
information loss is

Lj =

M−

M
X

!
Λj (k)

· H> R−1 H.

(54)

k=1

This is the information loss on the landmark position. This
loss is minimized by FIS as the hypothesis weight rises, and
has no further consequences: not using available information
is perhaps a pity, but it’s always better to discard it than to
misuse it.
A more important issue is therefore information misuse. As
initialization progresses, the rest of the map is not deleted
and, from the federative principle, it has received the full
amount of information: one part corresponding to the correct
hypothesis as stated; the rest, which is precisely Lj , following
updates on the wrong hypotheses. So Lj is also the amount
of information that entered the system not properly, and is
therefore the responsible for the consistency and divergence
risks mentioned. This is the cost of FIS over GSF: in GSF,
on one hand Lj is never used wrongly as wrong maps are
fully discarded, and on the other hand Lj ≡ 0 because the
federative principle does not need to be applied.
The effect of information misuse in FIS is however small.
Thanks to FIS, Lj will only have a significant value when
the likelihoods of the wrong hypotheses Λi6=j are large. This
implies that the innovations are small and hence that the
Kalman updates effect is small too.

0.2
3
3
-7

0
1
1
-2

AND

β=3

Estimated (m) ± 1σ

Ground truth (m)

0.6

0 0

10

0.982 ±0.024
3.992 ±0.037
9.969 ±0.048
34.918±0.331

0.212 ±0.013
2.994 ±0.021
2.964 ±0.025
-7.132±0.100

0.001 ±0.011
0.986 ±0.020
0.968 ±0.025
-2.072±0.066

D. Simulations and tests
Simulations have been carried out to validate the proposed
methods. In the first simulation (Fig. 14 and multimedia
movie Cloister.mov) a robot makes two turns following a
perfectly circular trajectory inside a square cloister of some
20m in size, where the columns are treated as landmarks.
Linear and angular speeds are 1m/s and 0.16rad/s. Odometry
measurements are simulated by corrupting these values with
white Gaussian noises with standard deviations of 0.3m/s
and 0.3rad/s. Bearings are acquired at 10Hz with a sensor
that is looking forward with ±45◦ field of view (FOV) and
an accuracy of 1◦ . We observe consistent mapping and loop
closing. Fig. 14 right shows a consistency test with the
robot position’s estimated 3σ-bound against true error. Before
closing the first loop the position error is about 0.8m. At loop
closing it drops down to less than 10cm.
The second scenario simulates a 3D outdoor area of
20x50m, populated with 20 landmarks (Straight 3d.mov).
Bearings are acquired with a camera looking forward with
640 × 480 pixels, ±45◦ FOV and 1 pixel accuracy. The
robot follows a straight trajectory, exactly towards a landmark
situated 50 m away.
The map in Fig. 15 shows very accurate mapping. Observe
how, for the singular landmark, the several ray’s hypotheses
have not yet collapsed to a single Gaussian.
We test the effect of the ray’s shape factor parameters α and
β. We make five runs with {α, β} pair values from {0.15, 1.5}
to {0.4, 4.0}. In Fig. 16 we show the error-to-sigma values for
the 20 estimated landmarks and the robot position during the
first 100 frames of each run. Up to {0.3, 3.0} the errors are
well within the 2σ bounds, as it is further detailed in Table II.
V. E XPERIMENTS
We describe now the details of our vision implementation
and present outdoor and indoor experiments with the particular
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Fig. 16. Evaluation of the system’s sensitivity to the geometric Gaussian mixture parameters α and β. Five different parameter pairs from {α, β} = {0.15, 1.5}
to {0.4, 4} are compared. Positive axis: Error-to-sigma ratio (the Mahalanobis distance) of all the fully estimated landmarks as a function of the frame number
f . Negative axis: error-to-sigma ratio of the robot position. In order to claim consistency, these values should be below 2 with 95% probability and below 3
with 99%. We do not observe significant consistency risks at least up to {α, β} ≤ {0.3, 3}, which is the value pair used in the experiments.

A

B

C

D

Fig. 17.
Correlation-based scan with sub-pixel resolution. A: Region
containing the 3σ ellipses of the landmark’s expectations (a 3-members ray
is considered here). B: Global scan at double-pixel spacing, and pixel with
maximum ZNCC score (circle). C: Local scan for a ZNCC maximum (square)
at one pixel spacing. D: Two parabolic interpolations with the ZNCC scores
of the four cardinal neighbors of the winning pixel (neighbor squares) give
an accurate sub-pixel result (dot).

aim of illustrating correct SLAM operation in challenging,
low parallax conditions. We choose for this reason to perform
frontal trajectories.
A. Optimization of the vision processes
1) Features detection and matching: For feature detection,
a heuristic strategy is used to select a region of interest in
the image. We use a fixed grid that divides the image in a
number of regions, and randomly select one within those with
no landmarks in it. The strongest Harris point [36] in it is
selected for landmark initialization. This guarantees a uniform
spreading of features in the image, where their density can
be adjusted with the grid size. On satisfactory detection, the
associated ray is computed and initialized in the map. We
store a medium-sized rectangular patch around the point as
the landmark’s appearance descriptor (about 15 × 15 pixels),
together with the current camera pose.
For matching, the active search approach [19] combines
the simplicity of patch descriptors and correlation-based scans
with the robustness of invariant matching: instead of invariant
descriptors like [37], [38], we appropriately vary them via
linear warping (scaling and rotation) before each scan, using
the information available in the map and the stored initial
camera pose. The method also provides for significant outlier
rejection as outliers will easily fall outside the predicted search
regions. Active search is completed with an information-gaindriven strategy to select those landmarks that are most valuable
to be measured.
2) Fast correlation-based scanner with sub-pixel resolution: They key for a fast scan (Fig. 17) is to examine a reduced
set of pixels. A first global scan is performed inside the region

Fig. 18. The ‘Boxes’ experiment. The robot will pass between the two boxes
following a straight trajectory (the motion axis is circled). The grid is used to
guide the feature detector by searching new features only in the inner 4 × 4
cells (dashed).

defined by the projected 3σ ellipse (or the set of ellipses
for rays). Because of its stability, the Zero-mean Normalized
Cross-Correlation (ZNCC) is used as the appearance-based
similarity measure. The peak of the ZNCC for good-defined
features (such as Harris points because of the smoothing
Gaussian mask used) is always some pixels wide. This means
that this scan can be done at double-pixel spacing and therefore
that only 25% of the pixels in the region need to be evaluated.
A second local scan is performed at one pixel spacing at
the vicinity of the winning pixel. This scan is driven by an
increase of the ZNCC score. The final measure is defined by
the maximum of the parabolic interpolations (vertically and
horizontally) of the scores of this new winning pixel and its
four cardinal neighbors.
The measurement is finally validated by thresholding both
its ZNCC score and the Mahalanobis Distance (MD) from
the measured to the expected pixel coordinates. A rate of
successful matches over total scans below 50% triggers the
landmark removal from the map.
B. Outdoors, the ‘Boxes’ experiment
A representative experiment corresponds to that in Fig. 18
(movie Boxes.mov). A vehicle performs a straight trajectory
that passes between the two boxes. This environment includes
landmarks as far as 30 m. The singular motion axis corresponds roughly to the central point of the horizon line in
the image (circled in the figure). Estimability is very weak
in the four image regions surrounding this point. It gets better
towards the image borders. The bottom regions are perfectly
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41: initializations

44

48: right complete

52

56: left complete

Fig. 19. Initialization in the ’Boxes’ sequence at 4 frames (approx. 28cm of motion) intervals, with superimposed rays (magenta) and points (cyan). At frame
41, two landmarks on the boxes (arrowed A and B), at equal depths, are detected and initialized. The right box (A) is clearly farther from the motion axis
(circled); full initialization takes 8 frames (56 cm of motion) to complete at frame 48. For the left box, 16 frames (112 cm) are necessary and initialization
is complete at frame 56. A landmark at 30 m (arrowed C) helps minimizing angular drift.

TABLE III

TABLE IV

PARAMETER TUNING FOR THE ‘B OXES ’ EXPERIMENT.
Topic (Section)
Geometric ray (IV-A)
# of Gaussians (IV-A)
Pruning threshold (IV-B)
Meas. thresholds (V-A.2)

Parameters = Values
{smin , smax , α, β}
Ng
τ
{ZNCC, MD}

=
=
=
=

{1, 50, 0.3, 3}
4
10−3
{0.9, 3}

estimable, but the rapid changes in appearance make matching
difficult.
The different parameters are tuned as indicated in Table III.
Four-members rays correctly encode depth uncertainties up to
50m. For this experiment we knew the robot’s odometry, which
we used to improve predictions and to fix the scale factor. The
perturbation variances are taken proportional to the forward
motion with √
linear and angular proportionality
constants of
√
kd = 0.04m/ m and ka = 0.02rad/ m.
We used a camera with 512 × 384 pixels resolution and
about 90◦ FOV, providing gray-level images which have been
undistorted off-line. The sequence consists of 97 images taken
at ∆x = 7cm intervals approximately. Observe in Fig. 19 how,
depending on how far the landmarks are from the motion axis,
initialized rays take different amounts of time to converge to
single Gaussians. Before they do, they are used to improve
camera (and robot) localization thanks to UI.
The 3D reconstruction did not suffer from some angular bias
existing in the odometry data thanks to the tracking, during the
whole sequence, of distant landmarks like the one in the black
door at the further end (arrowed C in Fig. 19), at a distance
of about 30m.
C. Indoors, the ‘Whiteboard’ experiment
A second experiment with a longer series of distorted
images has been performed indoors the robotics lab at LAAS5
(Fig. 20 and Whiteboard.mov). A robot with a camera
looking forward is run for some 15m in straight line towards
the whiteboard at the end wall. Over 500 images are taken
at approximatively 5Hz frequency to feed the FIS-SLAM
algorithms. The camera has 55◦ FOV at 512 × 384 pixels
resolution, and has been intrinsically calibrated, with a radial
distortion model of 2 parameters, which has been inverted as
explained in the appendix. For rays, we use {α, β} = {0.3, 3}
with {smin , smax } = {1, 15}, obtaining rays of Ng = 3
5 Laboratoire

d’Analyse et d’Architecture de Systèmes, Toulouse, France.

M AP TO GROUND TRUTH
Board sides (cm)
A: 114
B: 82

C: 113
D: 81

COMPARISON .

Estimated (cm) ± 1σ
A: 115.4±0.81
B: 82.6 ±0.87

C: 110.5±1.11
D: 81.2 ±0.72

members. On a first run, the odometry model is the same as
in the ‘Boxes’ experiment. A second run has been made with
vision-only data and the robot model augmented with constant
linear and angular velocity models as in [13]. Vision-only
operation is shown in the movie Whiteboard No Odo.mov.
We illustrate UI performance in Fig. 21 for the run with
odometry. See how one of the hypotheses of the landmark on
the floor (the arrowed one in the figure) had already attained
the true value before the others got pruned. This is exclusive to
UI methods where partially mapped landmarks can effectively
be corrected – and be used to get corrected. The resultant
map is shown in Fig. 22 (left). To check for scale recovery,
the lengths of the four segments defining the whiteboard are
compared to those in the real world. The results in Table IV
show correct scale recovery and consistent mapping.
The run with vision-only data reveals the loss of scale
observability (Fig. 22, right), but shows good structure recovery. The scale is about 50% of the original, and the relative
precision is also about 50% of the one obtained with odometry,
due to the lack of motion measurements.
Moving landmarks and false landmarks (false intersections)
are not consistent with the rigid motion hypothesis and must
be discarded as outliers. This is tackled by active search. If
the effect is large enough the outlier feature falls outside the
predicted ellipse and the measurement is rejected. However,
for slow motions this can fail, introducing undesired biases to
the filter. In this case the moving object is quick enough for
active search to succeed.
D. Indoors, the AIC experiment
The last experiment (Fig. 23 and AIC.mov) uses exclusively
vision information. The robot navigates inside the AIC lab at
SRI.6 Over 900 images are gathered at 15 Hz, 640×480 pixels
resolution, and are off-line rectified for radial distortion. This
indoors environment presents long corridors and sharp turns at
door passages with reduced visibility, together with occlusions
6 Artificial

Intelligence Center, SRI International, Menlo Park, California.
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Fig. 20. Four snapshots of the ‘Whiteboard’ sequence (frame numbers are shown). The robot approaches the whiteboard at the end wall following a straight
trajectory. Note the presence in the scene of a robot, a table, a bin, a small box, a trunk, a fence and, at the end, the whiteboard. Note the presence of a
special guest in motion which will produce occlusions and the displacement of some objects.

Fig. 21. A detailed sequence during landmarks initializations in the ‘Whiteboard’ experiment. One in every two frames is shown to appreciate the initialization
and successive ray updates and pruning. Observe the convergence of one hypothesis to the true landmark position even before finishing pruning (arrowed
hypothesis). Rays are in red, single Gaussians in blue. The 3σ ellipsoids are shown (zoomed for detail on the left) with tiny dots indicating the matched pixel
used as measurement.
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Fig. 22. The map produced by the robot during the Whiteboard experiment indicating the trajectory and the objects existing in the scene. With the aid of
odometry (left) and with vision-only data (right). The vision-only map shows a significant scale reduction (close to 50%) and lower reconstruction precision
(when scaled, the standard deviation is about 200% bigger).

000: Start

424: Occlusion

453: Difficult turn

911: End

Fig. 23. Four snapshots of the AIC sequence. Start position, moving human occluding landmarks, right turn with reduced visibility, and final position.
Superimposed 3σ ellipses: predicted rays in magenta; observed rays in red; predicted points in blue; observed points in cyan.

by a walking person and many false intersections producing
phantom landmarks. The robot trajectory shows changes in
both linear and angular velocities and some parts of stand still,
where 3D estimability does not increase for some frames.
Two produced maps are shown in Fig. 24. In both of

them, the structure of the first and second corridors is neat
and one can observe, in the first corridor, a little depression
corresponding to a closed door that is not even with the
main wall plane. At the end of the second corridor the robot
detects a walking person and halts. During this halt, parallax
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Difficult
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Fig. 24. Two maps produced during the AIC experiment, showing the trajectory and some key passages. The structure of the first two corridors is clearly
visible. Left: After the difficult turn right, the map degrades due to a transitory loss of tracked landmarks. Right: Stronger outlier rejection achieves better
results, with both angular and scale drifts kept very low.

does not increase and a whole number of rays with their
multiple hypotheses cease to collapse. Just after resuming
motion, the robot enters a door with a turn to the right. It
passes so close to the door that the image runs nearly out of
features, and numerous phantom landmarks appear. On a first
run (Fig. 24 left and AIC.mov), the mapping suffers from
this situation by significantly increasing the robot’s angular
bias and uncertainty, and some features become inconsistent.
After this point, the forthcoming map shows more uncertain
landmarks, a slight misalignment with the main orthogonal
directions of the previous section, and a different scale. On
a second run (right and AIC 2.5s.mov) the matching criteria
is more restrictive, with the active search ellipse size reduced
from 3σ to 2.5σ. The resulting map is much better, showing
that most of the problems were due to insufficient outlier
rejection.
VI. C ONCLUSIONS
Undelayed initialization (UI) when performing monocular
SLAM from a mobile platform has been highlighted as a
means to effectively consider the whole visual information
landmarks can provide – from the first observation, trajectory
independent and up to the infinity range. This can be crucial
especially in outdoors applications with the camera looking
forward, a situation that is found in a vast majority of cases in
mobile robotics and intelligent vehicles for obvious reasons:
landmarks can be very far and the camera must look forward.
The design of practical UI methods finds numerous difficulties
that have to be identified and overcome. We did this by
immediately mapping the whole optical ray derived from the
first partial observation. The non-Gaussian character of this
ray suggested the use of a Gaussian mixture approximation
which, in order to keep real-time constraints, has led us
to develop a special filtering technique to host the SLAM
operations, that we named Federated Information Sharing.
The multiple Gaussian hypotheses have been spread along
the visual ray following a geometric series, leading to ranges
growing exponentially with the number of hypotheses. The
visual information is extracted from the images in a robust
and efficient way thanks to the active feature search approach
which exploits all the information contained in the map.

FIS is an approximated method to mimic the GSF operation with reduced algorithmic complexity. The risks of
this approximation have been highlighted and minimized. The
approximation proved to be robust for the monocular experiments performed, in our opinion because of the fact that, as
successive camera positions are closely together, parallax rises
slowly and all ray hypotheses significantly overlap when they
are projected into the image. This means that all updates on the
ray members possess very small innovations, something that
allows us to make good use of linearizations. This condition
will not be met when using monocular observations to update
rays that were initialized by another camera, a situation that
arises in cooperative monocular mapping or multi-camera
systems as we explore in another work [39], [40].
The methods we described have been programmed in Matlab with the real-time paradigm in mind. Our algorithm’s
complexity easily compares to other well reported, EKF-based
monocular algorithms [14]. Based on this, our methods should
achieve at least 30 Hz real time operation in environments of
over 100 landmarks with a C++ implementation on modern
PC hardware.
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